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Part1
Understanding
Language Models

n -‘

An Introduction to

Large Language Models
™)
Tokens and
Embeddings

AT AIZ AT R A0 H T
43-17] 14 (tokenization) #1 #; A\ (embeddings) (W, %23%&) .

AT (LF1
H AT Jay 2 4 #

— A, VAR T R BHBHRY (LE3E) « B
Part2 - Part3
Using Pretrained Training and Fine-Tuning
Language Models Language Models
B S m Creating Text
Text Classification Embedding Models
Fine-Tuni
‘ ine-Tuning
Text Clustering and Representation Models

Topic Modeling

for Classification

Looking Inside Prompt Fine-Tuning
Large Language Models Engineering Generation Models
" Answering the question: Advanced Text " Eploring the mutfaceted
"How do large language Generation Techniques components of training and
models work?" and Tools fine-tuning different types
of large language models.
B Semantic Search and
Retrieval-Augmented
Generation

BP-1: KBWHAHIFEN

Multimodal Large
Language Models

Using large language models
across a variety of use cases.
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(1. Alammar. “Machine learning research communication via illustrated and interactive web articles.”  Beyond Static Papers:

Rethinking How We Share Scientific Understanding in ML. ICLR 2021 Workshop (2021).
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AKERATHIT R K2012FF 4, WRAIRE (ERAREWEZNE) WEREME, BRMHER, eNFE£TE
—MREEHEARNEXFELERSH R ARG AR GZ A #E & A T H Transformer 22 GPT-209 AT
Ao 2022547 £ & ChatGPTH Z A1, CRT T XTH AT RZ MM EAE RN EBATELNEH TR £LX
WEE—BFERAF, REAAMNARLE—CERR P, IHFHEABBRELATWRNBEA, EREEL
ABAEBE. XAER. HEEFNESF T ENEAKL L. CAARFR. ZAFTEHEMHARARNERT
i

7N o

ChatGPTH Ty RHT BT R A #y, ) TN EBTERANESZHRT, WARESTHALLMs). L H A RERALERS
KA, I A EChatGPTH 8k, Z2F 2 KM, /LTFrAEE A& FALLMs k.

Bk, 20234 3 KA1 K YA AT BAR A AR R R RATOEM — F——1FF A TH i (Language AD), 7% — MU &
IR A RN KT R SR AR B AT

ﬁﬁ LIMsE 27 A& T —Bhtl, BARBEAMAME K. LLIMsm A L7 B — BB, £1FFAIGRL IS E M
EREREHATEE,

ARAHF, HAE A A BEH R A LLMsToiE 5 AIGUR A R L L BB KAFEARFEZABHER, BN
BENGEEF P HEA RS ARIE

EEER, BNTHARFTFEAUTFA:
o fFaREFTALR?

o TLRABEFHA?

o KRAEEAEA W E A G AR 42

o BMwfre EARBEFHRA?
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ARIBALEE AD BERRER L THTHEALAXT RESFNITEARZ SR, WiEFRA EF#FRUN
RRMHE R, 5 AKE MR

UTRAIHFRBAZ X HEEERE X
NTH GERIFIER 7, FHREREITENEFHFZNIE. €5 @& FITENEMAEY it oy X NEF
WK, EALF G RF &M F LIRS T %o

John McCarthy, 2007'

HTFALRB E S AT, IARKBOHAREREAM AL, B U T A EARIAE TN Flar, TN
®AHy e (NPCs (KA EC]) SFPMHRHAL REH S R Tt Rif-elscif4 .

Language ATFEAIN — M FF0R, TE TR RBHEM. LB L RARIEFTHH AR RifLanguage ALRE TG A
MIFE A (NLP) AR, X454 TS 5 3] J7 ik 78 MR R V8 5 A0 22 1P) AL 7 T BN 22 R T o

FAVEE A AR F Language AR 8 3 B £ 7 8 7 RLLMs{E 3 4 Z 49U~ £ E AR BAR, i R R EWMis
LIMs# it 1 (LH8FE) o

EAFF, RANBEREANLAE B # Language AIFR T K EERERGER . ZRRFRREHFRAEILE
LLMs. AT, ZHRT —MFA: FARKEFHRE? h TARFFHEEZ A, L KA1H %K RLanguage Al
W
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Language ATHY 3T 3 Ji

Language AT#Y i # 68 T 5 AR T AR EFTH X RMER, WH-17T.

l DistilBERT |

| RoBERTa l

[ BERT ] [ﬁm] GPT3 |ChatGFT
Bag-of-words | Attention I l GPT I lSwitchl | FFan-TSI
| I

aaaaaaaaaaaaaaaaaaaaaa = l I = '.

~2000 2013 2017 2018 2019 2020 2021 2022 2023
O] Decoder-only [ Encoder-only  [J Non-transformer models  [OJ Encoder-decoder

B 1-1. Language ALJfj & — ¥,

R, FBEANTHMNKRRRE—MRFOMA XAKRR EREEMLE, YHAER— (BEANFH) kriskEzH
4. EM, fELanguage ATy i, RABRE FLEFTUEMA T REFES, FEERAZPOTENER. 1 &
Language AL 48 0] F 72 F 1-2 0 R
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Textinput
Unstructured data

- ™

Language Al
Processes the input text

v v v

Text output Embeddings Classification
Generative modeling Numeric values Identify targets
[— - L
R L

A 1-2. Language ATE A E X AW G HATHF S HE S
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WiEE RTANHRER

KA1 Language AL % T —# o fOR R B oy R, X R — R kR FEMA RN Tk 2ERFEIS0ERES
WR K, BA20005F K AH L RIRAT-

WREAS TEREWT: BERNAAMN T, RNEAECREKERT. WREAEHE —F Zokentt, 4
FoahR A BAE KT (tokens) BitAE, WE13F07T.

[Inpilzat is a cute dog ] [InpmMy catis cute ]
l Split input by a whitespace l

[that} [ is 1 " a 1 [cute} [dog} [my} [cat] [ is 1 [cute]
[that} [ is 1 [ a } [cute} [dog] [my} [cat} [ is 1 [cute}
that} [ is } [ J } [cute} [dog} [my} [cat}

F1-3: G4 T B S48 % i (tokens)

54 L cokenisation sy kR B 46 A SR B BH. AT, RARBA, BH—RIEF, WX, ERAEHA
FEEHEZE. ET—FF, HMEF N8 okenization L X Z B A M Pmiz s A, w14 T~, %
tokenizationZ &, RAEFENMG T H A% — LR A6 RRUR-MRLER, TUARKTHT.
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Input

My cat is cute ]

"

il LAY i AN i A

. | Tokenization
my || cat oo Splitinput by a whitespace

A 1 ool o ) -2t | Bag-of-words
that|] is [| a ||cute[|dog|[ my || cat Count individual words

0 1 0 1 1 | €
Vector representation

Nd aY4

0 1

E1-4: R AT b B — 7 Kb
ERRMWELE, RNALAHHENGTE M EAHAGAE, LI LAET — AR, Bk, AREDE
ERRKFDRAB AR, BHEANRRAERT, WEISHT. EEAS Y, RIKIEEDNEDHA £ 7

B,

Input Hidden Output
layer layer layer

==
- Spam
Feature 2 —p 8 8 O T

Feature 3 —p
O Node

. Takes weights
Weights ; -
_— performs calculations,
of e mfuencoone.  ondproducesoutput)
node has on another)

Feature 1 =

B1-5: @IpitH AR R R 4. KB A | BRT
REWRE—MEMT %, BEATRZLTAHN. EFESEY, BRNEERITCHTHAT UMK REHNIESE

A,
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% il 4 % 1 B Embeddings By E 37 % 71

W, BAR-MRBENTE, EH-ANEE. CAFEFRFARZ-NMLPFFEELLWER, AT UKRKE
SUME 5T 2 o

20134 R A7 # word2vec 2 £ embeddings 1 4 3k XU A& X # B K K 20 % K Z — o Embeddings 2 i B 3 R #E 4 X W0 &
Ko AW, word2vecl it 7 K & XA (AnEAWikipedia) )| 255k 2 2 B35 8 75 L& o

AT E R TR, word2vec FI A ZE [ 45, XM ARG R AT L E BN R EA K. WHEI-GHT, W
ZRNETUAHRSE, P B MEEREDNEAHF NN E. XLRNEEF AN A 4

Words Embeddings Model
r——, . an
Gt |—_ i — Neural network predictloi

C Task: —> 074
Cute | —JJITT I }— | Arethetwo words neighbors?

B1-6: thHEMEHMEEENT RELRK, BFE M EEME M aET#

B LM ZF 4%, word2vecB I B F VAL C A F F M T 5 7 s 5t 397 48 45 ) K £ Ak #9 embeddings
18 & 37 IC & o B A 837 9 B — A 1 embedding, iy AN BIR 2 BSOME, HFAMAAEM S AEAEF
MNGFTE, wELTHR, ROAINFBAE PRI A, B A S KT A2 S AT T+ RAPE-

XN HAEF, word2vec# J BIF L B X &, H 1§ 1%f 8§ 1- M Blembedding™ o 4n R P14~ 338 5 11y T 4 48 7] #9
48J&, Al embeddings Pl E#2T, RLA Ko EF2FEF, RO E M8 R word2vecy | it 2.

B1-7. 2 W AP ERBUA NI R EHLE. AXNMIEY, embeddingsth EH A& H LK.

7= & Bjembeddingst 3k TIFEM & X, EXRREE®REMF 2?2 A THAR—AL, IERNBUEL—T, BELENH
JLANA # embeddings, Ef” apple” #2” baby” . Embeddingsi H 38 it & 7~ 17 B B9 B MR K A X Flin,  “baby” &
AMATRE FEIL 7 AL BUELEBELARE, T apple” AR ZEXLE % B 2R MK

W E1-8FF T, embeddings ¥ LUF1F % B MR KR T IR1EM & Lo B Tembeddings iy A /R B E 8y, A8 BRI ER
A IR 1E B0 B RAE
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cats puppy houses  apple baby

A
animal ﬂ -56 -67 ‘
newborn | -1 -32 -1 :

human e . 22 « Number of dimensions

s : . ; . R (properties)

plural -82 - 51 S
fruit y N 51|
rui 91 5 E 51 v

F1-8. embeddings 8 & X & A TR ARG B M. RO bl X B8 2 RREMS (EF Lo mt) , Ex
A BT RERANMEE,

LhrE, ZREBEERAELUEY, ROH5E—STERRAXTRA MBS R AT, ZLHEHEE R, HitH
MR GLRA B, HEH A LG T BRI EAIE = 77 %o

Embeddings 3 % # i, B 4 A1 A0 3 B AT 8 A 2 B89 B X0 DU e R & R BE S R, R AT LU B — AN
BB —ANAWBRE. WEI9F T, R RN Eembeddings [E 4 R = &R T, Rk E B4 U G 4
Fit, EH5E R, RATER A T4 2 Bembeddings [ 4 Bnfk % .

cats dog apple

-
puppy banana
P

O O

building adult
O O
houses baby

?

B 1-9. 48 fiL17] 1% By embeddings 72 4 & & 8] F 2 b e o
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Embeddings i 3% %

H ¥ % % A fembeddings, #7177 embeddingsfr 4] Fembeddings, AT &R TR EAE (FESHT) , WwHI-105

7l g, 37 404 B A A4 5 A embeddings, B N R &R EA XA, ML T, word2vee 8 3 U 715 & &

embeddings,

EEAFF, embeddings¥d K EH R, EACNERATIFSZAG, ok (LF4FE) « BE (LFSE) URE
IR TR AR (LE8FE) o AF2FEF, HATHH RKENH %K token embeddings.

Input
|ﬂ|JUt [ Her vocalization was me Iudic]
My cat is cute.
2 |I'IDUt ", Y Split input up into tokens
The dominant sequence
transduction models are
based on complex... [ Her ] [ vocal ] [ ##ization ] [was I I melodic ]
| 1 I | I
. 2
Representation model
Embed the input text
¢ v v
T [ITTT1T] [ITTTT]
Document LIITT] HEEEN [TT111]
embeddings Token
v embeddings
[TTTT] TTTT]
Sentence Word
embeddings embeddings

[81-10. Embeddings o b % 7 7] % % i #r \ bl 2 .
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8 F Attention % & Fa i 75 T X

word2vecty Y| it AL 2 T # AN, [ FTRWIFEIER T Flan, “bank” XAGE RWAET 4 L T b4 H A 4G4 E
# A1 Bl By embedding. AT, “bank” BEF L4E4 RARAT, WA UAET R BH AN, KT Hembeddings, iz
BT XMk E

3 T 2 ) 45 (RNNs) L3 T 45 A0 X Fb SUR By — DM B SR B W i Rk, ¥ DU T 718 B N #E4T
Ao

HT IR, RERNNATHMES: HFEHRTRANGT, UWRFGRAE RS H AT [F-1#TERE T
love llamas” X £ 85 4] F 4n e #13F & 7 2 1E” Ik hou vanlama’ s” 33 9 X AMEA

Y 'SR )
Input | love llamas
sequence ¢ * ‘

Encoder (RNN) &

Neural Task: representing language
machine
translation Decoder (RNN) O

Task: generating language

Output

sequence @ - v | [ famas |
111 BAMEF W E W % (REBRDE) BRNTFFIAERERTZE.
EANRM B WG SR BT, A RT—NAR, XARMEELH R A LW E RN, w(F1-120577F.

- - o omoEmE mEmom momomomow om omow
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Input Output
) —
Step 1 [ I X[IOVEW[IIamas Ik

step2 | | “Iove"llamaﬂ[ k|
step3 | | }[love“uamas}[ k “huu‘
o ([ o)

E1-12. AN 0 B i coken#PBUR 1 AR £ R T — AMtoken,

van

lama's \

G RE AR T HETIMAN, Membedding R A& R E T, ENMFEBENEN. AT ERXMERT, BHHA
#jembedding/F h fr N, X B oRF HAVT MUE A word2vec AT 146 K o E[H1-13]F, AT URR B XMt i
SO LECE U WA RN VR i L O

l\l]\l\l
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word2vec
embeddings

Order of
processing

Encoder (RNN)

Decoder (RNN) N

[ Context embedding ] B

- mE mw o m mmE m o om owwmw

& 1-13. # i word2vec embeddings, 4 @& T —/NF 7 EAF FIH L T Xembedding.

KT, AL Xembeddingf R A B E K4 TR/ EAE, B AR —AFFENf )\ HE—embedding. 2014
F, INT —ANMAEZ DI HNBRT F, BRAMKETELRM. ERINFAFEELETRNFF PR
MRS HE” RKE" ) HFRAECNEET, WEL4FR. EEANGFLEFEHEDLRAELEHTF
REZ.

B4, A" loma’ 8" R ZEH7 lames” , X EAFL2HEZ BN ER ARG RMWH, 77 lama” s”
A7 U EEARMK, BAEMNERBEETR. EFE3F]Y, RIMNEERNBITREZSNH.
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Words with similar meaning
have hi%her attention weights

since they are highly related | love llamas
‘ High attention
Ik
hou
van E :
lama’s : :
\.....» Low attention

B1-14 ERANRAFEA” XE” FATTREGEXBEETR K LB

A AT TR A i SE B ALE, RNNW LA F 5 A Ak E ML RE T BOELER
BUR b T Xembedding, T &K # fr N7 B REBIR &S0 AT BA[EL-151FRE T ET.

| love | | llamas |~1

word2vec
embeddings

Encoder (RNN) =

Attentiondecoder(RNN) X

_—- - m m omowm owmomom owomowm owmom owm

l l l During generation, attend

[ Ik ] [ ot ] [ — ] to most relevant input

E1-15. £ & K™ Ik « “hou” F” van” 25, BEBHERINFELESELRFTLERE ( “lamd” 57 )
ZWEEFIA” lamas”

B, #E4 K" Ikhouvanlama’ s” HI[El, RNNHRER ¥ £ E X iE 17 R PATEIF. §word2vectfi b, X AR AE L
RE” BT, AVFRR RS WUT MR R M T AT, AR VUT B IR T AR ) S B o OF AT
o
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ERANF B2

EEANGMNEE S E, WEREH AR EZESHEARALAWEL, & RAE20174F KA B2 4 6 X “Attention is all you
need” WIRE| T HE., fEH M T — Y M Transformerth W 4542 #), T RARETEEING, FHBT RN E 2
BETR M %, GG %A b, Transformer® VL HAT I 45, XM A M AnsE T it 2.

FETransformer ' |, R B A m B UM E S — &, Ww[E1-16]pr 7. ZEMA R Fautoregressive (HE ) oy, FE
T & RFE Z A H AN A R

Input
sequence | love | | llamas |

v
sgqutfgrlll:e @ | van | |Iama's|

B 1-16. Transformer & 3 & 4 8 & F i A B8R N 4L &, BN E &M A B fn i ol 2
PAe, 4D 5 o f AT B b 0 B 45 5E B AL # (attention) 22, T R 2 AR % 4 E & 44 BYRNN, Transformer 8 8 25
2B o W B4 R, : self-attention (F JE B 77) FAfeedforward neural nerwork (B A Z B 25) , dm[E1-17]1BF o
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love | llamas |

Transformer O
encoder
|2~
[ Self-attention ]
[ Feedforward neural network ]

v v v
5 snliens Men =

B1-17. i BB R E H &£ R P kT
SZuER AT AL, BEEATUREENFIANTRMLE, NWEAS. TEAHERIANTT, W[HE
18] f R e B A & — KA FE —Mtoken, TR M —hkMEHEENTFI.

| love llamas High attention

love

llamas

. Low attention

i L]
M ]
v L]
M ]
L]
r—ﬂ-w-]
" L]
W L]
L]
L]

B1-18. HERAREMNFIINF AL, HLRGELNFH T Wa” & WE £F
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HHAm BT, BEEA-NHONE, ZEREHDEN Y (UREMAHHERBL) o WEL9HFR, T4
AR LT HATZ AT 3T 18 B RNNE & Ay #5525 o

[ | ] [ Icwe] Previously

generated words
Transformer EI?:I Elih
decoder

| T ] ~
an; nEE Masked self-attention
student [l ] ) [LTT] [LIT] .
Transformer . Encoder attention
o B Eams
| Feedforward neural network !

Next generated
m word
E1-19. R [/A — NI NER S B, RIERDGENAE

(120007, MESETHEERERERRMCE, AR EAXFRFOME, U IEAERTE R HEER S

Ik houd van lama's

High attention

Ik
houd

van

L]
L}
L}
L}
L}
i = =
L]
[]
L]
L
[

lama’s

S Low attention
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EI1-20. R %7 2 H ytokens L7 E” BEALAK R
3 B 2 7] B 2 T Transformer®2 4, 3 H 2 Language AT R % % % 4 404 A iy 35, WBERTAIGPT-1, #11

BEREEHENE. RS H, RATEEF A L HHER # 2 2 F Transformer by £ A ,

Transformer AY T B AT AN L RE W EL LA S . EFQATAEBFPR, RATHEN T # Transformertt 2 4o
H A% %R B, A multi-head attention (% ki & /) + positional embeddings (L & # N\ ) Falayer normalization

(BEH—1) .
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RABE: RGHaER

JF 46 By Transformert B & — Mg i 25 - A B30 M, RIF MM A THIFHES, EAZEIZATHEMES, WXAL
%

20184, FINT — 4 A N5 &R~ R GBBERD M HRM, CAURTEMES, FEERARKRSFIEFAL
e, SBERTZ — M REGBRM, FETIETET, WHI2HNF. XERFECREASRDEN TLBRT RS

B

Ao

0 ' — s,
Input [CLS] I love llamas
sequence
\ 11
Transformer encoder = 1
.| | | L
BERT, Transformer encoder . ¥.
: : | S
. | ]
: | Transformer encoder 'él 12
Contextualized l i i

word embeddings -:l AIre O N

E1-21. BERTER MM W R, GE12NEDE.

BB B RN Z N E R WA B AN R R ER . B LA — S Boken, B [cLs] RA
Koken, MfEEAHAMEZT. B, RATEALA [1s] okealf HBARN, BFEREES (BA%) E#A
A,

P Grix LG 0 BT b2 — TUH MW £4, BERTRI XA — M R EDZ 7 ZRHHARRBARZIANEAE (FRF

2EMEUE) o wHI22HFR, IfFTERZMAN -2 RETN. AFNESHREE, EAVFBERTHZE
BB AN (FE) xR
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Randomly
mask words

BERT,

e mEm e
- o w wom T

Predict the
masked words

E1-22. f A #57% & ALY FBERTAR A

TR R 442 EBERTAA X RM AR T L TXET A ARIAY €. XABERTRERBY A THEEF T, ZH K
BAMAERTETREG TG, KEAFEESFRTHE. A, BdaENELTH L) ABERT, v¥aHE
S AR IR X TR KR, WEL1-230T R, AV RN TN FRE AR Es5 (WXRgR) #TH#
7o

@ Pretrain on large dataset @ Fine-tune for downstream task
@_ _*. Classification |
BERT A Z - —
Objective: — BERT > Nr?al;;n:gdn‘iet?g'lty
masked language modeling : - = 4
: Paraphrase
_'L identification

E1-23. ERLEEHER F TN LABERTE, RAT4HEEES X HTHH.

FNGHEAEY —NMEAGFLARZABINELECENBRNERT . EHFZEL LN ARG ITEREEZRK, FF
BB AE AR D, M4, XBERTEA A EZMN LTEN S BHERHIN. XUFEBERTHE A & A HALRINE, L
FA TS b AT .

B HEA (WBERT) BARFHFLHLIFEM. F4K, eN—ERATELES, €2 XES (ZAE
4%) « REMAES (BNFEE) MEXRE (BLE8F) -

AEAEF, RNBENFGEEBARN AFHE, UEHNTRBEEEE, BNKZAH L AHEE. HERE, £XF
RAFETRERMAX EEANTHET R, KB TELETERRES, flir, BTQEHN, EFTERX
Ao MIZT, £RERFELETEBOR, BE LB FRERKN
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KT REARAGZ AN R GRAERSBEAGTET. R THARZERE, FHAI R EASF (ErEx
mEMKANGRE) , MERBEEIRE, FHANMNPRERF (RREEKED) o

41



ERAE: REEaER

SBERTH 45 78 B2 MK i, 72018 W T — M MB BRI & RES. IHEMBARNE KT &
Transformer (GPT), HH £ ket HTiHE4 CLEWMEANGPTAUR B T EERA) « wE124F 7, B &M E
B, KL TFBERTH 4 % & 42 4.

GPT-178 &4 7,0004 4 £ f1Common Crawl (—/MARE M A4 %) WERE L#HTI % £RMERCE1LITLA £
#. BANSHEME-NHE, REEENESTWEM.

WRAMFHRFELE, RNTHESHSHLMAMT MBS RAN R IR, FREAX—RK, RINFHBX
MK E A DA By R R AT, WE1-25F7 R, GPT-241 8150 M54, GPT3RMAEEA T 17501045 H.
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Input [ I ] [IIWE]

sequence ‘ ‘
0l i
I I é
Transformer decoder Q)
Transformer l l :
+ decoder
GPT-1
I [ Masked self-attention

HEEEES S EEEES S EEEE

[ Feedforward neural network

12

word

B1-24. GPT-1H R Ao U AL BRI B IR T DS EE 5.

43

Next generated



GPT-3

GPT-2
GPT- Number of
T parameters
.................................................................. +
117 Million 1.5 Billion 175 Billion

E1-25. GPTR A 7 f ok s K P AR B Ko
R R BEA, FARET KR BA, RERMNAZZEHE LLMs)e EmRATEAARE @ T4
#, LIMEAMARELNRE 8 EmBEE (RBDE) , CEERsRE (RETHE) o

A RALLMstE A 77 2| FPIALE, SR — U XAFZREFI TR E. BAZZ-MEFB R, EENBEELE
ATHNGEAWANEARZI k. FRTERXA, WREMNEFENERELE L2 EH? BLHOAT LR,
AT L6 22 e 4 A 484 09 5 S B AM AL

WE1-26P7 7, A RWAER T UBKA P& (Z7) bR TRRMIZETHEE. Bk, REH 2775 £ R
R T AR .
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User query

(prompt) Tell me something about llamas

Generative LLM
Task: complete the input

v

Llamas are domesticated South American
Output camelids, widely used as pack animals by
utpu Andean cultures since pre-Hispanic times.

(completion) With their fluffy coat, long neck, and
distinctive facial features...

0

E1-26. £ R ALLMst i — BN F ZRE KB A THARE, IFNRNRZEFHTHK, 22K EEF A
RURRBREG —NEEHQREMA LT XKERL T XEF OIS £ T XKERFEE 4% A B & Ktoken
BE, WHI2THT. KW ETXEOAFREN XCHEHELLIM. HEE, wTReEA o g B TER, WA
tokenfy £ fk, HH LT XKELH 0o

Input ) _
(both prompt and Tell me something about llamas. ‘reviously

generated tokens) jenerated tokens

[Tellllmelmemi;g"about"Ilamas " . I:ILIamas " are] E [dnmes;icated]

Current context length = 8

GenerativeLLM = Updateinput
Maximum context length: 512 (increases current
Output v context length)
(generate one , |
token at a time) [dnmesﬁcated

B1-27. B XKERLLM 454 B iy A £ T X

45



& R AAIZ 4

LLMXt iZ 403 7= & T E K%, F% ChatGPT (GPT-3.5)8) & 7. KA ARk, — b AFR20234F 2 4 ik L AIZ
Fo Y FEATHR Z|ChatGPTH, HAILIF LAER ST ERT A2 RESEAE . ST ERLAEH, CHGPTI5LLM®E 3, M
FEABEAENANAEGERENEHLR, WGPT4,

GPT-3.5F F R £ RAAIZ = £ By — A, wE1-28F7 7R, JFiRfug A LLMA LA A UL E 5 09 2 2 % 3|
TANTE AT o X L6 TF IR S ml B A8 AR A Fem A, ] DUAT X (43T HOR, @ E 3R 4o

Proprietary models

Llama Falcon Qwen Yi CommandR
7B/13B/33B/65B 7B/40B 7B 348 358
Mixtral | Phi-2
MPT Llama2 Mistral 8x7B | 2.7B
7B/30B 78/13B/70B 7B
DeciLM
18

Open models

E1-28. & sk RAIZ F WG ME . FER, WHEFHARDOIFSER]
W T 7% %k 89 Transformer 28 49 22 4h, 3R HILT 694 1 F A, WMambafIRWKV . 3 8 37 51 6y 42 44 3K H 3k 2|
Transformer R A B M ik, F A HFNEY, WERN ETXEFO L E R E R Z

TR BRI T LR EH, I RR T 20235 H AL E AR — o KATBR A A iR £ Language ALYy 51 #y
KRR Feo

B, AHRFEHTRERHHLLM: RATER R AER L MR, R A, URDEEE, L EHRH
A R IGTRLLMEY B8 7
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TKEEEAT WRBR AR X

ARNEFALH T R &+, RONELEERZERANMEEE (Transformer) HAE F WAy AZFH
Ho HHRYCMNBPOAN R KB WEE. ELEY, TUFE—AEY R Ry

R RN~ A SCPTIRA AR A EMOFH B L EH? XHWEYLTL2TRT AD” BEHINLD
%2

RAf, WREMEA — N ECPTA-HKERGPATEA AL XN EAETEREAHEELEH? WREHEE
WEFRIETER, CEAREEAR BEHA" D, HFECMHERRIR?

ToE L RETRNEFRTHRAGER, RNE - MELF - IMERTL2AFHATRRLECHNTH T
Ko

BT KIEERA” INMRERE X EEREFEREN LA TRE, RONFLARRACERAEFHE. X
A RERW, ARTRPCOANZABNER AR T 2 B, BAR—HEARS AL, FRMOKXK, K
EE A" a5 A0 e T A ARk U LR DA K B R R R AT AL

Ed, BT EEERAMAEI)S, RFLKEBEEZSHD TICEFERCRNER, BN ERHAMER, o \E
A RrER, & F SR H A KRG ELLMSs.
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AT AR B B St

ERNBEAREY B REES (pk) WHEE. wEI290 T, RNAYZE-——F k.

Data Trained
(often structured) o
T 11 oTralnlng (specific task)

B1-29. AN BEI P R—AFR: AR EFES (WaXREE) NEEE.

MZ T, QIELLMsE ¥ E P EB4AANFR:

EEAE

$—F, WAYFNE, SATAB2HEF FiE. LIMAEKEH LBN XAERE L)%, FHA &% ¥E

By ETXmEEER AT ZWEINGN BRI T T T — AR E S R - A ki AR

WM EUEAREERT . X LR E T HEE A

T

F=F, WHAREREAEV %, PREREMNGNBEREFEERFNE S L#—FIN %K E. XAVFLLME N4 E

FEHREAMMENTH Flan, RNTUMRAEERRE D REH EXRARFREMFERC. XTHTAEXR,

BATINGNERARE, BEFEASZEANARLERFHREFTHTF. Flan, Loma 2B ZELE2TF 1

okenW HAEE LI G BE—TURMBMERFFHITER! £FR2EF, KON FEEHHREE ORI LK
B LA 7 o

FMELE—F (FIH) WEE, RNMANRANFHEE, ZUEEREEY . XM F LI %7 k£ E1-30% 7
AL

Data @ pretraining Base Orinetuning  Fine-tuned
(unsupervised) (3 nguage modeling) (specific task)
. > | LM ¥ > | LM
Data
(supervised)

B1-30. 5EANBEI MWL, LIMINGRA S P BRY *.
AR BN R S Bk — S AR S R P RAF R B, RIEEFR2E TR
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AEEEBNA: 24w iimA 2

LLMsBy AU CIE &) 20 E S BRAXRERFMRT, LIFREREHROERARZRR KT RAX—
ERMNFER —LF L EH A

W IME P E TIPS R IE WL Z 0 8

T (BE) 2%, TUEARRDSMUHLERARAE, RTUERATINEEE (LE4E) 47 LB BORE
A (RFNFE) .

TFRA T RIAFEH F A S E AW R 5

TR (REE) 2%, RONRATZXHFE RNTUMRARDBERERIT LAY, ARG EEERFIL
EA (BLESE) o

M T R A Z A0 K XA B R 4

BERAERGW N HRAWHZCNB B ETRME . ERAEXRE, BT UARAVFRITEARG ] F0
ERELHLIMERAN AL (ZNF8F) - AL RIMHEZXENMARKFLEHRE (ZLF12F)

7 de 4 FUR AP B VR (A TR fu s Ad) By LM R ALE A

EEFAWE S, BT nABIFA AU LALLM AE & RATE (FLEE)  RERBER (FLE
8%) FfiHLLM (£ WL H12%) %77 ik # 2 LLMBF B 8y 41 5 3 4

M7 B 4 ARG B 7R vk A P e B T 4R 5 R i B9 LLM

RRE—NMEBREMES, LMBREGHRECHAENNE (ZLF9%) o LIMEAZEN ZMHEL, wilE, X7
JB T AR e R

LIME F A2 Fal R RAANFEFHL, BHAENFIZTRTEREZNE . MAXUEATGE Ik, £AE
WIEA g 5 L& 3 0] R ] LR e AR AR AR A
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i 3 HE W LLMIT & F 6

LIME ¥ BEEF AT SR D F, XEHT UMW ZRA. BRNERLIME AR o, EEHEZEF
WEMWHLFRERm. FEFREILAKE L

I AR 4 1

LLMAE &8 Lo A B 248 L 34T 5. LLMP R AR SR L £ 3, Bl ell, FTamAell. wTRD
HZIHLIME B, REEFEZRK, TNLHFLCNTRESH LBAER Lo

% B AnE] 3T

WTLLMB AR Y, HAEREREREL ARKLRLLMR B Bk, £5AXTHHERALLM, RFALL
B, T ERBLANER. flin, EEFIREAGETLIME N ARFTRHEEENETRE, X
CANER A0S ok Y &

ERAENE

LIMA — R £ KB L NE, e B EHE T EdR OR. b, €T UATERBHE. XERLMRTH
& KWK

FR A

LLM g #ir 4 2 46 o Jo 3R 7= AL R LLMA 4 8 50 iR A2 i i 5 ) e 4088 P v A A LA, R iR AR B8 T %
BEWAER? L FINFEENFLT, TFBLLMAT 868 % AR 37 89 48

e

WTLLM# E K%, BRFGEEHY N A, —MFRBMALE R, €5 QHFLLMA W #2580 A iy JF & Fo
HE

AT R AEALLME, RNEBEERACELRGERNE, FHARETHES X TLIMMALR 500 % &0 f T AEE
Ao
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ARFAFEREEHTFERW

B HMALRMNZAREH T HFRREF SERARLTHAHGPUM X . BAHGPU (BHF) HHEI 4 HLLM
o AR o

AHFEGPUR, —NERAMFEETHAHVRAM (AN FRFHEE) HE. ZHEWREAEGPULT KWW F
Eo. Ll L, GFAWVRAMM & i, FE R WREZH AW VRAM, J MR AR AT & .

HTFNGRMAREEHAL AT HOLRE, NGPUAE KK, MUEA®AGPUH AL FHA A" GPUR K
P W T I S s AR ot BRI E %, B, b T A Llama 2% FIAEA Metwaf# A T A100-80
GB GPU, 5% fil X B B GPU R A A 1503 70/ /N iE, A1 28 3% Se 4 AL gy Bk A4 748 435,000,000 % 7T !

FEWE, RAR—WHANRAH T HTHEREESL PVRAM, XHFRTHEAMEH AN EEEA. ETXAM
BATHEA G 3% .

RAHZAGPURE P&ty RAEERR P TUETWEE, IAFERFROGPUREANTE. Hik, &

114§ 2 Google ColabSL ] F R Bt T A (K. #2485 A SCH, Google Colaby % 5% 5L 44 £ 42 Bt — M A 416 GB VRAM
#T4 GPU, 2 HNTE XMW R/NVRAME .
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EABEHRARE

SLIMREZERCNUAEREINF TERENER AT 2. BT ZARKAZ LR, HATAEFLIMAR
R FEfol. EEAFEE, KNTEREZRT LA, BEERAEH (HIF) FAT R8T RER,
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TR BARE

MBELLMER G ARFZENEMRMNER, eNHBFTARATL, ARERDHRE. WEARAWH T EHE
OpenAl# GPT-440 Anthropic# Claude, X M& AR FF A ELH L L0 L&, FHCERRSFIF LR K.

T DA 5 LM £ 8 13 B, B APT (B R F R 8 T) | 1315 R Bk, %4 Python
# I ChatGPT, 6 L4 /i OpenATtI 8 5 A4 11, TR B8 %

Hosted by user Hosted by organization
API Proprietary LLM
User (interface) (closed source)

E1-31. FRLLMA T # 0 (APD) 7. Hk, LIMASWFHAESL, aFERGRM, FT50 1 E.
EHRAH—NERRHEA P AFERANGPURMEALLM, RE|H ATHEETHEE, BEHFELSITER
Bo TREARTEMERABREN LY R, TARKERTENTM. b, BTREARNE AL, XUER
FEAE Ho 2T R X R0 B e

BRAERXTRE-NEHHNRS. REFTERELLME NS A RA, ZBFHMNFRES. W, ITLEE

%wﬂﬁﬂ,@%&ﬁﬁ%%aﬁﬁﬁoﬁﬁ,@%%%5%#%%? KEFZE ARG FZLEBY, Flmdt
FREBE
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P g X

FHLLME S AR EZ AR E R MEERAGER ., el MABFT 48K L, ERFEZHUAZSIARMBTHEE
WRE—EBEF LR FNNFT, THATFRTRIFER R %, Cohere#y Command R. Mistral## & . Microsoft
# PhifrMeta B Llamat¥ 2 4 2 7 54 2 89 ] 1o

HE

T LEEREFBER, HUMERE BT flin, —HAFEFHERNLARFAENFTLIHFTIE, XE%
FUBRBTRATHL AR FFFARR, ZFFREFENIEZL, JFIENZA 6 LR N ET R
o B, BEALYIGRPT B A U R LR R R DB E

G U TR A FAGCHRELER N, REEH MNP AHEXEBEAWEAGPU, WE1-3257 7,

Hosted by user
lser User hardware LLM
(PC, cloud, etc.) (open source)

E1-32 FRLLME S G A P A Bk, LIMASHREEE, G LRGNy, H5HF#F.

REAMBERY DM EERBRE (AF) ARBFA T 2EFAN GFUETKBAPLEREN FRATEASLE, 1
HHATMR, FRATCETREAE. EXRBETRS, FAAFEEAREAIBATRLWERNE. XAt
BRI BT ENA M KFEE, FlirHugging Face, BR T W ES A 007 # Mo

G EEFREEANEFRBATEEERY, ZINEFSIPOACNHFEESHE . Wb, REMEAXLBERNFE
FE R (BN EASFHR) -

BAVEFm TAT T ER TR XA g b RN T U KA, REAPTEEE, FEAME
R, MIER L HLLM, X UHERHE T E S T4

54



Tt IRAEZR

5 W JFLLMAR b, JPIRLLM®E B MR K BaREAT EAT. £2023F, RATHLSAEAMEBMER, ENE&EUADT
#y77 R GLLMZK B Jf FFLLM. fif 2 308 A A I E AR 2RO T2 R b ik o

BHit, GEETRAEXAS PHETERERHAER!

BMTEREBEFENENMNIMER (FAST, MAKEXERSHK) , T2 EE A GRMBAFLLME &5
. RMABERAREAEE, ETURREBRSHAMAER, FH I UEFHEUE T X THh,

FMAELAWERXREFNEELART . WREALIMU R E LR P ERE WAER A A UNEM, 2T EE
H AR R R — T S

FEAAMY, RNFTETERL. XBEZEAGUI (EXAFRAHE) Wa, ¥ A EEHNRE LR fETEMT
LLMTj A 2, 7 4ellama.cpp LangChain, P& % 4E %8 i #% 1 Hugging Face Transformerso
#£x5

BNETEFZAARDE AR EFEHETTNESR. BRAXAHTEFI X BERN L miR, EFHGEREE—
A% B ChatGPT #y BT K A AMLIM, $3E00 8, HH S B EMIER AR — L0 T textgeneration-
webuiv KoboldCpp#FrLM Studio
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EREWE — XA

ERIEE AN N EEA RIS REF AT EEMT RLLME £ % % JF & Hugging Face Hub. Hugging Face & %
4 i Transformers @ B E AR, SEKEHTEERDWERL K. MABX, RARTERNE 5EAIH LR
Jh#” FiTibH transformers FEE 2 |,

AT A, &4/ Hugging FaceF & kK 2| # 1 800,000M A TF £ 7 H g iy AL, NLLMFuit B ALAL 5 #E 2L 5
REEF R REBENEA . A E, EJUFT UK B E I RLLM,

BRBNEARBFRREMER, BURNAERERTFHBEETE —TRD. AHEH N E LA REEE Phi-3-
mini, & —AMEHEN G8L5%) BN S TR, U b FREABRA, ZHEA T L AEVRAMD T8GBH %
H LT, WREHTEM (—HEHEXE, RNBEFZTERFRER—FTR) , EEETUER D ToGBIY
VRAM. Jtob, ZRBRAMITHFR L, AVFZAR R E R i b 2 R A

IR, RN LIMa ME RT. A THRAFRIERH, XS Er AT HERTEFMLLM. RALH
T ARFA KGR BRI A B

WERATIFAG R B FLLME, & sl AMER
o ERMAAR G
o H & Etokenizer

tokenizer i 37 78 ¥ $ir \ SCA R £ B| & kR AL 2 BT 2 2 E] A tokens . 48 ¥ DA ZE Hugging Face ] 3k b 4%, % tokenizer i #
B, REEHEEHMNGID. EXMHFERLT, RAEA" microsoft/Phi-3-mini-4k-instruct” £ A #h £ ZHAZ .

RATF LEF transformers K A # tokenizer fi A o HE &, K ATR % EANVIDIA GPU ( device_map="cuda" ), {2
EAUHRFRE %S wRERAGPU MR, T LU A RATEAR 5 F 64 F 2 8 % % Google ColabZ 1T A :

from transformers import AutoModelForCausallM, AutoTokenizer

# nEER tokenizer

model = AutoModelForCausallM. from_pretrained(
"microsoft/Phi-3-mini-4k-instruct",
device_map="cuda",
torch_dtype="auto",
trust_remote_code=True,

D)

tokenizer = AutoTokenizer.from_pretrained("microsoft/Phi-3-mini-4k-instruct")

BATREE B TRER, RECHEHRNEETRTFE/LL 4.

BRBRMNAEH BN EABEIFBER XA, Euansformers 4 — MR IF W FHTT UG ATHR, B
transformers.pipeline o T A . tokenizerF XA £ gk 1t A2 FH 3 B — Ao -
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from transformers import pipeline

# BliEpipeline

generator = pipeline(
"text-generation",
model=model,
tokenizer=tokenizer,
return_full_text=False,
max_new_tokens=500,
do_sample=False

UTHHERERE:

return_full_text

WA EN False , F2RERT, TRLEEEBEHH .

max_new_tokens

MR A R B 5k Ktoken#to BB ERS], HNHET KT R, BAFEER TR0 4L RIE, T3
FEHEETXHFD.

do_sample

MR E &R KA R R K5 T —Aokeno BT HEE N False , AR LEFE T — MR # Wtoken, HF6F
¥, BNERTIANAESE, XESRARBREFINT —LalEk,

BEAERENNE AR, LEMNBEFERHF AR THNEE. Al, RIVBERTHEIM A FHEIEK, HPHAN
FHAG A R — AR k. RATHAER user” , RATEF content” 4K 7 X RATH T

# =~ (AP#@AN/EE)
messages = [
{"role": "user", "content": "Create a funny joke about chickens."}

]

# R
output = generator(messages)
printCoutput[@]["generated_text"])

Why don't chickens like to go to the gym? Because they can't crack the egg-sistence of it!

AR AHFEKHE - MURR— PR THHFHELE.
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M 4

> —H

-~

ARFHE—FF, RNEAF TLIMA B FAIGUR T EHEa R H. CREFRET RNAETE. 2% #
BEMESWH k. BIETAIN AT &, HAEE T UM R BLLMEY LA, M 5 17 52 % 7 2 6 A 4 2 W 45 8
ERERERT

BNV T ERINFEANELEA ARG LT X — AP R, TEELIMEREANEZART LS. RNFRTE
REMAANENECNAG AN EERBRR: RAEE (REDEH) WBERTA A REA (R@EDE) WGPTRF|
A, AAHF, ITNEANHPOAN ZABEFHE.

BB R, AFRET Language ATFHB 2 FME, SEEN A HafRERwm, MUREATHELAFTFH I
Bo BAVREEAPh-34E KT # — MUK, MK EERFFEA.

TETROHESR, CHTH-LREIR. &A11E L% R[5 2F] ¥ B tokenization flembeddings, X 7 Language AI4]
HEHNMZEWREEERETENE G, [(FIFVEENFIHETEA, G &I A & SURFTE R o 7 %o

'y, McCarthy (2007). “What is artificial intelligence?” 4 & ¥ https://oreilly/C7sja %1 hetps://oreil ly/n9X80.

2l Fabrizio Sebastiani. “Machine learning in automated text categorization.”  ACM Computing Surveys (CSUR) 34.1 (2002): 1 -
47.

B3I Tomas Mikolov et al. “Efficient estimation of word representations in vector space.” arXiv preprint arXiv:1301.3781 (2013).

' Dzmitry Bahdanau, Kyunghyun Cho, and Yoshua Bengio. “Neural machine translation by jointly learning to align and
translate.”  arXiv preprint arXiv:1409.0473 (2014).

B3I Ashish Vaswani et al. “Attention is all you need.” Advances in Neural Information Processing Systems 30 (2017).

O] Jacob Devlin et al. “BERT: Pre-training of deep bidirectional transformers for language understanding.”  arXiv preprint

arXiv:1810.04805 (2018).
[l Alec Radford et al.  “Improving language understanding by generative pre-training” , (2018).
81 Alec Radford etal. “T _anguage models are unsupervised multitask learners.”  OpenAl Blog 1.8 (2019): 9.

PI'Tom Brown et al.  “Language models are few-shot learners.”  Advances in Neural Information Processing Systems 33 (2020):

1877 = 1901.
1 OpenAl, “Gpt-4 technical report.”  arXiv preprint arXiv:2303.08774 (2023).

M Albert Gu and Tri Dao. “Mamba: Linear-time sequence modeling with selective state spaces.”  arXiv preprint

arXiv:2312.00752 (2023).

121 % 1, “A Visual Guide to Mamba and State Space Models” , X & — /> % F Mamba{f % Transformer 2 # X 7 % #y I
fEA T ALAE o

31 By Peng etal.  “RWKV: Reinventing RNNS for the transformer era.”  arXiv preprint arXiv:2305.13048 (2023).
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[14] Hugo Touvron et al.  “Llama 2: Open foundation and fine-tuned chat models.”  arXiv preprint arXiv:2307.09288 (2023).
(9] e s A 91 % 7 3,311,616 NGPU/N B, 3 4t 2 A GPU L )l 6 2 B 3 oy it 13 e DA T I GPU L&

161 Marah Abdin et al.  “Phi-3 technical report: A highly capable language model locally on your phone.”  arXiv preprint
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# 2% TokensFtEmbeddings

Tokens 1 embeddings & | AE F E A CLMs)#H B MO A. FwRNEF —ZHE 2N, AN EE
Language AI#Y i # R & &, T F 40 R % A %t tokensFrembeddings#y B 47 B A, K ATwE L% E # H T AELLMs 2 (] T

Wy AR, UK RRG R RS @, wE2-1HF.

Input | Have the bards who preceded...

Tokenization

Break down the text into smaller pieces
(words or parts of words)

Tokens [m r_] m [m [preceded]

Embedding
Turn tokens into numeric representations
capturing their meaning

Embeddings

E2-1, FE B AR N tokensy N XAB, H TLEBETHATHIEST, ©FEKtokens# P # N embeddings By 3
FERTo

TEARFEY, RATVHE EAF 439 %+ 4 £ tokens L KA T X #LLMsH tokenization 7 3% o & B RN ENE T ZE 4 B
word2vec embedding77 3%, B TIARLLMs, &% ¥ 474 Etoken embeddings iy A& R AW R W 5 F 4, G
FloE % FA2 R k5, A1 roken embeddings# [ 47 75, X Aembeddings, F H &8 F 2 XALT A
—AREXEWHE—LATEX W EEAREENA, RINBEASE _HorPE3.
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LILM Tokenization

AREANXH, KEBEAGEEHARTH T ARBL—Mwebif 537, CREA P B HAZANPHRRT. &
i aEEE, AL —REF £ M E R EEF R — KA K —Moken.

B Z tokens TR A By firth, BT M A F B i\ oh 7 Ko K24 H M UK R 5 WA M4 tokens, IE 4
AL E 2 0
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Tokenizers{nf K iEE E B LA

MM RAE, Hpk A LLMEE % NS 5 £ R B, 2o A (B 2-2] % B e

Input
pm?n pt Have the bards who preceded me left any theme unsung?

Language model
Process the text and predict the next token

Output

B22. EERBRARARTNEENE.
w, ERTENGIETHEZA, C©HELAE L —Mrokenizer( 7 8), K H oMK A o IR L& OpenAl

Platform £ 4% 2| £ T GPT-44- 3 S0 Bl. AR BATR HAASUK, ©2 Br[E231F# i, &+ & okenl TR

WHE LT
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GPT-35&GPT-4 GPT-3(Legacy)

Have the bards who preceded me left any theme unsung?

Clear Show example

Tokens Characters
Have the bards who p me left any theme unsung?

Text  Token IDs

E2-3. 217 B AR AL TR SORZ R XA A R R W — o CRER T W R R S F R PAT I EM
(3 8 https://oreilly/ovUWO) .

ALRATE — MR AHK B 5 ke T o 3 E R AT TR — LM, 7 #9FTE R ALLM A A2
S #r N 3 4T tokenize(4+17]) o
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TRHAMEZATLLM
SRS SRR R BB, B R VAR 1% 57 s AR

from transformers import AutoModelForCausallM, AutoTokenizer

# MBARE 5 IE2E

model = AutoModelForCausallM. from_pretrained(
"microsoft/Phi-3-mini-4k-instruct”,
device_map="cuda",
torch_dtype="auto",
trust_remote_code=True,

D)

tokenizer = AutoTokenizer.from_pretrained("microsoft/Phi-3-mini-4k-instruct™)

IRJERATVT LA AT IR E ke AN E L F ARNERT, REHEHTHW, HFHZ Lokenth B HHR,
A AR EXAMERT, AR RAE B A K20 Hi token:

prompt = "Write an email apologizing to Sarah for the tragic gardening mishap. Explain how it happened.
<lassistant|>"

# SHRANRT#HITHIE
input_ids = tokenizer(prompt, return_tensors="pt").input_ids.to("cuda")
# ERXAR
generation_output = model.generate(
input_ids=input_ids,
max_new_tokens=20

D)

# FTENGAIH
print(tokenizer.decode(generation_output[@]))

i

<s> Write an email apologizing to Sarah for the tragic gardening mishap. Explain how it happened.
<lassistant|> Subject: My Sincere Apologies for the Gardening Mishap

Dear

ML XA AR A & R 1920/ token.

EERD, BNTUEFER LT LR HEURORER. MR, 2RABLETHART, HEXE input_ids F&
BT RAFFNE L, BEELAERN

ERATITEN input_ids XEE VR LA 4:
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tensor([[ 1, 14350, 385, 4876, 27746, 5281, 304, 19235, 363, 278, 25305, 293, 16423, 292, 286, 728, 481,
29889, 12027, 7420, 920, 372, 9559, 29889, 32001]], device='cuda:0')

XAB R TLLMYE S By s N, [ E2-41 Ry — R 71 B dk o F— MR AF Eroken (F4F. R REH B —H ) ohvE
—ID. X HIDF| 27 4% i #0648 B o 38 B P A token B9 & 4%

Input Have the bards who preceded...
Tokenizer: encode
Tokens (Have| [the ] [ b | [ads| [ who !
—— . ") r ) r ‘

TokenIDs (6,975 278 278 | (3163 ] 1,058

Language model

H24 A BABERAANRTHELEZTHERANLERN: tokenIDF| K. B P B Efktoken IDXEE TR o

R EATEAR L X WID, H AT LU 297 2 By decodeJ7 ik F D #13% 8] 3 (177 LA [ 332 8 SO

for id in input_ids[0@]:
print(tokenizer.decode(id))

TRATH (FAtokenfe BAHAT L)

Write
an
email
apolog
izing
to

Sarah
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for
the
trag
ic
garden

ing

ish

ap

Exp
lain
how
it

happened

<lassistantl|>

WA BT RN AR T HEZUTILA:
o F—Aoken&ID1 (<s> ) , &R =AM SURTT46 B 4 token.
o —itokenZ T E M HIE (P, Writes an. email) o
o —btokenZ BT B — 4 (Bldn, apolog. izings trags ic) o
o WAMSFHEEAE T #Hoken,

WA B B Bioken MR, HAtoken (7 ising” A7 ic” ) TR —AMEAMBEFH, Fw L
5 S N g rokenB # . YA R AR 4 B coken B IR £ E TR BT — M 2 A

Tt o, HATH T ML I AT EY generation_output & B R F AL A & R Btoken, X I 7 T #r Atoken DA K % i token
(RATH A ALK R 2 7R #token)

tensor([[ 1, 14350, 385, 4876, 27746, 5281, 304, 19235, 363, 278,
25305, 293, 16423, 292, 286, 728, 481, 29889, 12027, 7420,

920, 372, 9559, 29889, 32001, 3323, 622, 29901, 1619, 317,
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3742, 406, 6225, 11763, 363, 278, 19906, 292, 341, 728,

481, 13, 13, 29928, 799]], device='cuda:0')

XA A R T token 3323, 'Sub' , K5 Rtoken 622, 'ject' o TAT—HIP R T B 'Subject' o X5 & token
29901, HE & "' L EE. sEERAS—F, BATFE ELH E 5% A tokenizer ¥ token IDFIIF Ak 5L IF XA . HAE
Jil tokenizer fy decode 7 3% KM B X — B o HATH LAE 3 45 2 — AN 48 8 token ID =k B A1 84 71 5% -

print(tokenizer.decode(3323))
print(tokenizer.decode(622))
print(tokenizer.decode([3323, 622]))
print(tokenizer.decode(29901))

WHH

Sub

ject

Subject
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Tokenizer{u{a -4 >C A ?

A=A E B B R R okenizer i 2 AR TR o

B, ARG, BALE 6 % 4F — M okenization Ty o AT By 7 @4 T X 45 4 (BPE) (GPTHAL ) Z
H) AnWordPiece (BERTEH) o ix 77 ik A 2 A& T €A1 & 7 th fb — N8 BUH9 token & & K R om SUA$HE &
B e AT A R By O RS

HR, EHRFEFEE, BNFEME TS okenizerR T % 4, 3L & AN A 2 HFoktoken. EF AR EES L
[ “FE ] 44T 8 LLM Tokenizer” |o

%=, okenizer®F B AR EHKEE LHT NG, URTCTURARKTEZHEEN HER LR HERNZEMF
ik, A FAE SRR & LI % i tokenizer 1 2 5 48 (R AL B 1 B K £ 1E F UK Bt & L) 4R 8 tokenizer £ [7]

BT A TR XARALERFE T EAY, tokenizerk Bl TIH A4, 4445 Reoken ID 05 5 2 X Bt oy 4 1
7] H token, W E2-5F1 7 o

Input Have the bards who preceded...
Tokenizer: encode
Tokens [ Have the | b | [ ards [ who |

TokenIDs [6975] [ 278 78 | [3163] 1,058

Language model

v

e

Output token ID: |1,394
Tokenizer: decode +

[ 2-5. Tokenizertt, fl T AL ZE A A By 4ir tH, 38 3046 4 th token ID#% #2 7 5 21D % BX 8y #.97] K token.
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Y217 token vs F 1 token vs F AFtoken vs F ¥ token

KATR A 3T B tokenization 7 2 #x & F 77 tokenization, 3% & % % JH B tokenization 7 &, (B f T — W 7 £, NAEE
7 & By tokenization 7 R A FH2-6 v o L RATREF EAT:

245 token
P J7 ik A word2vec s B 7 ik AR W, [EAENLPHEAFEKE D AT, ¢ LR MERCENLPZ SN A
FEREGER, ki ERR, RIKEAZEETEE .

B AR R — ANk R, ZE tokenizer i)l 4 5 R E ﬁ&%@ﬁ%%*ﬁ%%%iﬂ EHIREALK T AL
K& Z F1R /N #ytokens (4w, apology. apologizes apolooenc apologist) — APk AT TR AR T AR B AR
H & A —apologih token, X & 5 ¥F % H ftitokens 3t 5] F JH 89 J& 4% tokens (Tﬂ W, -y -izes -etics -ist) , T T
B ERIK WAL K.

:f‘ ﬂ tokens
WA A REAI L. R T R E R B MR LRI 24, R 7 B B — AN AL R R 46 4 3K 3T token
o Ay /N A R AR A % R AR L R —#H R

Text Have the JJ bards who preceded...

Word tokens [ Have T the T J T bards T who T preceded T1

Subword tokens [ Have T the T J] T bard m who T preced Ted T e |

Charactertokens |H|a|v|e t|{hle| 3| [blafr]d]|s

Ha'.ure5 t h e ﬂ

<space> <space> <space>
— v " o e " " 1:r g " 1:r'—\|l'—‘1
ofoJofololofololo]1[1]1]1]0
il lolafi]1lof1]o]olo]o
ol l1lal1]1lalilil1lolo]i1]
olo|1]lo|o]l1]olofo]1|1]o]1]0

Bytetokens |1 olofloloflo]l1lolo]lol1|1]o]0]
olof1|1|o]l1]ol1|o]ol1|1]1]0
olofl1]o|o]lololo|o]ol1|l1]0]o0
oli1]lol1lo]lolol1|o]lolilo]1]0
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26 4 5 MARIBAT XA FRAM A (BH. T FARFY) .

F Ftokens

RKEF MY RGBT RFG T %, BACARBFHETUELNEL. BRAXERETERAZFIDL, EFEE
WE B 8 FARCAIERT K" play” &7 N —Atoken, T A F4F Krokens iy 4 B 5 B # 4 5 Bk
B play” , FETEEEFIINIREL.

F ] tokens i f 4 7 Transformert B4 IR 89 b T 5K WA E % XA @ I Frokens BB 25, Bk, #FLTF
SRR VOB R, A TR BB AT 8 bR F A rokens Bk 4 258 XK (F i tokens 4 -/ roken 4y Z 4
)

% # tokens

B — FhARICAL F i tokens R K T 3k unicode F AR B BN F A . 8 “CANINE: Pre-training an efficient tokenization-
free encoder for language representation” X AF By I8 UBEAR T X Ff 7 3, AP F X WA N TACHES” o &
“ByT5: Towards a token-free future with pre-trained byte-to-byte models” X #£ 0y E AT % F B, XU E—FH %% 7
Wik, HARESESTTRY

X EERPH MR R — T okenizers W4 F W 1 A tokens @ A A R L, FHEELE UL ART
oo 4 B 60 Sk AT . B, GPT-2fWROBERTa tokenivers 5B 80 20967 & 6 BT RARIE L8 % 22
wkenizers, B EAIFRAZEFHREFAHNE, REF—ATFE, EORIHET— #4316,

4 B AR A E N T fi#tokenizers, 7E Designing Large Language Model Applications™ 7 B3 28 ) i1 14 o
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3% B )| £k By LLM Tokenizets

FATZ F 45 H T 2T tokenizer F 1 I By tokens By = AN E E B E 0 ARIBT % RATH R AT 46 b tokenizer By 5 41 Fn 45 7k
tokens, DA K tokenizeri| 50 48 o L RAT LB XS b — B SEFR Y. B Ak M tokenizers, HH X REFE TR L B
T84T H o XM LBE RN BT, BRHF W okenizers BAK T T VNWATAUEFEEM S, RNEEFA LY
BA (Pl R & RAEA) 8% FE % T H okenizers,

FATH 7 % A tokenizers R 4 45 DL T AR :

text = ""
English and CAPITALIZATION

ng

»

show_tokens False None elif == >= else: two tabs:” ~  three tabs: ”

12.0¥50=600

« «»

RFURNBRE DR NETLETREZXE N tokens:

- KB

- FEMSMGIES

- RIERFS

- HEAE, 8SXRFNESRTEANZ=AFH (HIWEPYthonFIESH)
- BFEMBFFH

- fi%ktokens, RLERAFMRRTXAZIMEBHMITtokens, EMNEBEETRXATFHASXALERNtokens (XREREERAFARLESKRBE
ERMLAMNAR) , SEMINE, EUBITEERIN,

HNMREN D FERERMNDE2, FEENNEADERENSE, UMRXFJENESRERBMAA. BIEIXA#ITHE, REERALERE
ST H AR BERAENtoken:

colors_list = [ 102;194;1657 , “252;141;,98" , “141;160;203" , ‘231;138;195" , ‘166:216:84" , 25521747 ]

def show_tokens(sentence, tokenizer_name): tokenizer = AutoTokenizer.from_pretrained(tokenizer_name) token_ids =
tokenizer(sentence).input_ids for idx, t in enumerate(token_ids): print( £7 1b[0;30;48;2;{colors_list[idx % len(colors_list)]}m’  +

tokenizer.decode(t) + ‘1b[0m’ ,end=" " )
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### BERT base model (uncased) (2018)

[HuggingFacet&# i\ s%i%] Chttps://oreil.ly/gQK_N)

2ia5E: WordPiece, E["HIBMEEEZEZR"1(https://oreil.ly/4nE6b)H5|X:
ELRAN: 30,522

¥k tokens:

“unk_token [UNK]"
PR B ERIZHIAR N token,

“sep_token [SEP]"
D —ORE, BTEEAREREM I NANEERS (EXEERT, REKHRARIEER) . —MIFRENRHRF, BIVBESSES
E5,

“pad_token [PAD]"
RAFEAEMAPRERUENET token (ARNERPBHERENGAN, BIE LTSRN .

“cls_token [CLS]®
BFoEESSHD Etoken, HTBEFIEZEDEE,

“mask_token [MASK]"
IR 2R A FrERitokensky@i3token,

PDIEEHXA:

"[CLS] {.greenhl} “english {.orangehl} “and {.purplehl} “capital {.pinkhl} “##ization {.celeryhl}
"[UNK] " {.yellowhl} *[UNK] {.greenhl} “show {.orangehl} "_ {.purplehl} “token{.pinkhl} “##s {.celeryhl}
“false {.yellowhl} “none {.greenhl} “eli {.orangehl} “##f {.purplehl} “="{.pinkhl} “="{.celeryhl}

> {.yellowhl} "="{.greenhl} ‘else {.orangehl} “: {.purplehl} “two {.pinkhl} “tab’{.celeryhl}

“##s  {.yellowhl} ": {.greenhl} “" {.orangehl} " {.purplehl} “three{.pinkhl} “tab{.celeryhl}

“##s  {.yellowhl} “: {.greenhl} " {.orangehl} " {.purplehl} 12" {.pinkhl} . {.celeryhl} "0 {.yellowhl}
“**{.greenhl} 50 {.orangehl} “="{.purplehl} 600 {.pinkhl} “[SEP] {.celeryhl}

BERTAH THMEEMA: cased (IRBA/NE) Huncased (FIEASEEE iR NINEERR) . FHuncased (BE2FZWMH) AR
BERT#HiEgs, BATERRIMUT/LA:

- BMTROERT, XESRENBTHREDRNESAMAR (fiH, SEMERERTHRNINRES) .
- IEXAHRNEN,

- Bi39"capitalization"#HmIBAF N Ftokens: “capital {.pinkhl} “##ization {.celeryhl}. "## {.greyhl}*®HHAFER
Ittoken@EZEIHBIE tokenfEkH token, XtLRRREBMUENSE, ENBREBERE ## {.greyhl}fitokensgiEAZT

- RBEFSHMPXFEREART, ®EHN [UNK] {.greyhl}4&%ktoken, RR"AK&token",
### BERT base model (cased) (2018)

[HuggingFacet&# i\ s%i%] (https://oreil.ly/nvF0Z)

2id%i%: WordPiece

1aCRA: 28,996

157ktokens: SuncasedhRZ1EE

DIEEHXA:

"[CLS] {.greenhl} “English {.orangehl} “and {.purplehl} “CA {.pinkhl} “##PI {.celeryhl} “##TA {.yellowhl}
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“##L {.greenhl} “##I {.orangehl} “##Z {.purplehl} “##AT {.pinkhl} “##ION {.celeryhl} “[UNK] {.yellowhl}
"[UNK] " {.greenhl} “show{.orangehl} "_ {.purplehl} “token{.pinkhl} “##s {.celeryhl} “F {.yellowhl}

“##als {.greenhl} “##e {.orangehl} “None {.purplehl} ‘el {.pinkhl} “##if {.celeryhl} “="{.yellowhl}
“="{.greenhl} "> {.orangehl} “="{.purplehl} ‘else {.pinkhl} “: {.celeryhl} “two {.yellowhl} “ta {.greenhl}
“##bs” {.orangehl} “: {.purplehl} “" {.pinkhl} " {.celeryhl} ‘Three {.yellowhl} “ta {.greenhl}

“##bs” {.orangehl} “: {.purplehl} "" {.pinkhl} ""“{.celeryhl} 12" {.yellowhl} ". {.greenhl} "0 {.orangehl}
“*{.purplehl} 50" {.pinkhl} “="{.celeryhl} 600 {.yellowhl} "[SEP] {.greenhl}

BERT tokenizerfX/NErMAEEXFIETFTEEZAEtoken,

- JEE"CAPITALIZATION"M#E#H KR A/ \Mtoken: “CA {.pinkhl} “##PI {.celeryhl} “##TA {.yellowhl} “##L {.greenhl}
“##1° {.orangehl} “##Z {.purplehl} “##AT {.pinkhl} “##ION {.celeryhl},

- FITBERT tokenizer#7Ei \BIEEE2IA [CLS] {.greenhl} token#14Esk [SEP] {.greenhl} token, “[CLS] 1 [SEP] 2
ATERBAXANIRtoken, ENIEEECHARE, " [CLS] HFkclassification (£%) , BEAEERNATAFHE. [SEP] K%
separator (9MER) , FAERATERLEZRRERM DU FHINAHRLRIF (B, E[HESE]IP, BAVEER [SEP]" tokenky
[REWXATRIEER) .

### GPT-2 (2019) {#gpt-2-2019 .calibre4}

[HuggingFacef&ERFRIERE HEE] (https: //oreil.ly/hh]-1)

Tokenization[J{#calibre_link-1813 .calibre9 contenteditable="false" primary="tokens and tokenizers"
secondary="comparing trained tokenizers" tertiary="GPT-2" data-type="indexterm"}[]{#calibre_1ink-955
.calibre9 contenteditable="false" primary="GPTs (generative pre-trained transformers)" secondary="GPT-2"
data-type="indexterm"}7i%: Byte pair encoding (BPE), #E["Neural machine translation of rare words with
subword units"]JChttps://oreil.ly/qCxr4)d5|A,

1ECRAN: 50,257

$55%token: “<lendoftext!>"

“English™{.orangehl} “and {.purplehl} “CAP {.pinkhl} “ITAL {.celeryhl} "IZ {.yellowhl} “ATION {.greenhl}
"% {.purplehl} '@ {.pinkhl} ‘@ {.celeryhl} '@ {.yellowhl} ‘& {.greenhl} '@ {.orangehl}

“show™ {.pinkhl} “_"{.celeryhl} "t {.yellowhl} “ok {.greenhl} ‘ens’{.orangehl} ‘False'{.purplehl}

“None™ {.pinkhl} “el’ {.celeryhl} “if {.yellowhl} “=="{.greenhl} “>="{.orangehl} “else {.purplehl}

" {.pinkhl} “two {.celeryhl} “tabs {.yellowhl} ":" {.greenhl} " {.celeryhl} "Three {.yellowhl}

“tabs” {.greenhl} “: {.orangehl} “" {.purplehl} """ {.pinkhl}

“12° {.yellowhl} ". {.greenhl} "0 {.orangehl} “* {.purplehl} 50 {.pinkhl} “="{.celeryhl} 600 {.yellowhl}
{EFAGPT-2 tokenizer, HATEEFINT/LA:

- T Etokenizerh BRI,

- KNEEENRE, #13"CAPITALIZATION"#F ~"IUMtoken,

- N EFEREMES MBS M token®RiR, BAKNER XL tokeniTEN N @ {.greyh1}F5&, BE(IL EREARBRtoken, Fiz0, JI
emojit DA token ID 8582, 236#1113#Jtoken, tokenizerfEiSRLINiiMiXLEtokenEMRIAFR, BATEILOEITITED
“tokenizer.decode([8582, 236, 113]) k&ZX—m, EEITEIHI .,

- ATHRFERTAF Mtoken (ZIFLERFMtokenfmS197) , HANTHRERTA=token (45S5220) , RE—IPTREERS|ISFH
tokenfg—&B% .

- ATHRFERTAF Mtoken (ZIFLERFMtokenfmS197) , HANTHRERTA=token (45S220) , RE—IPTTREERSISFH
tokent—Ep5 .,

i SEB {#note-4 .calibre23}
[I{#calibre_l1ink-1851 .calibre9 contenteditable="false" primary="tokens and tokenizers" secondary="white

space characters" data-type="indexterm"}[]{#calibre_1ink-1938 .calibre9 contenteditable="false"
primary="whitespace characters" data-type="1indexterm"}ZHAZMHHNEXZMA? XL FERIERHERNBRER, (FHH



T tokenFR RN ELT BFFHIMEEEE NPy thonUIBEESE . EAREATMUBERTAN T RENtoken, EXMHIERIERSERM,
FEREBRRFEARG, XiBESHUELE TR, X2tokenizationikiF o] INFEEMERITEASEESS _ERGHRIBIF.

### Flan-T5 (2022) {#flan-t5-2022 .calibre40}
Tokenization[]{#calibre_1ink-1811 .calibre9 contenteditable="false" primary="tokens and tokenizers"
secondary="comparing trained tokenizers" tertiary="Flan-T5" data-type="1indexterm"}[]{#calibre_link-867
.calibre9 contenteditable="false" primary="Flan-T5 model" data-type="1indexterm"}’i%: [Flan-T5]
Chttps://oreil.ly/cmWPA){ERFRASentencePiecefItokenizersLHl, [J{#calibre_1ink-1625 .calibre9
contenteditable="false" primary="SentencePiece" data-type="indexterm"}#£["SentencePiece: A simple and
language independent subword tokenizer and detokenizer for neural text processing"](https://oreil.ly/2aNI5)
5|\, EXHFBPEF[]{#calibre_1ink-1913 .calibre9 contenteditable="false" primary="unigram language model"
data-type="indexterm"}*unigram language model* (f£["Subword regularization: Improving neural network
translation models with multiple subword candidates"](https://oreil.ly/B4WiL)hiEik) .
faiLE&RA/N: 32,100
455 token:
- “unk_token <unk>"
- “pad_token <pad>"
Tokenized(s:
“English™{.greenhl} “and {.orangehl} “CA {.purplehl} "PI"{.pinkhl} "TAL {.celeryhl} "IZ {.yellowhl}
“ATION  {.greenhl} ‘“<unk>{.purplehl} “<unk>"{.celeryhl} “show {.yellowhl} “_"{.greenhl} “to {.orangehl}
“ken {.purplehl} “s {.pinkhl} “Fal {.celeryhl} “s {.yellowhl} “e {.greenhl} “None  {.orangehl} “e’{.pinkhl}
‘17 {.celeryhl} “if {.yellowhl} “="{.greenhl} “="{.orangehl} > {.purplehl} “="{.pinkhl} “else {.celeryhl}
" {.yellowhl} “two'{.greenhl} “tab’{.orangehl} ‘s {.purplehl} “: {.pinkhl} " {.celeryhl} " {.yellowhl}
“Three {.greenhl} “tab {.orangehl} “s {.purplehl} ": {.pinkhl} " {.celeryhl} " {.yellowhl}
"12. {.greenhl} "0 {.orangehl} “* {.purplehl} 50 {.pinkhl} “="{.celeryhl} "600 {.yellowhl}
“</s>"{.orangehl}
Flan-T5R%iEE FHSentencePiece5i%., HAVEREIATIER:
- REBRIREE R~ token; XRTHERITELIBAEREIGH .
- RIBEFSHPXERFEHFEERN <unk>"token, FERSZ2IGEIRFIELN],
### GPT-4 (2023) {#gpt-4-2023 .calibre40}
PiaAE: BPE
1ECRAN: 1882100, 000
$55%token:
- “<lendoftext|>"
- HE7HEtoken, X="tokenfELLMAX A BARIBRIEMNXAERTRAS, TeEEREENNA, XA EEIRX ["Efficient
training of language models to fill in the middle"](https://oreil.ly/7S7ZZ)HhEEiFMMNER; HRIMATBE T A
HISBE. XLEHFFRtoken:

- “<Ifim_prefix|>"

- “<|fim_middlel>"

- C<lfim_suffix|>"

HIARHIA:

“English{.orangehl} “and {.purplehl} “CAPITAL {.pinkhl} “IZATION' {.celeryhl}
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‘% {.greenhl} '@ {.orangehl} '@ {.purplehl} @ {.pinkhl} @ {.celeryhl} @ {.yellowhl}

“show™ {.orangehl} "_tokens {.purplehl} “False {.pinkhl} “None {.celeryhl} “elif {.yellowhl} “=="{.greenhl}
“>="{.orangehl} “else {.purplehl} ": {.pinkhl} “two {.celeryhl} “tabs {.yellowhl} ":" {.greenhl} °
“{.orangehl} " {.purplehl} “Three {.pinkhl} “tabs {.celeryhl} “: {.yellowhl} """ {.greenhl} °
“{.orangehl} " {.purplehl}

*12°{.pinkhl} . {.celeryhl} "0 {.yellowhl} “* {.greenhl} 50 {.orangehl} “="{.purplehl} "600° {.pinkhl}
GPT-4M 513823 S HBIBGPT-201381T AR M, —LEXFI=2:

- GPT-45 18BN =RR TR D token, Efnt, ERBINEARFIEFIHENtoken, ZEA83TTHMIIIX,

- Pythonx#F elif {.yellowhl}7EGPT-4hH H 2K token, X—mMal—RERFEANABERESHINEXRE,

- GPT-451aREAE M HtokensERTAZEIDC, XERIBFEIE"CAPITALIZATION" (F1tokensItbrd4) #1"tokens" (—token
M=)

- BEIFBAIGCPT-21823 KT tokentJiTit,
### StarCoder2 (2024) {#starcoder2-2024 .calibre40}
[StarCoder2](https://oreil.ly/hBZOV)R—1MEFFRIBLEMMNLISOZS HAER, X ["StarCoder 2 and the stack v2:
The next generation"](https://oreil.ly/k4b-T)REEIR, ZITIEEL T FEIAStarCoderiyfzR, EEEL"StarCoder: May
the source be with you!"]J(Chttps://oreil.ly/RImCn)EHEHIA,
HEAE FEWREB(Byte pair encoding, BPE)
TELRAN: 49,152
157k tokeninfl:
- “<lendoftext!|>"
- HEzHiEtoken:
- “<fim_prefix>"
- “<fim_middle>"
- C<fim_suffix>"

- “<fim_pad>"

- ERTABN, EEETXREE. —IXUAESEREXERDXHHIRE . RREREEREMSLKIRZIE—RBeEPTEX 4K
B, BNXATRCEPHRIG, XMERTAStarCoder2fER1FHtokensKRNEERTRM MR-

- “<filename>"
- ‘<reponame>"
- “<gh_stars>"
DIEEHIXA:
“English”{.orangehl} ‘and {.purplehl} “CAPITAL {.pinkhl} “IZATION {.celeryhl}
"% {.greenhl} & {.orangehl} @ {.purplehl} ‘@ {.celeryhl} '@ {.yellowhl}
“show™ {.orangehl} “_"{.purplehl} “tokens {.pinkhl} “False {.celeryhl} “None {.yellowhl} ‘elif {.greenhl}
‘=="{.orangehl} “>="{.purplehl} “else {.pinkhl} “: {.celeryhl} “two {.yellowhl} “tabs {.greenhl}

“:" {.orangehl} ° “{.purplehl} " {.pinkhl} “Three {.celeryhl} “tabs {.yellowhl} ": {.greenhl}
“"*{.orangehl} ° “{.purplehl} " {.pinkhl}
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"1°{.yellowhl} "2 {.greenhl} . {.orangehl} @ {.purplehl} “* {.pinkhl} 5 {.celeryhl} "0 {.yellowhl}
‘="{.greenhl} "6 {.orangehl} "0 {.purplehl} "0 {.pinkhl}

XE—NEETFHREMAIRDES:
- 5GPT-4%Ml, ER=ARIIRRFIEHEMtoken,
- SENBEABINMEBINIERIZ, BTHFHKOEE SHItoken (FTIN600ZERL 6 {.orangehl} "0 {.purplehl}
"0 {.pinkhl}) . XEMRIRZRXESSHEIFNBFNBFRR. FINTEGPT-27, HF870HRTIE Mtoken, {BE71ERRAF Mtoken
(8 {.greyhl}# 71" {.greyhl}) ., {REJUEMHE XS ERIBTREIE R IA K EAARTEE.
### Galactica {#galactica .calibre40}
[Galacticat&B](https://oreil.ly/I6IXt)7E["Galactica: A large language model for science"]
(https://oreil.ly/gWRzV)FfiR, EFFRZFIR, HEFZRFAIEX. SEERMAIRE Li#TI%. BEifSAlXEtokenization, &
HEWFARBIESNAMEZEMER. G, E8ERTFsIH. #HE, K% SEBRFIIFIDNARTIHIEHtoken,
HEAE FHWREB(Byte pair encoding, BPE)
JEL&RA: 50,000
$5ktoken:
- <S>
- “<pad>"
- <8
- “<unk>"
- 5|M: SIAHBERER M Htokend:
- “[START_REF]®

- “[END_REF]®

- BXHH—MERTRBIZ: Recurrent neural networks, long short-term memory [START_REF]Long Short-Term
Memory, Hochreiter[END_REF]"

- BRI

- “<work>" B— 1 EBHItoken, HELGHAT BAEGHFE,
PIREIXA:
“English{.orangehl} “and {.purplehl} “CAP {.pinkhl} “ITAL {.celeryhl} "IZATION {.yellowhl}
‘% {.orangehl} @ {.purplehl} '@ {.pinkhl} @& {.celeryhl} '@ {.yellowhl} @ {.greenhl} @ {.orangehl}
“show™ {.pinkhl} “_"{.celeryhl} “tokens {.yellowhl} “False {.greenhl} “None {.orangehl} “elif {.purplehl}
‘=="{.celeryhl} “>"{.greenhl} “="{.orangehl} “else {.purplehl} “: {.pinkhl} “two {.celeryhl} "t {.yellowhl}
“abs{.greenhl} “: {.orangehl} “" {.purplehl} ° “{.pinkhl} " {.celeryhl} “Three {.yellowhl} "t {.greenhl}

“abs’ {.orangehl} “: {.purplehl} " {.celeryhl} = “{.yellowhl} " {.greenhl}

“1°{.purplehl} 2" {.pinkhl} °. {.celeryhl} "0 {.yellowhl} “*'{.greenhl} "5 {.orangehl} "0 {.purplehl}
“="{.pinkhl} "6 {.celeryhl} "0 {.yellowhl} "0 {.greenhl}

Galactica tokenizerfyfTA%MTFStarCoder2, ANEEZERT B, EHMUBRANAXERELRN: AFRKENZTBHFIISEED
token, RNEIZAETEBNHIRXFM. Eit, EEANESHILERINFRAtokenizerd, EEE——THEMMHIRFFAMNFS
C"\t\t" " HHEcE M tokenty,

### Phi-3 (M Llama 2)
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ABRIARAI[Phi-34E8 ] (https://oreil.ly/GI-xn)EB T [Llama 2]Chttps://oreil.ly/fezbc)itokenizer, BRIMNTIFZ45
Ftoken,

HEAE FUWEB(Byte pair encoding, BPE)
JALERA/: 32,000

5Pk token:

- “<lendoftext!|>"

- BlRtoken: BEEWBIRLLMIE2023FXEE, LLMOSHEMRFFIARANEERS, tokenizerEERIX—AME, BIERIMERWIEFHEENE
MEE A ENtoken, XL ktokenBiE:

- “<luserl|>"
- “<lassistant|>"
- “<lIsysteml>"
HAVER OB HHE S PR X L) F R B BE A A9 5 -

BERT base model (uncased)\ “[CLS] {.greenhl1} ‘“english’{.orangehll} “and {.purplehll}
“capital {.pinkhl1} “##ization {.celeryhl1l} “[UNK] {.yellowhl1} "[UNK] {.greenhll} “show’{.orangehl1}
*_{.purplehll} “token {.pinkhl1} “##s {.celeryhll} “false {.yellowhl1} “none  {.greenhll} “eli {.orangehl1}
“##E {.purplehll} “="{.pinkhl1} "="{.celeryhll} *>"{.yellowhl1l} “="{.greenhll1} “else’{.orangehl1}
" {.purplehll} “two {.pinkhl1} “tab{.celeryhll} “##s {.yellowhl1} ": {.greenhll} """ {.orangehll1}
" {.purplehll} “three  {.pinkhl1} “tab’{.celeryhll} “##s {.yellowhl1} ": {.greenhll1} " {.orangehl1}
" {.purplehll} “12°{.pinkhl1} . {.celeryhll} "0 {.yellowhl1l} “*'{.greenhl1} '50 {.orangehl1}
“="{.purplehll} 600" {.pinkhl11} "[SEP] {.celeryhl1}\

\ \

BERT base model (cased) “[CLS] {.greenhll1} “English{.orangehll} “and {.purplehll}
“CA*{.pinkh11} “##PI"{.celeryhll} “##TA {.yellowhl1} “##L {.greenhll} “##I {.orangehll1} “##Z {.purplehl1}
TH##HAT {.pinkh11} “##ION' {.celeryhl1} "[UNK] {.yellowhl1} “[UNK] {.greenhl1} “show" {.orangehl1}
“_"{.purplehll} “token {.pinkhl1} “##s {.celeryhll} “F {.yellowhl1} “##als {.greenhll} “##e {.orangehll}
“None™ {.purplehll} “el {.pinkhl1} “##if {.celeryhll} "="{.yellowhll} "="{.greenhll} ">'{.orangehll1}
“="{.purplehll} “else {.pinkhl1l} “: {.celeryhll1} “two {.yellowhll} “ta {.greenhll1} “##bs"{.orangehl1}

" {.purplehll} “" {.pinkhl1} """ {.celeryhll} ‘Three {.yellowhl1} “ta {.greenhll} ‘##bs {.orangehl1}

T {.purplehll} “"{.pinkh11} """ {.celeryhl1l} "12 {.yellowhll} . {.greenhll} "0 {.orangehll1}

“*{ . purplehll} 50 {.pinkhl1} “="{.celeryhll} 600 {.yellowhll} “[SEP] {.greenhl1}

GPT-2 “English’ {.orangehl1} “and {.purplehl1} “CAP {.pinkhl1}
“ITAL {.celeryhl1} “IZ {.yellowhll} “ATION {.greenhl1l}

"% {.purplehll} '@ {.pinkhl1} & {.celeryhll} '@ {.yellowhl1}
‘% {.greenhl1} '@ {.orangehl1}

“show™ {.pinkh11} “_"{.celeryhll} "t {.yellowhll} ‘ok {.greenhl1l}
“ens’ {.orangehl1} “False {.purplehll} “None {.pinkhl1} ‘el {.celeryhll} “if {.yellowhl1} “=="{.greenhl1}
“>="{.orangehl1} ‘else {.purplehll} ": {.pinkhl1l} “two"{.celeryhll} “tabs {.yellowhl1} ":""{.greenhll}
“"*{.celeryhll} “Three {.yellowhll1} “tabs {.greenhll1} ":"{.orangehl1} ""“{.purplehll} " {.pinkhl1}

“12° {.yellowhl11} . {.greenhll} "0 {.orangehll} “* {.purplehll}
"50° {.pinkh11} "="{.celeryhll} "600° {.yellowhl1}

FLAN-T5 “English”{.greenhl1} “and {.orangehl1} "CA"{.purplehl1} “PI'{.pinkhl1}
“TAL  {.celeryhll} “IZ {.yellowhll} “ATION {.greenhll} “<unk>"{.purplehll} “<unk>'{.celeryhll}
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“show™ {.yellowhl1} "_"{.greenhll} “to {.orangehll1} “ken{.purplehll} s {.pinkhl1} “Fal {.celeryhll}
“s {.yellowhl1l} e {.greenhll} “None'{.orangehll} “e {.pinkhl11} "1 {.celeryhl1} “if {.yellowhl1}
‘="{.greenhl1} "="{.orangehll} > {.purplehll} "= {.pinkhl1} ‘else {.celeryhll} ": {.yellowhl1}

“two {.greenhl1} “tab’{.orangehll} s {.purplehll} ": {.pinkhl1} " {.celeryhll} """ {.yellowhl1}
‘Three {.greenhl1} “tab’{.orangehl1l} “s {.purplehll} ": {.pinkh11} """ {.celeryhl1} " {.yellowhl1}
"12. {.greenhl1} "0 {.orangehll} “* {.purplehll} 50 {.pinkh11} "="{.celeryhll} 600 {.yellowhl1}
‘</s>"{.orangehl1}

GPT-4 “English{.orangehl1} “and {.purplehl1} “CAPITAL {.pinkhl1}
"IZATION {.celeryhll}

'@ {.greenhl1} '@ {.orangehl1} & {.purplehll} & {.pinkhl1}
"% {.celeryhll} '@ {.yellowhl1}

“show™ {.orangehl1} "_tokens' {.purplehll} “False {.pinkhl1}
“None™ {.celeryhll} “elif {.yellowhll} “=="{.greenhll} “>="{.orangehll} “else {.purplehll} ": {.pinkhl1}
“two {.celeryhll} “tabs {.yellowhll} “:" {.greenhll1} ° “{.orangehl1} " {.purplehll} ‘Three {.pinkhl1}
“tabs” {.celeryhll1} ": {.yellowhll} ""“{.greenhll} ° “{.orangehl1} " {.purplehl1}

“12°{.pinkh11} . {.celeryhll} "0 {.yellowhl1} “*"{.greenhll}
*50° {.orangeh11} “='{.purplehll} "600° {.pinkh11}

StarCoder “English’ {.orangehl1} “and  {.purplehl1} “CAPITAL {.pinkhl1}
“IZATION  {.celeryhl1}
"% {.greenhl1} '@ {.orangehl1} & {.purplehll} & {.celeryhll}
"% {.yellowhl1}
“show' {.orangeh11} “_"{.purplehll} “tokens'{.pinkhl1}
“False {.celeryhl1l} “None {.yellowhl1} “elif {.greenhll} “=="{.orangehll1} “>="{.purplehll} ‘else {.pinkhl1}
“: {.celeryhll} “two {.yellowhl1} “tabs {.greenhll} ":" {.orangehll} ° “{.purplehll1} " {.pinkhl1}
‘Three'{.celeryhll} “tabs {.yellowhl1} °:"{.greenhll1} """ {.orangehl1} ° “{.purplehl1} " {.pinkhl1}
“1°{.yellowhl1} “2°{.greenhll} °. {.orangehl1} "0 {.purplehl1}
“*{.pinkhl1} "5 {.celeryhll} "0 {.yellowhll} "="{.greenhll} "6 {.orangehll} "0 {.purplehll} "0 {.pinkhl1}

Galactica “English”{.orangeh11} “and {.purplehl1} “CAP{.pinkhl1}
“ITAL {.celeryhl1} “IZATION {.yellowhl1}
"% {.orangehl1} '@ {.purplehll} '@ {.pinkhl1} & {.celeryhll}
"% {.yellowhl1} "& {.greenhl1} & {.orangehl1}
“show™ {.pinkh11} “_"{.celeryhll} “tokens {.yellowhl1}
“False {.greenhl1} “None  {.orangehll1} ‘elif {.purplehll} “=="{.celeryhll} "> {.greenhll} “="{.orangehl1}
“else  {.purplehll} ": {.pinkh11} “two {.celeryhll} "t {.yellowhll} “abs’{.greenhll} ": {.orangehl1}
" {.purplehll} ° “{.pinkhl1} " {.celeryhll} “Three {.yellowhl1l} "t {.greenhll} “abs'{.orangehl1}
" {.purplehll} """ {.celeryhll} ° "{.yellowhll} " {.greenhll1}
"1 {.purplehll} "2 {.pinkhl1} . {.celeryhll} "0 {.yellowhl1}
“**{.greenhll1} 5 {.orangehll} @ {.purplehll} "= {.pinkhl1} "6 {.celeryhl1l} "0 {.yellowhll} "0 {.greenhll}

Phi-3 # Llama 2 “<s>"{.greenhll}
“English™{.pinkh11} “and {.celeryhl1} "C {.yellowhll} “AP{.greenhl1}
“IT {.orangehl1} “AL {.purplehll} "IZ {.pinkhl1} “ATION {.celeryhll}
"% {.greenhl1} '@ {.orangehll1} '@ {.purplehll} & {.pinkhl1}
"% {.yellowhl1} & {.greenhl1} @& {.orangehl1}
## Di928EM {#tokenizer-properties .calibrel8}

ZRIETINGADERHITHSI SHNBRR T LMD WREZEANZMES. ERH2RETENNDETRR? E=RERITEFRET 513
BUNAIDBEXAR: DREGE. MIRESHID BT THEETE.,

### HiR7E {#tokenization-methods .calibre4@}

IEMEAIRR, BSMHERE, HPFHNHEEB(BPE) ZELERITH—T., S5 AR T UANERE LS tokenE &R KX REIBENES.
{RATLATEHUgging Facel9[£iA28 24T E | (https://oreil.ly/-vbn@) EHBIFRAE XL HRFE A,

### DiEESE {#tokenizer-parameters .calibre4Q}
EREMAFER, LIMRITIIREEN S EHSENSHME —LRE, RESHNEHE:

EERAN
DEBRACRPEREBZ D token? (3OKFISOKEERAIFIALRAIME, BHNMERBESHEIRI00KXHEARNRT, )
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5Pk token
HAFEEBRIRH 2457 token? HATATLURIMERMEN X token, HAISWRBAVENEHBAMELLM, BRIEEEE:
- SUAFHatoken (BIAN, T<s>)
- XK%Rtoken
- iH7stoken
- FHtoken

- CLS token

&g token

D BRTRE, LIMRITHmE A ORI A B T E it B AR A L E SO E AV R R A9 token, IEAIEA17EGalacticafy” <work>"
“[START_REF]" tokensh&ZIMIARHE,

KNG

ERIEFIESH, BNUARERNS? RN ERBEIEN/NEE? MBEAXNSBEEFERER, BRNESTEEREANEK
BhiAs LRFE tokeniaiLERZE)? )
## EEENIAE {#the-domain-of-the-data .calibre40}

EMEBANEFERNGETNSH, D1ERNTHESRIBCIGNBBEEMAMTE (BEERNFRERIIGZE) . AERERNDEGEET
RADLRRERTHEEMIRERIE. MEMNKEISANAS, BNELBTXNCBNZIES AFHRIRENZNE.

Blan, IFREB, BMELEINEEAX AN AR ATERBXERFEHTEHTDIE (BRITEAHBEREER—Etoken) :
“def add_numbers(a, b):"

*.“{.greenhl} . {.pinkhl} . {.celeryhl}". {.yellowhl} " {.greenhl} " {.orangehl} " {.purplehl}"" Add the
two numbers “a’ and ‘b".""" °°

“L{.pinkhl} . {.celeryhl} . {.yellowhl} . {.greenhl} return a + b"
3 FEERBHER TR R M. EERIEHRRLE R BITMEARR D 1EE R H
" “python

def add_numbers(a, b):

"UUEFAESE a 1 b A8, "M
return a + b

REAFRMEFEREY TR A S, AEELERamE,

& 7 L Hugging Face 1 2 #y Tokenizers ¥ 4~ ## Natural Language Processing with Transformers, Revised Edition ¥ 3%, %
x T G e] 4 o EAF A2 o
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Token #k N\

RERNERTFEL, BRNELBATHEEHARTESTAAN B2 AXAMABX LR, EFZ— oken J7
Flo WREAME R AW token Bo EINA—ANRBFHAA, CRITBER LI GHEE P HIAHZ LA

o WRINGHREFECEREHIOK, ZREAS TN — ARG RT I ERIGEHEE
c WRINGHFECEELELS (AWEEER) , ZRBREAER - BELGLNEY GEELUTER) -

P BBy R — 3 A X 26 roken K B By B R, EAT MR ERITHIF ERBESUR PR R . X B K i H41
DAAERERFTETFHET Y, SRBERY, RN NEZ R L0 T KO ET0 5%

EWmENAFIE]FFEE, TRERANGER. eNRZATHRETFEXFEKANBERTZ N,

T

AL KT, EARHMNETETERERR T PAKR TR ELERFEENFEA. — AP FEEHEERNE
L RGE A (Bldm, 2023541, —RiEFHEBYPHA “Googe £F7 ) o BHEM FMPHINRE, AXF 4 RAHER
HARTENE R, KFETREREELER (RAG) X, V4L THEMLLMs. KA [F8F]| P Eif4H
MBRAG,
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BRI N R4 B L RRE S

A BT GG, CHATRERXREEHEAEN ) SIE Y. IRENFL2FTNENEEHEE L L 0R 5
HE, TR SR I R R B 29 R

BEEA N 2R BRLERTWEN oken RE—ANMHANEE, WHEH2THR. GRNTRFAN G IEEHEE T, HE
Hy — #  3t A X AR BT R I B 1 B RN SE [

ANGABTFHZA, ZUHEGEARENERT > —HFHENAEL, ENETEL NIRRT % EAEAN
BN GRIAT A AT A B 1E

Trained tokenizer Language model

Tokens Token embeddings

Token ID | Token
0 | !
T | [

50,257 |

B2-7. 1% 5 B AL 22038 8 F 0 B roken R 7 — MR BRBT N & o
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EREE RB AR LT XHRHAN

AEBMNCENR T F X185 A i \ B token embeddings, 1L A1F 18 5 4% 2 40 ) # F 4 # token embeddings »
ERGEHIETEBH#TXARTIWER T EZL—o TARALERH IR AHE (BIRE LT XANRE
BT A £ BT XARKEEKXAK) FHARET FHo

EEHEATRARASHERT HF MokenZ $#37], W RAHE LT XHFHAN (WE2-8FF) , RELTXAFREM
tokenF R B REXLH ETUMEMRAGEH TAMES. T RAE LB REW SORE A, flin, X
FTcthm B R L RFATE G A K E % (WDALL - B Midjourney#rStable Diffusion) 8 4% /% o

Have the bards who preceded me left any theme unsung?
I

Language model
Process the text and incorporate additional context

v

NN EEEEEEEnEEEREEE

Contextualized token embedding vectors
Better token embedding vectors that incorporate more context

E2-8. B #A 4 &t T Cfhtoken embeddings, P 3t 7 JE 44 8 # A token embeddings.
WL HATE B AT A& R T U SN 23 K3 RS FZE IR R N AR B %

from transformers import AutoModel, AutoTokenizer

# fAi#Fitokenizer
tokenizer = AutoTokenizer.from_pretrained("microsoft/deberta-base™)

# MEESER
model = AutoModel.from_pretrained("microsoft/deberta-v3-xsmall™)

# SHEFHTHIE
tokens = tokenizer('Hello world', return_tensors='pt')

# 4biEtokens
output = model(**tokens)[@]

FAT X B B A | i DeBERTa v3, ZE#E AL, A& f Ttoken embeddings V£ & & E A 2 —, [l B
RN E G ZEAE A L “DeBERTaV3: Improving DeBERTa using ELECTRA-style pre-training gradient-disentangled
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embedding sharing” # H #K .
KR THT — I G tokenizer FuAR AL, 4K 5 (E F AT R F 4 87 Hello world” o A oy iy th M 5 1R
outputZ EF . LHEATRL AT HEEREZTE (KNP LR NS 4EH4) -

output.shape
KAITH W

torch.Size([1, 4, 384])
Bt —ANEE, BATT UK EEAM N WA okens, HGMFHFNAE - ML EISNMEWHEF . F—MEEZHALE
B, ATISHSFER, SENBERTHHEELE LN TRHER (B, Aok 7TAELTE) .
B3X P91 & R AT 42 tokenizer O BT AN 817 i K T ANtokens, TR KR T HMER? ROTUERNCLFEAWXT

tokenizers Y &1 37 & 46 & T AT

for token in tokens['input_ids'][0]:
print(tokenizer.decode(token))

HRATH i

[CLS]
Hello
world
[SEP]

AN R ] tokenizer o B AL 3 18 42 F 4 B JF K A RR A [CLS] Av [SEP] tokens K #R1E o

HNWIEEHARAACELET ORI EAMBERDT:

tensor([[

[-3.3060, -0.0507, -0.1098, ..., -0.1704, -0.1618, 0.6932],
[ 0.8918, 0.0740, -0.1583, ..., 0.1869, 1.4760, 0.0751],

[ 0.0871, 0.6364, -0.3050, ..., 0.4729, -0.1829, 1.0157],
[-3.1624, -0.1436, -0.0941, ..., -0.0290, -0.1265, 0.7954]

11, grad_fn=<NativelLayerNormBackward®>)

HEEEHMNREERE . AEEFTHE NN ANELAXFREEZ L,

FNEE2IFE T BT BN FA AR H . ABR B, Mroken IDs# # 4 F 4 embeddings 2 75 & 4 AL iy
WREHE S
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Have the bards who preceded me left any theme unsung?

Tokenization

Break down the text into smaller pieces
(words or parts of words)

[ Have T The T bards T who Tpreceded]

Token embedding vectors
Numeric representations of the tokens
v capturing their meaning
LIy iy iy Crf) Cfd
|
Language model

Process the text and incorporate additional context

v

Contextual token embedding vectors
Better token embedding vectors that incorporate more context

E2-9. 1% 5 # A DU 46 # ZSembeddings fE 4 fir N, 5F 7= & £ T 50t XA embeddings.
RHEITAANT T —FEXRER, ROEF 4 T M2 T Transformer By LLMs 72 40 {7 TAE 49
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XABN (ATHFmEAN )

B fhrokentk N\ ELLMsIEE By X 8, EIF ZLLME A& ZREENM T BE, EEORAHE, ZRHT LIHWIES
BA = A R N——— R A A rokenBy SUR fr By B — 1 B o

FATT U XA RNR B R —BOR, ZAFE-—NRTEXAHUEMARARKFRLE XL —m &
F2-108 7 T x A

Input Best movie ever!

Embedding model

Objective: create embeddings

v
L]
.

E2-10. £ F TS, HAVEH FNAE R R BURFAE 1 S N SUAR B3 oo
AEMBETUFE XAGNE R mE LW kL — R A= & WA oken g N EBATFH. KT, SHE
B SR RN B R AR & [T SOR N S 31T Y ko

FATF LU A sentence-transformers 3 = & SAARHN, X RE MR FAH TN ARG RHTE. Va5 —
EHH transformers £, TR ERMWMEAAF T AWEA ., H T RAAEHNNITE, KA1 Hal-mpnet-base-v2#E
B, HEE, £f4EF, BNE# P B0 ENEEEBHNEE,

from sentence_transformers import SentenceTransformer

# hnEAEE
model = SentenceTransformer("sentence-transformers/all-mpnet-base-v2™)
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# BRI AT

vector = model.encode("Best movie ever!")

BNEENEREHEETRTREHFONAER . LENEEZ - TRIOER N R

vector.shape

(768,)

BN TFRERRDEXNEHTSNHELEZTHE—REF. EABWE My, —BRNABEEEARF, &
NTHEFF 46 F B X e SORBN ) B A X R K BB REIRAGE T oh e 7 B0 E R AL
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79 B LLMs By 7] #k N\

Embeddings

Embeddings & X AR S & K2 A RA Fl. Embeddings, RE RN HEATHE XA BRT, £S5 ARBPRA
R, AR SR EA A AR, RATHE T 8 0 BT 6 T 4 B word2vee embeddings, 3 1 B /M8
1] #word embeddings. T ffword2vechy Il 4 77 R4 164 (4108 2 3 7 Wl SRRk o BREET— T F,
KA 512 Sembeddings o 18 F 1% 7 %
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4 i W % ¥ Word Embeddings

1L A E F T #F JH Gensim E T 2 3| %8 By word embeddings (#rword2vec# GloVe)

import gensim.downloader as api

# Download embeddings (66MB, glove, trained on wikipedia, vector size: 50)
# Other options include "word2vec-google-news-300"

# More options at https://github.com/RaRe-Technologies/gensim-data

model = api.load("glove-wiki-gigaword-50")

T E, #A1TT R T & Wikipedia b )| 25 #y K & #17 # embeddings. & J5 #1177 DA 1 34 & & 45 2 BL93) 0 R 20 40 R R
embedding % 8], ##]4n” king”

model.most_similar([model['king']], topn=11)
i EER

[('king', 1.0000001192092896),
('prince', 0.8236179351806641),
('queen', 0.7839043140411377),
('ii', 0.7746230363845825),
("emperor', 0.7736247777938843),
('son', 0.766719400882721),
('uncle', 0.7627150416374207),
("kingdom', 0.7542161345481873),
("throne', 0.7539914846420288),
('brother', ©.7492411136627197),
('ruler', 0.7434253692626953)]
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Word2vecH 3% Fu xt Lt 4k

# 3 “Efficient estimation of word reptesentations in vector space” W 3 8 word2vec & i 72 The Tllustrated Word2vec # 4
FaiH. XEEENFLOEBL, EXHBRAVE T — 7308 4 #7455 # 6] Zembeddings 8 — F# 7 % B & 7 W 2 ab F &
Io

AELLMs —#, word2vec & 76 M SCA £ R B9 R B LU S8 o Bldn, (% 14 Frank Herbert#y <30 &) /N3 8 C
Z” Thou shalt not make a machine in the likeness of a human mind” o ZEFF FF 0 HF Ok A& RN GEA. #lo, &
MTUREEEFTRDH2, XERERNEZEFOEEG M AN

Embeddings & M2 X EHF £ K. ZESATNEHEWE RPN R ZEAF HAEMEAN LT XF (B
L TXRBENAEGNEGRBEEFWIFLAT) o ROTUKRAL M2 W%, cEIH MR iiH (o
RelmTHIEME ETXF) H0 (WRENFHAEMR L TXH) -

ARHFOHE MR, ROTTUAE RO FHEA, WE2-117T.

Textand o .
sliding window Thou shalt not make a] machine in the likeness of a human mind

Tokenized ' f _ S—— ]
words thou | shalt | not ITIEIChII'IEIII"I theI...

Center word

E2-11. 4 F 30 & 1 Ky word2vecH ik £ BRI FHA, UERLETMANELREEHHE

EENERGINGEHEAT, POl BEAE-—N, RENMESZFEMNGHEATFRBE =M. KNH
BRANGHER RGP XIHAEXRR, WRECREWH MaNLR L ZLE, Wil XL FAEALE H2-
124 AL
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Training
examples

212, /M R Y S B R — R 4

WRENARAEREAGHESR, BL2ERT LA R LHEIREE KRBT AT HAXNEE, RNFE
FREE R AW FL AR FE RGN GHRE R TP AR, WEH2-1357R,

Word 1 Word 2 Target
not thou 1
not shalt 1 Positive
not make ] examples
not a 1
thou apothecary 0
not sublime 0 Negative
make def 0 examples
a playback 0

B2-13. EMFEmERRE AAA: BELRAE R, EFNARR G4 B4 X 5 A Ao AR

FEAE, RNELFAFARTLLITRF M. FEHA GRS B T H A AL &y A A 0 EAARN
W (XN EF R —ANEEMAEFA L ENRE R, & “Noise-contrastive estimation: A new estimation principle for
unnormalized statistical models” # & ##) o HUARXAEFERT, RNFBREA ALK CNFmEBEEY, 9
AR AL E (b SRR B Ao R ZH H0) «

AR, ROTEE T wordvecly I E EBEA (E2-14) @ skip-gram, HFBIE LS 7%, URAXHF, &
T AN ERAE B o REATLRAF SR e S A
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Skip-gram
shalt | not |make
input output
make shalt
make not
make
make machine

Negative sampling

Inputword | Outputword | Target
make shalt 1
make aaron 0
make taco 0

l2-14. Skip-gram 8 fi KA B word2vec H ik # E W AN X HEM, £ S H A MR Ny token T 7| 5] BL g 3] A2 APAR

HH .

BMNTUNRNBTXAFTERKET EERTUAIHEHINEEA. ERENFHEREZH, RNFEH L&
tokenizationk 5, Bt & HATELLM tokenizer # & £y —#F, @H WAL EANTFolr g fF 5, UAENFZRLELF

# % /b tokeno

KRG BATH G Mtoken | 2 —MNENHE, FHMNWBLTAT, WHE25HF. ELEF, XE—MEEHN vocab_size

x embedding_dimensions i 4 [
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Token Token embedding

thou ‘

shalt
make
a
not
apothecary
sublime

def

playback ‘

E2-15. 710 &k R A 0 AR AU LN 1 & o
REEFEMER EINGF—MER, MATMRNE EF TN CINREH X RNTUAE2-16FFE X 28T

HHEHHERBE

Tokens Embeddings Model prediction

fot| OOO—> Neural network
thou [TT] —» | Task:arethetwowordsneighbors

—0.90

B2-16. Y4 2 WA FMA N ZEHEE CENGIEFEHHN, UFERLNI FHRN.
ETHFMNESEH, AAHNEFINESREFHEN, UWETAEBEA XA MmER, HEFHN2 EME
Wo EINGABELERE, HATM LK A 8 T A oken# A T EAF B RN

EHEIHIHEATMECNEZETEAEM R ANEREARNBFI P REANERZ—, HFH-KRX— KM

MEFEEAF YRR TRENFARMNEFOEL [THA I MUK CWT AR EES (WaTFHRANFR
%) MhIEEHA,
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MR H RS RER R MERERSWES, XRAIRGE REA M X, EWmRINEEZIF S ESMA FFF
WA, AT, BESEK-—KERM— MR, CHZTMNZAEZEHA T BR.
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1t % % 4 W Embeddings

WHATPTHREI Y, embeddings 8y ALV S HUTRBRAM. ATV R, e ZHTHRERARFLA
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# 3 Embeddings3# 7 K i

AT F, BAVHEAword2vec Bk BIL A THEW F R BRI R RENR b BE—T, WRRAEE TR B WA
— AR HKoken, KEMERIIZMA — A Fo K5 LU X Membeddings R 1 % 2 % — &2 W IAEFHF &+ oy
(RS

BAVE R B9 204 & B AR R A #yShuo Chen i . EESRE XEAMBEN) HE 6 WEKF K. H2-1TET
TR HHEE.

E2-17. Jy T 3R 4% R 460 0 3R F A8 UM 9 R th embeddings, RANVKEA M hBBEIIRECARNEEE, FNME
HFIREE— AT W

ERAVE T AR R Z A RET RA T fo Bk, RN E/Ladd, FECLBREFAEANEN.

1 &A1 MMichael Jacksonty” Billie Jean” FF#&, i dhID % 3822:

# FAVEE TEIFEE XFIRZRILEEL
print_recommendations(3822)

id Title artist

4181 Kiss Prince & The Revolution
12749 Wanna Be Startin’ Somethin’ Michael Jackson

1506 The Way You Make Me Feel Michael Jackson

3396 Holiday Madonna

500 Don’ tStop ~ Til You Get Enough Michael Jackson

X EHH#FAR AT . Madonna. Princen H A Michael Jackson # i # 5 5 31 4F -
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I EATATATE R m %8, & H2Packy” California Love” B4R JE :

print_recommendations(842)

id Title artist

413 If T Ruled the World (Imagine That) (w\/ Lauryn Hill) Nas

196 I’ 11 Be Missing You Puff Daddy & The Family
330 Hate Tt or Love It (w\/ 50 Cent) The Game

211 Hypnotize The Nototious B.I.G.
5788 Drop It Like It” s Hot (w\/ Pharrell) Snoop Dogg

XE-ANEEEBENFIR! AERNPECART, ERNEEWTHEIFN RS
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Y| 48k i Embedding &

KNG mE Wb FRIRALE TR THE (WHRAREART) WHESE:

import pandas as pd
from urllib import request

# IREVERIREIEER XM
data = request.urlopen('https://storage.googleapis.com/maps-premium/dataset/yes_complete/train.txt')

# RTERGIREBIESE X M. BT RIAT, Bl
# BNRES7THE
lines = data.read().decode("utf-8").split('\n')[2:]

# MR RE—ERABRIIR
playlists = [s.rstrip().split() for s in lines if len(s.split()) > 1]

# INELEREH T AR

songs_file = request.urlopen('https://storage.googleapis.com/maps-
premium/dataset/yes_complete/song_hash.txt"')

songs_file = songs_file.read().decode("utf-8").split('\n")

songs = [s.rstrip().split('\t') for s in songs_file]

songs_df = pd.DataFrame(data=songs, columns = ['id', 'title', 'artist'])
songs_df = songs_df.set_index('id")

RERNECEZRET CA, LRNBE—T playlists k. HFHENTEHZ — ML A K HIDF| & F K7
*:

print( 'Playlist #1:\n ', playlists[0], '\n')
print( '"Playlist #2:\n ', playlists[1])

Playlist #1: ['@', '1', '2', '3', '4', 'S', ..., '43']
Playlist #2: ['78', '79', '80', '3', '62', ..., '210']

W RAT| AR

from gensim.models import Word2Vec

# )13 TR OWord2Ve cigay
model = Word2Vec(
playlists, vector_size=32, window=20, negative=50, min_count=1, workers=4

D)
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WHFE R et E], &R KN A 858 Wi+ F  embeddingse ILAE AT LA X Lembeddings R &
PATD B Al , g 1R F AT R X B8 P AR A

song_id = 2172

# 8RR S SRR#217 248 A9 SR
model.wv.most_similar(positive=str(song_id))

Wb g R

[('2976", ©.9977465271949768),
('3167", ©0.9977430701255798),
('3094", 0.9975950717926025),
('2640', 0.9966474175453186),
('2849", 0.9963167905807495)]

X 7% 5 #2172 embeddings 5 A7 B9 3K i 7 5k

ARANFIFF, XEHRE:

print(songs_df.iloc[2172])

title Fade To Black
artist Metallica
Name: 2172 , dtype: object

RFAEMEFERETE -6 B MERRTIK:

import numpy as np
def print_recommendations(song_id):
similar_songs = np.array(
model.wv.most_similar(positive=str(song_id),topn=5)
O[:,0]

return songs_df.iloc[similar_songs]

# 1REVETE
print_recommendations(2172)

id Title artist

11473 Little Guitars Van Halen
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id

3167

5586

5634

3094

Title

Unchained

The Last in Line

Mr. Brownstone

Breaking the Law

99

artist

Van Halen

Dio

Guns N’ Roses

Judas Priest



¥

> -H

-~

FEARZFEEH ) FA1# E T LLM token. tokenizerFn{# Jf token embeddings 8 A JH F ko XA BATE T — Z I 46 €17 20 W #F
RETHA M T RS, Hh 2% JembeddingsEiE T HA 2 A b HATF T A 170

AT E T tokenizer 4n T 1 7 AL IBLLM# N 5 — &, R 46 TR Hr N\ 35 4% 4 token ID o % WL B tokenization 7 % A 4
K XA H 37 Fidltokens FAHTFH, BARBRT & Z M EKE K,

LA R T S tokenizer /-8 (MABERT | GPT-2. GPT-4fn H 4 AL ) 1] &A1 BT T — Ltokenizer B 4 #y 473
(Fldm, REKNT. BATHFREMIET FWokenF &) MU KtokenizerZ B (XA £ 7 iy L GUR (Flm, €l
IR LER) .

= AN F B tokenizerik 11k % £ tokenizer B 3 (| iBPE. WordPiece. SentencePiece) . tokenizationZ #{ (#4518 L %
KA Foktokens K/NFRIBUR KNG AR EE KAL) DRI Stokenizerty B4 &

1B E AR E & LT X fbtoken embeddings 87 4) 3# #& , X Wembeddings % ¥ T J 46 7 Aembeddings. % 6 F T 50t
token embeddings | T .45 fir 4 LKA A (NER). tHH A XA EFn XA D K £ £ 5. kT 7 4 token embeddingsfh, &
FHAAT LA EEAM T HE O X Rembeddings. X h A H F o Ror R E RN ARG T X, %
AEEIETHEA N

FELLMZ AT, word2vec, GloVefnfastText¥ i SN ERIMAT. EFEFAE Y, ERABEE LEHIETHA LW
£ T XMt ie embeddings T B K « word2vecH E K TH N EE B M skip-gramfe fi RAF. CAEAT ERNTHRMNES
10 & 4 & 2| 09 %t bl ko

A RATE MG Xy T B 7| R RS T IT IS A, embeddingsxt TRl BT ARERALEFA
Ao

EF— %%, B rokenization 2 5 #1122 : LLM 4 4L 5 3¢ roken 3t & /& X A2 R ATH % 4
TransformerZg A4 8y LLM4n o] T {E ) — 2 + B 1 5

[ Nils Reimers and Iryna Gurevych. “Sentence-BERT: Sentence embeddings using Siamese BERT-networks.”  arXiv preprint
arXiv:1908.10084 (2019).
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E-F: RANTHRAETHA

AEHNEZ T M T tokenizationfrembeddings, = HERANRFIEEHEE N TH OO THEEET . EREY, K
Wit Transformer F 5 HA THREH - LI ZEW. RNBEAREXCRERERY, UEERAMT HEKKX
LLM,

FAVHA AR S Ar— R T X A R Tl RN E MR —MEFTHRE, B F W — A pipeline K 4 4 i
MRS, EEF—RAEN, TURIRD, £ETHERRYROBS. RBAEF ZKAEN, REDEF LT
6 B JF X B

import torch
from transformers import AutoModelForCausallM, AutoTokenizer, pipeline

# MEER tokenizer
tokenizer = AutoTokenizer.from_pretrained("microsoft/Phi-3-mini-4k-instruct™)

model = AutoModelForCausallM. from_pretrained(
"microsoft/Phi-3-mini-4k-instruct",
device_map="cuda",
torch_dtype="auto",
trust_remote_code=True,

J

# BlEpipeline

generator = pipeline(
"text-generation",
model=model,
tokenizer=tokenizer,
return_full_text=False,
max_new_tokens=50,
do_sample=False,
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TransformerfE & A4

RN By 5 BEBA TR K, A5 EF B 20174 TransformertE B4 DIk, B4 TAE 2 an oy .

Y| % 45 B Transformer LLM &y 3 N\ Fe dar

# ff Transformer LLMAT 4 5 % JL 8y 77 X R AR HALA — AN BOUA I & e B SR R L — E— /MR KB X
AN-XAEBEBERG R B HEREE LNETR, ERhEBERSCANZREAN LA td. B3-1ERT
TN TESE TR,

r T

Write an email apologizing to Sarah for the
Prompt | tragic gardening mishap. Explain how it
happened.

N
3’ Transformer LLM

v

Dear Sarah,

Generation | 'mwriting to apologize for the incident last
week. [...]

N ”

F3-1: E@EHEHET L, Transformer LLM#: R SRS T 3 i 4 A& B9 XA

MR IR — RO A R FTA XOAR ;€ SR bR B AN token ik By o B 3-2J8 78 T vh B AN 4R 7 By I Atoken 2 R ¥ B 4
Atoken sk & ¥ B ZHA B — Kforward pass (X ZALEF I RE, HMAHEAHENEIHFREZITELE, AHHA
07— ) .
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, Write an email apologizing to Sarah for the 1
Prompt | tragic gardening mishap. Explain how it
happened.

0
$ Transformer LLM

v

Generation #1 #  #3  #4

<newline>

K 3-2: Transformer LLM#& Mtoken 4 j,, T A & — K A& pk EA TR,
A& K tokenk &G, RATE I 4 Htokenff I BN RF W K B RFE T —MNERF RO MART RANTUEHE
33 EE X — A
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[ Write an email apologizing to Sarah for the |

tragic gardening mishap. Explain how it & Transformer LLM [
happened.

, . = ‘ |
Write an email apologizing to Sarah for the =N
tragic gardening mishap. Explain how it & Transformer LLM >
Lhappened.
, Dear

3-3: it coken B I AW EIH T ¥, 53 HCRE K ZABMA, 475 —Kforward passbl & T —Moken,
SRR TR G TR AR, v R EETHAL R T — okeno # % 7 4 8 H oy th 2K b A (B 5F b i3
F, DUREA B A A SOA 15 5% A

FEAAS S X A — AR A Rt A R BTN R AT E LT ARR (i, MW E A& Koken i T
é ﬁ}z‘ % A token) o BAIYAR K autoregressivetE A o X # & H 4 LU B UK &£ RLLMA R 4 autoregressive i A
HR T RS UK AR B A EBERTAF 8 XA R THAL, J&# T Zautoregressive o

X Fhautoregressive B ¥ token 4 ik 2t & B HATE A LLMA &R UK E K E A EHFERE, #ARNEXEEIH:

prompt = "Write an email apologizing to Sarah for the tragic gardening mishap. Explain how it happened."
output = generator(prompt)

printCoutput[@]['generated_text'])

WA RT 40T SUAR:

Solution 1:
Subject: My Sincere Apologies for the Gardening Mishap
Dear Sarah,

I hope this message finds you well. I am writing to express my deep

KRMNTUEANERF BB, NEAFHL, CRKFLEER VLS T ENTHAILLE max_new_tokens } 50 /Mtoken
T token [RH] o An R AT Anat M E, TR AR S B T AR
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e At

BT IEERZ 4N, FANE 4 B 3 A R okenizer i iE E B A K (M head)o [H3-4E R T X BABERETHME. &
=% F H 1% 2ltokenizer i T 4§ X A2 fktoken IDFF 5|, A& i A B BN

tokenizer % J& 4 4 W 4 : —MAAT BT 4 AL 3 8 Transformers ko MM % 5 LM head, " H 4% 8 4 i 56 e
&% 0 e By T — A token By B R 4% .

Write an email apologizing to Sarah for the C)

tragic gardening mishap. Explain how it o I =
happened. | Tokenizer

| Transformer block 1 |
Cl Stack of
& Transformer LLM Transfurmer| Transformer block 2 |

. blocks [ Transformer block N ]

v
IS LM head

[ 3-4. Transformer LLM H tokenizers Transformerdkt 3 4% fuiE 5 2 4% Sk 4 Ko
[l Jifi[%2%], tokenizerfl, & — M tokenZk tokenizer#y 77/ 7. A A K 37 L & 8 N tokenHH — AN B B B KR
(token embeddings). [E3-5].% 7~ T — /4 % 50,000 tokenid] i 3k By 45 AL #y97] JC 3% 1 4H % token embeddings o
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Tokenizer
;. Token vocabulary

\}Tra nsformer LLM i TokenID | Token
( : 1'3 0 !
L Tokenizer | ¢ 1 ]
[ Transformer block1 | ]
Stackof . : 50,000 | Zyzzyva
Transformer [ Transformer block 2 | L )
blocks ¢ : i )
Transformer block N Token embeddings
1 0
L LM head | 1
“ J J 50,000 [T

[ 3-5. tokenizer7 50,000/ M token By 18] 1L F o £ A A 5 3% Sembeddings 4 7 Bf ) token embeddings.
TEREEBEMN LR TH S Erm. X THNE K token, A FEITER KT E R TN EF N Transformerdt , 48 J5 2|
KLM head, A4 H T — MokenBy #EE 44, 4n[E3-6] T 7 o

&TransformerLLM ‘ Output
Tokenizer ]I:J r Token prnbabilityﬂ

| Transformer block 1 l TokenID | Token
Stack of

Transformer | Transformer block 2 0 ' 0.01%
blocks = T |1 ] | 0.03%
ransformer block N _]_102 T 40%

( LM head o—|®| 50000 | Zyzzyva | [F3100%

v

1 3-6. 20 1 B 45 R B, A ALY 3R I & B B oken T — MR 4 # o
LM headk £ — MR B 2 T2 B o 27T U o | Transformer b ik L M TR R B 250 5B TR X" 2
— o FH At £ A By Transformer 3k & 45 7 71 4~ 2§ 3k Fatoken i~ 2 3k

ENTURLHERITHEA LT EREREHNF. TN, &11F:
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Phi3ForCausallLM(
(model): Phi3Model(
(embed_tokens): Embedding(32064, 3072, padding_idx=32000)
(embed_dropout): Dropout(p=0.0, inplace=False)
(layers): ModulelList(
(@-31): 32 x Phi3DecoderLayer(
(self_attn): Phi3Attention(
(o_proj): Linear(in_features=3072, out_features=3072, bias=False)
(gkv_proj): Linear(in_features=3072, out_features=9216, bias=False)
(rotary_emb): Phi3RotaryEmbedding()
)
(mlp): Phi3MLP(
(gate_up_proj): Linear(in_features=3072, out_features=16384, bias=False)
(down_proj): Linear(in_features=8192, out_features=3072, bias=False)
(Cactivation_fn): SiLUQ

D)
(input_layernorm): Phi3RMSNorm()

(resid_attn_dropout): Dropout(p=0.0, inplace=False)
(resid_mlp_dropout): Dropout(p=0.0, inplace=False)

(post_attention_layernorm):  Phi3RMSNorm() ) ) (norm): Phi3RMSNorm() ) (Im_head): Linear(in_features=3072,
out_features=32064, bias=False) )

MEXN LM, BATHTEREINTER:

- RETRTRENZMHRER. EENEERHIMCH model”, AER Im_head”,

- 7£ Phi3Model #EEIKER, FHfIEZlembeddingsiElF embed_tokens' REHE, BH32,064 M token, ENEEA/NK3,072,
- EitBkiddropoutE, BATRIMER FT— P EEAEETransformerfiZiBesBa0iftk. ©E 324 Phi3DecoderlLayer’ #AAg5R,

- 81 TransformeriR#EIFE—"TattentionBH—MEIRAEMLE (BFRA mlp Fmultilevel perceptron) . EITBEAZEEEEIF
AN BIXLERS,

- ®&fE, BMNER Im_head EZ—TANRA3,0720@E, HEH—TFTERESAtokenHENEE., ZHHES M tokentiR %, #
BhE TR i token,

## MERDTRIEER M Token (RAF/MES)

EAMEARE, BANHHRIECRPE M tokentUfR SR, EMFAIZBIEES-6-PERIN, MERDTRIERFED tokentI 75 ETR I * iEED
R, E3-7RR T XAMISHE—TRpIhiEEtoken " Dear”,

REPNFERE IR EFBR I Y EStoken, EXIHF, WTASHAG, IHTEFERERL . EFNHERRN—LHEIYE, B
RSB =SHERNtoken, XEMNRAREAR LRIRIBHRERD BMRERDHR*REE*, ENGHFRTRAIHE .

XXE3-7HERGIERE, WRtoken"Dear" H40%HIBER N T—token, BAEFIMNEIKET (MAEREER, EESENED
REMEREEE) . AL, ERAXMAE, MEHMtokenBENSIRIEE D ML,

I[E3-7. RAEFREEEHERZSMNtoken, HAAMEIEREETETHRETRERAEH LM N token, J(images/000057 .png)

B|REEFED B tokenTRA* R EID*, MBMEELLMF G temperatureSIZENE, MEREXMER. HIVELCEFNE
temperaturefJHEa,

IBNEFRBERERUERENNE. EXTMUBRD, HAUFHMAtokenBIIEE, A/FET 1m_head  :
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prompt = “The capital of France is”
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*t 3 A\ 3% 7 3t 4T tokenize

. . . « » oy .
input_ids = tokenizer(prompt, return_tensors= pt ).input_ids
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it #r N\ 3% 7~ ¥t 4T tokenize

input_ids = input_ids.to( “cuda” )
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REAL R #Elm_head 2 7] By far HH

model_output = model.model(input_ids)

111



R B Im_head ¥ #r

Im_head_output = modellm_head(model_output[0])

IE, “Im_head_output® MIFZIRE \[1, 6, 32064\]. HEATAIAER " 1m_head_output[0,-1]" ihlE&REEMAItokenfIBEZR 2],
Hrp R4 E HERHR310; R3|-1IRBFIIFHERE— N token, XIMERAHE32,064 M tokenfIERAFIIR, HITUKBRES RSN
token ID, AEERIESEIL ML tokenBISIAR:

token_id = Im_head_output][0,-1].argmax(-1) tokenizer.decode(token_id)

ERMERT, ERA:

*7° {.outputl data-type="programlisting"}
Paris
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FF 4T TokenfL 2 fu b T XA/

Transformerty — ANk 5l A B MR, GUEMIETAEMZMNERMMEIL, SN EEGIHTITE . FURE K
H, BNALNEEF Moken ZWTHAEH R Y THE— K. RNNL—F I, tokenizer2 ¥ XA M A
tokeno X5 M A oken#2EIL B DI KR (EPRE-MREGWWF ER) o RATT LA K-8 F 5| x sk
Mo ST A0 32 A S

Write an email apologizing to Sarah for the
tragic gardening mishap. Explain how it
happened.

& Transformer LLM l

[ Tokenizer =

. >

WriteT TExp[ainThowTitT happen T##edT N

r

Tranlsforme block 1

Transformer Transformerblock 2

Traniformer dlock N I

[ LIM hepd N

v v *T v v

E3-8. M token#f B B T ITHRATAE (EERIFRFENIAA—2XE, KNHELEFE) -

& #] B Transformer# & 3t 18 — KA £ b rokentr R# o EARFHABRASY LT XKE. BAKETXKEH
HA R AL A Moken, FFH RA KA B
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B oken BB UBAN I ETF W (AANHEFM—BEERFL; RNBAERATEATRLCERN)  ARHAH, F—
M EEAEBAEREREA, WEB9HT

& Transformer LLM

[ Tokenizer ]Q
[WritET TEprainThowm happen T##edT : ]
Embeddings
Output vectors

E3-9. FMBRABU R BRI RN, FFEMAAPIRKLLERDE (EEHRIBEBLEER) o

T SARE R, RARE b i 4R A T BT —Aokeno %4 i w8 ZLM headit H T —/tokentff 3 i #y
HE— N\

RO s, W R AT E F R &G —Mokendh BT A tokenty Hir iy, N AL EF AT E i Htokendii. B ER, WH
M ERZGFN, FHATERLAREHER . 20, RA1EHEH MR RL 4t @&, (24101 % Transformer
PR B ANE R ER T B (EE MTransformerk #)

mEREERDG T —R¥, EHA—T Imhead B4 H Wk 21, 6, 32064, x Z F X H N2 ¥ th B4k Z[1, 6,
3072], wE—MNEE—MNANFHERBK, BB N Moken, A roken# By AN K 30728 ) B R R, AT
Transformer3 AR G 1/ & o

FAVE DL AT BRI B X BB PO B R AR 4R
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model_output[@] .shape

KoM

torch.Size([1, 6, 3072])

Bl A, #ATE LLAT FPLM head#y i i

1m_head_output.shape

XeH:

torch.Size([1, 6, 32064])
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3 5 A AR A A R

Bl —T, %4 KE = Mokentt, FATME 2 MK 4 H okenff A 2| Sy N8 TR $EAT 7 — kAT | A48 W RKATIE
BARGEF LM THENER (FAREEANFEH - LEERE) , KNMRFEFEERIWNANTHE. XK
REZEUHERE M. XAE-MEARPEEFNRLCEAR, CEFMET £ RTE. #AOELZEZIIH B
— WA, RINEEAZEEEF 2.

(E3-101 277 T A £ R % = Mrokentt, BT HRMNEFE T HMRWER, RA-MERLTEHRS

@ Transformer LLM 1
. Tokenizer ) S
rWritET TEprainThnwm happen T##Ed | . I Dear
Embeddings [

[I;D (ILT]1 |LIL] LL1]

i
Y]
o
=
m
=
=)
=
)
=
o
=

Output vectors

E3-10. £ £ R XA, EXEWRERF Sflokenty T HER, AR —BX —BIMERAMFHITH.

7 Hugging Face Transformers# , % F & A B H o AT LB T use_cache X E X False KZEFH T AT L ITIF
REKERFITHAEZERLETFHEREE B RFEZ 5
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prompt = "Write a very long email apologizing to Sarah for the tragic gardening mishap. Explain how it
happened. "

# WRWARTHITtokenize

input_ids = tokenizer(prompt, return_tensors="pt").input_ids

input_ids = input_ids.to("cuda")

G BAVT WA & £ 100 token T & £ K B[l o AT P LUAE Jupyter = Colab o f# il #%timeit JE ik o & R it B A
T E (Ea % REAFLIIFRFFHE) -

%%timeit -n 1

# XA

generation_output = model.generate(
input_ids=input_ids,
max_new_tokens=100,
use_cache=True

)
TE W4 T4 GPUBColab b, X FHE45H, ERWRBKNERAZTFLFES KM R?

%%timeit -n 1

# RN

generation_output = model.generate(
input_ids=input_ids,
max_new_tokens=100,
use_cache=False

D)

SRR, ZRE K. LWL, WNAPKRRAZRE, B6Z I £ kB E T & RS oA P
RWAMEERRKE BB X ZLLM APLE AR AL A& & coken 5 R 4 i 1 A 2 55 4 B A R 52 B R B 2 — o
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Transformerdk P &

BATIHA T LT 6 %8 K % S B & A M Transformerdt . #n[E3-11]1Ff 7~ , Transformer LLM g — % 7| Transformer

B R (G A R 4 Transformer i XX A <A, AFZABLIMFEE—EA) « BNRAERLTN, KEHALL
BEREHS T —MEo

& Transformer LLM
_ N
[ Tokenizer ]
[ Say Tsomething Tsmart]
b b LT ] Embeddings
Transformer block 1
Output of [:[:]:] [:[:]:] [:[:]:]
Transformer block 1 Tr;lj E?gr?]]:er
Transformer block 2 blocks
Transformer block N
b b [ 1] Outputvectors
v
[ LM head ]

B 3-11. Transformer LLM ) K o4 # & & & — & FlTransformerk B3, SR ELAELEREARNERL 5L
Beo

— ANTransformerB ([E3-12]) w1 B AN 2209 20 1 40 Ak -
1. attention layer® B X VE @4 K B H Ay \tokenFra L & B 48 X 15 B

2. feedforward layerfl, & 7 ¥ R 0y K I -4 2E B8 A
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Lity L1l Transformer block

[ Transformer block 1 | _
Output of EE:D EE:D ) Self-attention
Transformer block 1 u
[ Transformer block 2
I mnll BEW B Feedforward neural network
[ TransformerblockN ||
I I !
v v

& 3-12. Transformer¥k @ self-attention 2 Fa g 45 4 2 W & 4 iR o

RIEH 2 W 485

—AEREH T URAAEENEN AL WRENAEFTHEEMANF LN The Shawshank” , 12 ¥ 4 i~
Redemption” 1B 4 5 ] f 89 T — M (5H1994F W R F) -

AR AME (EAEBEY) BRX—FAOKRE, WE3-B3Mr. GHEARDINFURBEAAEREE (B4
¥ %" The Shawshank Redemption” By#R &) H, B FE T HEERES LRAHEL (FiTA) -

[TheT Shawshank ]
11 T11 Transformer block

Transformer block 1

Transformer block 2 Feedforward neural network

Transformer block N

| LM head

v
[ Redemption
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’3-13. Transformer3k i B 44 £ W 45 41 5 V] R A T B W A H R LG E T

BRAINHLLM, EFEILLAEGLE. BEFRME-NMABEKEF. LR Z AW ZEZ Y OR £ I T+
W — AR BERGERARENINFHERE A EL RN EAZ MHTHE, ATRSZA—EXEREATE
KR ERENFHAEEF RN LRIARF .

HEE
SR AR B L LIME, RE2S RN TR ARG EEX " BEHEA" M. @GPT-4x 8 I RLLM

# X" The Shawshank” £ 7= 4 # i

"The Shawshank Redemption"21994FHFrank DarabontH SR, X4mEStephen Kingi®ERAF /% "Rita Hayworth and
Shawshank Redemption", ...%%,

HREENEEIEETHEE (WGPT-3) M ANKGAEUEHAA . X2y 2155 HA M E 2 & 82 1 K (nstruction-
tuning) Ft A 28 4F BORSBOR E#AT YN 4, DTS B AT AT AR B R 3% i A A B9 2

attention 2 #% %,

ContextX{ T EHAMIEEERE R NI T —rokenhy H BT Fudfi (B R G H KA A B X 2o RATI X —
m, B EM AW G2 MEEEEAWEE %2 — (£ N Daniel Jurafsky # James H. Martin # <Speech and

=

Language Processing? % 3% ” N-gram Language Models” )

Attentions2 — FALH] , # By A A 7 4L 72 45 T token B g A contexto & DA TR R

“The dog chased the squirrel because it”

ATUBBTN " ZF2HAM 2, eFEpE" i HHEMF L. CHNEMTEME?

e G4 89 Transformer LLM 9 | attention AL 4] # 1 3% — | W7 o Attention¥s & & contextty 12 B w27 it” tokenty & &
o BATH LA E3-149 F 23X AN 3T A2 8 18] B AR o
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[The T dochhasedT the quu irreIT because m

dog squirrel  because it
- OO - OO [ Transformer block

r kg

Attention e —
g Self-attention

Transformer block 1
Transformer block 2

F———— = —— Feedforward neural network
Transformer block N

v v Vv i

HAHAAH#ES 14 BERJERA T REMEMENMRE L, K86 8H B T4 4 i oken,

AT A ?ﬁﬁ%%f{’%ﬁfrﬂiﬂédé’ﬂﬁ%iﬁﬁﬂ&édiiﬂﬁo HIFT AN FTHRBETES L E, i, HRK
AW, KTHEBT €7 R R

ERARANRIFERN—

ERENT MEZE D IH ?77HL%J BB IR A [ E3-15]ff e CER T % MokenfL EHNEE N E; &E—
Y EEAENMLE (BEfk) - TEINFEZLENAANETE LRE. CHRE LT X AGEERE SN
ZMNEFENHEEEF,

HAHHAR 315 F R W EAMER: —MaAFH AT ELEH ST E, B TERNEEZXL TR MLE, HF
ERT Mg aEfR— Mt EE, ZHE G ERBEFEINF @S T FIFHHTERE L

EEANHS EANEZES R:

1. — M ad 2 0 8 M A\ token 55 % AT IE #4028 B token (R & 6 3k F 09) B9 A0 X AT IR 89 7 %o
2R AR, RINMERGEAMENEEAGKR—MNE— R E.

(E3-16] &7 T & B A Ko

HUHAHAE316. B HANEZES RA R AEMIEHTHAMT 0, REETRESHLAEGE LN R,

A T % Transformer £ )™ Z B iE & A7 f 1, 1 B ALK WA B HATIAT £ Ko X LIFATHER J B A o 8 B — A4
WA EE Y Ko TR MTBENMNFIFREEARTRENGE Y, ZBEFER R ETRHER,

(B3-17)RF THBE A K WATEMWEY, AR ENGE SNSRI EEA A ER N LERN S K.
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HAHAHAE 31T ROTB LT RATEZ RERB A RRBEFWLLM, i THE X ELREBEEH Y.

ERARWMIHTER
LRNE A RMERA KA BRI EE AW BTN, LRIVRE T R A 2
C EEAE CERALLME) EEXSMEAEEES.
. EEMEAL:
o %L E Rrokenty 1 & K
o i Htokenty i1 E T
C BRRFASHEENHAT, FRTBRE TR B W Beokenb X 15 4.

o Bldn, WRENTEALEA T Sarah fed the cat because it” kg — ML E, HMNFZL” i REHF —F I
EE AHE BT 3 B cat tokenty” HfE BT

o YIARETE AW, AR A A BT P A IR R A A
o BiH WM
o WM
o HEHYMEML

B3-18R 7 T EEEAUTEF TR LAy ReNE. AHERN, LRNRE-TEES L, EHHLMK
AAMEAWITHE, EER N4 8NP EF.
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Other positions in the

Position currently

being processed sequence
Self-attention | (I Current position information
[ Attention head #1 &
i Projection matrices |
Query Key Value
projection projection projection
l Enriched with context
[T 171 information from other
positions

E3-18. AT B ERAITHZH, RNAERRAURE R, BEHRYER.

HEANFE AN G R P EERRUCNE = AFEE. XK ER. BREER. X BEFEE# A\oken
HWiEE, RYE=ZATENEE, AHTHTEEINHNSFR:

LA R BT

E3-198 7 T X ZANHAEME, URHTAH ZAMEMENRT 05 ST L EA8 KBk, L7 947 5 2 ol oo 60 B A X Bk
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Other positions inthe

Position currently sequence
being processed
Self-attention | [T Current position information
Attention head #1 l
Projection matrices
|
|
|
Query Key Value
projection projection projection
Previous tokens
Current token T L1
| Queries Keys Values )
l Enriched with context
[T 1] information from other
positions

B3-19. AR ABREW. BAEEENHIHERARIAT. ZBEERBIRENRANSRBEERRT LW,

HERL: HXHETs
T & A& R Transformer W, AT — K &£ i — Ptoken, X Bk F KA1 — KA —MLE. Bl ZHEZ HILH R X E
K—AMLE, MR B B AR B R B

ERAWHEARMT S REALKINLENE WG E S REFEMERRAT T £, HAEFA %M okenty
AR K Mo aTsoftmaxti /E (X M AR EM, EENWEMAT. E3-208 7 T it 8 /™ & oy A8 X 2 #o
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Other positions in the

Position currently sequence
being processed
Self-attention | [T Current position information
[ Attention head #1 v |
Projection matrices Relevance scores

50%
curenttoken TCCL] ¥ =
Queries Keys
l Enriched with context
[CI11 information from other
positions

13-20. WK 5 4 AL X B Y 2 18 5 4 48 BE A AR 52 Bk 3 4 BT tokent Xk M T2

AEBMNA THREFD, ROEEFNoken K BB 1 17 B T U Zrokenty 13 200 HX LER 1 EAT AR~ £ T XANE
RAF R Frd, w3218

125



Other positions in the

Position currently sequence
being processed
Self-attention | [CTT] Current position information
Attention head #1 + 1
Relevance scores Values
O] (111
o1 (0111
< (IO _ I
50% 111 [OI1]
1 [OI1
L) L11]
Sum 17T
l Enriched with context
[CTT1 information from other
positions

E321 FRANABI R EALEN MR BRI RUARL EHENERE M XER.
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TransformerZE A4 By 5 3 & 3

B M Transformer A X4 MLk, BA#AT AR TR UHAREFNED, ROHETAREE Lo 54
MG R R, B RARMAS . EETAXN, K Tansformerty ¥ 5 BRI AR K. #
— SR B EHGE A RN ES . EA1H BT E I 8 Transformer A (Wllama2) Byb k. EARFHRE—F
F, HATE B T Transformere # 4 — o 8 B8y 5 37 & & o
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ERBHER A

B F AL K fk K JE B U Transformerf F B A B o X RBA N FR AT HZEN TR FUHE RAREHH 2

R/ F R E R A

[ # Transformer % /5 M kB A, %M EZE 7 ( “Generating long sequences with sparse transformers” ) 078 50 % 0 &
# /1 ( “Longformer: The long-document transformer” ) XA 823k 4 E & JIT B R R4 T . HgE & 7 R4l
TAEA T LXK By A okenty |30, A E3-2207 R .

1 2 3 4 5 6 7 4 5 6 7

Transformer '
self-attention ‘ ‘
layer

Global autoregressive self-attention Local autoregressive self-attention

E3-22 R ER BRI RRED KL ERRIA B

—ANEEN T A HLE B E R GPT-3, {8 % I 3F 72 A A Transformer 3 F 4 5 F 3 # AL 4 WREA R EF R D HE
T B token, £ K E 2™ E K. GPT-3ZE M L 45 1F H 2% & 1 F0 5 300E B J Transformer$ o [ . Transformerdk 72
AEESH (Ble, F1F3) RGHEEE S (i, H2fed) zZ B K&

ATEARARRBEERY, FEEHEZ23, C2F T ARERANHAE TR FMNEEZTF T A Y i token
(REE) B LK EMLE R Moken (KEE) ©

(a) Transformer (b) Sparse Transformer (strided) (c) Sparse Transformer (fixed)

B3-23. 2B EHRRER A o EI-24MBT HERD. RIF: “# A cansformers & KK F 71" o )
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B AT N — AN E A AL HE By rokeno BB 45 A s AR AL 72 A0 FE IR T € B T A% o B token B B 45 X i B token. [E13-24
ERARER T X — .

Token 1

Token 2

Token 3 dog NeEN

2) Tokens it can 1) The token
pay attentionto  being processed

E324 T RABERT EALE R Moken, DK R A HLHF AV € K i T 26 46 B # token,

VW I TR T AR AL 2 Transformer B B B B 30 JiT (1 R K % BOCAR A AR A 2 AT R 88 5 %6 1T B token, X 5 BERT
W ot b, BERTE L% E 7 1 (B hBERT H B £ % 1)

SEHMGAERERY

Transformert) — M EH W B R EE KR HFAZ AT WEE H( “GQA: N % k& A 4 L % & uansformer
A7), Hillama 2Fu35E A . F3-25F R TR AR EA K ERE S, T—FHSEMBEEA.
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Values

Keys

Queries

Multi-head

-
-
-

-

Grouped-query

N
)

) @

L
' T

(
(
(
(

-
-
=
-

-

)
-
=

=
-

Multi-query
Yy

) @

B3-25 ARABERAWILE: RUSXERN. 24T RERANSERERACRIE: “HhFransformerf#a: —
MEXREHET” )o

AHEHEE TS EREE A B Rmansformer AL —MF kBB T My Rah E. Ok H D B

YR RN KRG EABER G EETY RIE.

RUERY: REXESEREILAER

EARZENE, HAEF T Transformerys XM H#HR % LE &E o B TransformeriF 40314 T o7 ] &34, 4 FfoE
FEMERPATIEE M. E32600 T T HA" EEAL Wil A% M NITH 8 Ol . BfEEME.

SEVERARMI T EN T REARARZE R ZRMEENF. HilkF ANk —WERERAEWERE, w3275

o
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Position currently
being processed

Self-attention | T Current position information
, ¥ .
Split into heads
i Attention head #1 | r.ﬁtti.entinn head #2 || Attention head #31

Er

Eer

Queries  Keys  Values Queries, Queries,
keys, values keys, values
Combine information from all heads
l Enriched with context

[T information from other

positions

E3-26 FRAERAEN. BUEEERTITE. EFKERIT, FMEAAIBERL 8 BIFHIRA.

Self-attention

[T Current position information

v

-

Splitinto heads

Shared:

Keys Values

”

Attention head #1

Queries

Queries

o N

‘ rAttentinn head #2 || Attention head #31

Queries

Combine information from all heads

.

A

!
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Enriched with context
1] information from other

positions



B327. 5B WERABIERAERA KL A FRMELERE, RETEFRNERANH.
MAERAMBEREK, AT, IHRETRITSF, ROTURZERAMSZOAFRRESHEERE. f 204
% 197E & 77 (grouped-query attention) & F1E I 8§ M7 o €1 R E A N R EHRE A B RA — A, MELFRK
NMERESL (EDTRHHE) o E328RF T XUANURGHAERE I kTR FRAEEE

Self-attention [T Current position information

- * ™
Splitinto heads ]

11 T 1]

n_groups Group1 Shared: | Group 2 Sharad-.L
r Attention | [ Attention 1 ' Attention | [ Attention 1
head #1 head #2 head #3 head #4
n_attention_heads

Queries Queries Queries Queries

[ Combine information from all heads ]

h, F

l Enriched with context
117 information from other

positions

B3-28. pABWMERABEIAAFS N FR/MBEFARFEE - R ST RWERANERE, UWERRENKERT; &
MNHMEEEEHEEALE S

Flash Attention

Flash Attention & — i AT 8 77 % Fn LI, H GPU_ETransformer LLM# )| £ a4 T EF 9 mk, wANLMHME
GPUSY % 5 1) % SRAM) B & % H W 5 (HBM) 2 [ n B M B ot B R ik B At 6. B4 H % Lib X
“FlashAttention: Fast and memory-efficient exact attention with TO-awareness” F1 Jg 42 #5  “FlashAttention-2: Faster attention

with better parallelism and work partitioning” o
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Transformerk

B — T, Transformersk AN T EU LA E A B HEH Z M %, W EFMNEL LD TR LZEHEfE H—
e, HATE U E3-29F F Bl

Thinking Machines

Xy I X2
Positional encoding @ @

Transformer block

Self-attention

E r + + A

S Add and normalize

A A v __

: Feedforward ] [ Feedforward

3 -

- Add and normalize

i | |
v v

[ 3-29. 3k B J& 46 Transformerifs 3T 8 Transformer#k .
TG A, &I B TransformertE AT ARE T EE A4, EH#HTTHLAE, WEH330/F.
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BATE A A By Transformer o B B0 252 — RIB— R £ AR B ABIWMEZ . BRE, RS THEH
I aflE (% W:  “On layer normalization in the Transformer architecture” ) o X 2 A — b 8 5 — /B 3 B {F
RMSNorm , ‘& b J§ % Transformer ¥ {# Ji # LayerNorm £ f8 22 . F & % (% N : “Root mean square layer
normalization” ) o #ix J&, 7 B T B 4 Transformer 8 ReLU % 78 i 4%, % SwiGLU X # ) #r & 1K (£ “GLU Variants
Improve Transformer” # #538) I 5 o

Thinking Machines
Xi X2

--------- 2024-era Transformer block l ETLTLEL

: v :

+ | Normalize RMSNorm :

3 I

+ | Self-attention Grouped-query attention, rotary embeddings | :

Fypp——— S | -
Normalize RMSNorm

3 v
Feedforward J [ Feedforward

3-30
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L E # A\ (RoPE)

I & H N\ B R4 Transformer DLk — H & X Ao CATEAE R 824 R 257 71/ 4 T Foken/FH WA 7, XAEETF R
FARBEEERE. EXELFRENREMERD T EY, HEMLEHKN (R RoPE” , £ “RoFormer:
Enhanced Transformer with rotary position embedding” F4M28) 4 HAEE 45 1

JB 44 Transformerify XU — b 23 A8 AR JF 48 3L B N, A B8 — MokenfRiE AL EL, & Z/MRiE L E2%
é‘%o RWTPRBHATE (AP B EFEHIUMERER) HFEI FE (APERINGEEIIRFT N 20 E
o VRN BN, Xy Ee Al — kg, XFERNZIAEGRES F*.

Blon, AHBNEA LT XOEREHEIESN —MERZ, WEAEFHFLOEMLZETXER S FEMKETX

(tmiit) 284 —MOMNAWES T MM . FILARB)NEHE, THBET RN ERRFHEN LT X
¥, A E3-31 R

Naive, inefficient organization of training data

Document 1 Padding
Batch
Document 2 Padding
: ) :
Context size

Efficient training data packing

Document1 | Sep | Document2 | Sep | Document3 | Sep | Padding
Batch

Document 4 Sep Document 5 Sep |Padding

B33 1@ R AN A X B A AL ETXF W B, CAEEENETXF 245X, F&RMMETX
REWHEF o

W 3t 7 3 “Efficient sequence packing without cross-contamination: Accelerating large language models without impacting
performance” Fu1AZ& “Introducing packed BERT for 2X training speed-up in natural language processing” 9 5 % . 3. 2L
ARTHELZ R THAWKE L,

ML EHRNT E RN X — g LT E & i, R XS0 AL ES0T 4, AP 2 mREANEHRBEEE
tokenZ K F50, HMNHLRFHEY, XoWmAEE (BhELBEFELTH LT, ﬁ’ﬁ%l%i:?x?%token)%?
HERY R 7 24 W B A R LR AR R B SO o
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i B N A T 1 P2 1B T 46 B S A 8 S e xRN, T A — A DL 3R 4 0d A A Xt token L B2 0 7 AF B ML ER
B Jrik. CEATERNRE PR ENEE. AR mEEY, CIEEEAFREHFm, WHE3-327.

&Tra nsformer LLM

r Tokenizer )

[ Write T T happen T fttted T : ]
Embeddings EI;EI EI;I:I ENEREEE

Stack of Transformer blocks

Rotary embeddings [. Self-attention ]
Transformer block 1

Feedforward neural network

I

Rotary embeddings

j— —

@ Self-attention ]

Transformer block 2
Feedforward neural network

v v vl

LM head

B3-32. g s N ERASRE R, TAREN 0 EHNIT 4,
EEEAIEY, HERLEHNRGATEMBERE Y, HAERNE CNHERBTHRMIF2ZA, WRANTAE K333
& B WA A
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Other positions in the

sequence
Position currently
being processed
Self-attention | [T Current position information
[ Attention head #1 v ‘
Projection matrices
Apply rotar
i
embeddings
L1 (I
Queries  Keys Queries  Keys
{with positional information)
l Enriched with context
CIT information from other
positions

[E13-33. 25 3% & A BLAL b B FROPEAY i 415 22

E3-33. e AL B NAE B R WA K BT 25 R BT An 2 token By R 77 H o
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Transformer B 1 £ 8 B o Fr 232 B Fn#F % . “A Survey of Transformers” R H T JLNEE 1o TransformerZE 4741 1
W73 B LLM 2 AN 4T 38 o 1T AL 3 & TransformerZE A5 81 %8 78 BR By 4188 (B . “Transformers in vision: A survey” i

“A survey on vision transformer” ) o HAMGIK A FEIEAH K (F I “Open X-Embodiment: Robotic learning datasets
and RT-X models” ) Fuft & 7 7] (H N, “Transformers in time series: A survey” ) o
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-

IS¥

AARER, HATE T Transformer iy £ B B 58 0 (# 5 #7 Transformer LMK 4 ¥ 6 89 5 & o RATH R TIF £ H#
&, RN BT I H KM

o Transformer LLM — X 4 i — - tokeno
o B Htokentd i mFFE R F, RIERANEF MRS BRENS AT H — KA H A& R T —Mtokens
o Transformer LLM#y = # Z 27 14 Z tokenizer. Transformerdt 3 ¥ FniE = @4 3k

« tokenizer 4 4 B Wy tokend] I Fo A B A 5 ix Htokentl 3% BE WY coken i A o Y& XA 4 fR Hy tokendR 5 JF 1% S
token#y #k N\ = token & JR It Wy # —F

o HT R E IR BRI B

. EREEWRFE, LMAI F— T fokenfy FEFHATIFA o T H0E R 7E I 4 RS B o A L FRoken
fEA S O B R R T 8 T — AN token, {EIF3F B 2M0k)

o Transformer & & — /MR BF & " fE 4% 7 774 Fiokeno &/ N token#B i N H J# v oy AL FEH, 48 2. e Bk E R
A ET RN, xR FMAE T DL AE S & K tokenB o

o W TTransformer LLM{E3F & & XA, — WK —Atoken, HIFZFBNFRWLELER, B EZNB T2 EELHE
T (XBERGFMEEANWAMEREF) -

. kﬁﬁﬁkﬂﬁiéfbﬂansfomerﬂ%wo TUMEHAN AU R b —NRAHHEF %, CREFHEE LI
SR A4 TP HEAT BN Ao

o TransformerH B 8 — /N F B 4 15 R attentionz » AttentionZE & F T X5 &, AR G4 BT M 385 5 09 40 £
#lo

« Attention M EEF RAAT: (1) WXMIFLF (2) FRASG.

« Transformer attention B 3f 1T # 1T % Nattention 3 1€, &N AE #0 7 artention S # AT, AT #r 1 92K & DLAS AR
attention Z B 41 4 o

o Attention™] A3 3T 7 BT A Sk 2 B 5 Sk 41 (42 2 1§attention) Z. |8 3k FkeysFovalues4E [ 5K ik
o f& Flash Attentionix # B 77 3% # i1 th W GPUF Bl 7 & 4t #y 381F 7 XK Jm# attentionit & .
Transformer4k 42 & B # X Aok h 2, UEFREGE PRI O, BHFEHE o LM 8 A .

EABWE =W, RAENBLIMsH — LR p o E[F4F]F, RONAS KT 46, XRFFAIFH —AF
WS T—FHEALRERATRT AEBHNT,
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F W2 EATNHEEAE

FAR. XAR K

BEREERERN N LESES K. ZESHERRINE - MEEAR Y EERAN AR BAAEX LA (FL[H
1)) o XA RERREMA T ZWEA, NERITHEEDN 2 LERREERMN. FERE (Tikzk
TREFEKR) M0 KR 0L E N

Output
Input (The best category for the text)
N |2~ O Customer service
—|  Language n‘_ludgl > [O  Rewrs
Objective: classification —
(O  Shipping

B4-1 EREE EE XARTL K

EARES, RNEHREREERBH#T IR RO M T E. CHEAEACEINAFHEZEENZ BN
BT OR S R Tz e, RATE TR UA SRR TR IR 7B 5 A U

o [ “ERARTFABBERTORS L IRTTHRERKEREL LT RE R RIVEEZE S EETHN
A,

LR ERRMB A AN R 1R ERRBTHENNE, EHENAS TR FA%, RIEHZ
T R

AEAREY, RNELETARATINFIEEHE, XLEBEBEEEXBERE LH#T T IS, TURTXAL %, WA
42087, BN ERFAMEERE, FRRENGER,
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Output

Input (The best category
‘ 1= for the text)
o Representation language model
— Objective: classification —»> 1
Classes: 0,1,2
Input Output

Classification A . Ijl Theinput class
prompt Generative language model N
containing Objective: classification 1: Returns

theinput text

B42 REFARE RAEBHTUATLRX, EeNlrEaIrHE.
AEEANEHETEE (BEERRFELERR) AT, BAPEEZA TR o Ax LER YA,

N

BAARS L ETLLMs, E8RAEPCEXRRA 5 2 8858 Ry R H#HAT e, Pl AITE-IDFR R XA £ H L)
HEHE K.
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iR W R AT

£ ¥] DL 7E Hugging Face Hub_E % B KA1 F RIF & AR EH R, X2 —IMHEEARIPEYF L. RIEER
Z 4 W “rotten_tomatoes” 3KAEE R AP HERANTWEAE . ZHEEEL K AR EHWN5331 4 ETA53314 A HE
ARSI

KT kg, RAVEA datasets &, ZEFAEEAS P EA:

from datasets import load_dataset

# IBIEAROEIE
data = load_dataset("rotten_tomatoes™)
data

DatasetDict({
train: Dataset({
features: ['text', 'label'],
num_rows: 8530
b
validation: Dataset({
features: ['text', 'label'],
num_rows: 1066
b
test: Dataset({
features: ['text', 'label'],
num_rows: 1066
bH
1))

BAE WA A train. tescfu validation= AN oo AT R, BHRMNIWEBRB G ERA N AR, EAMNKERRILLE
HER, WREERAINFEFNXERTESIORR, FUIHRIEETURARE - FRILZHES .

UHNEEVGE o — LR

data["train"][0, -1]

{"text": ['ERERIEBMN2ULIN"MARE", MFELEREE  BRFEE. @iE ZWSNEFX - AEREANRDRM, ',
'BRESRFIIE, BRATEITE: ZHBEZIABMEAMRERS. ',
'label': [1, 0]}

HWUFEENITEE2HAFICHEER (1) , BARFEHNGE (0)  XERFERNELTET 0K KL %K.
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AR T AR IAT XAL K

ERTI FRTHER

HATPKBEARAM T, BLERAREESFEE, B L@ HembeddingB A . FWRATAE L —
FRRITH, LA RRRA

%
WERFE TIES LB AR (WBERT) XA|Z&M, WwE4A-3PF,

Fine-tuned

Fine-tu ning (used in this chapter)

Base (supervised) =
(foundation model) T —— ] : .Taf,:k-spECIflE model Loy
L2- Objective: Perform classification
> BERT

: : &
: : Embedding model
Task: embedd |--h
- —= N Objective: Create embeddings ™

famEmEEmE s s s E e s EEEEEE R

E4-3. AR xR ESRATHR; Flln, IATLH %R £ RE A embeddings.

WREHFHBZ MR THE, WBERT, A RFEZESH (WKL) Tl%. Ew&MNELZIFFRITHN,
embedding# A 4 j i il embeddings, WA T &M FRT LN ES, iFXRE (LFE) .

BERTH A X MAW I B EZNE P EE, WAl HembeddingE A EEI0FFEE, EAZF, RINEFFHMEEY
F% (RI%) , REACNHEE, wE4457.

JLESsitiissssssssisassssiesasaseoss q . Output
: Task-specific model Y
Input 5 Objective: Perform classification Positive
[Best movie ever! :
Embedding model :
Objective: Create embeddings
NEESEssaiassaensa et SEErsiissastasnisie " Train classifier
Nontrainable T .
“Frozen” (e.g., logistic regression)

B4 R RREEARBISTAR, K0 B embeddingsh 7%
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HATHAH A B EH ROTBORF W TNEER, SFR R AR KRN L F B BTk
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A HH

B A E N RB TR KA 2 f 2, H A /£ Hugging Face Hub b 77 # 1360,000 XA 2 X AR AL, 3% A7 #.38,000
A Rembeddings AR AL o e dh, HBF-AMFEEAANBEEFERIFFTRAN. RERM. ANTHEREZEXE
.

URMAKRERMIF 4. EWmRNAEFIFFHITH, BERTE - M F LN NEDBERM, 20 #FEMESH M
embedding R By # [T 2E . BAERMA (WGPTRF]) EANRXAMA, (805 HAE B A 45 25 B+ F
HERALE, FEEEEANLEN S,

%% 3, BERTH 4 4 H R B2 4 JF % %, 4 #RoBERTq,? DistlBERT,? ALBERT,Y #1DeBERTq,® 4 — 4 #7 4
RS T HAT I o R 7T DAAE[ B 4-5] 9 45 B — S Jn 4 BERT AL ALt 34

BERT-like models
ALBERT
12/18/60/235M
BERT RoBERTa - DeBERTa
110/340M 356M D'SELIERT 134/384/750M
R L 1l | .
2019 2020 2021

El4-5. % LBERTR A £ A7 bt 8] Lo XBHPOAN REMMR, TERTAETHES LHTHOHR
HTE®BFEENEBARGHZE—ITE AR 2, % Hugging Face Hub LR B 0 BT AN TN FAHE R B AI LM, TR
MEBBEGFEFEA, FEW, AUMERREGRA, IR T BT XER R SR, FemnyTEm
B

« BERT base model (uncased)

« RoBERTa base model

« DistilBERT base model (uncased)

« DeBERTa base model

« bert-tiny

« ALBERT base v2

M FHEELSER, #A1#% #F Twitter-RoBERTa-base for Sentiment Analysisf & , 3% £ — /M7 4 >C_E R A 15 B4
#RoBERTaR A . BRI AR F T4 3 Wb #AT I Sty , ERF MR iz 2 RA BT

AR ERENNEE A, MTEBHATH 2 — MRIFHR K. ©RS T & Z/ME S L #4720 MK oy IF I8 An 1] R AL
B ARIN LB AALBATFEF, BHEXHEEZULEME. Bk, RAEAARN F ) sentence-
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N N = VR A
transformers/all-mpnet-base-v21E K #h N\ o X & —N/NIT1E 5 M fE ey A A
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EHRRESFER

AEBNCELEFTHREESFWRAEE, RN T HAER:

from transformers import pipeline

# BAHFERIAERTE
model_path = "cardiffnlp/twitter-roberta-base-sentiment-latest”

# JEER N Epipelines

pipe = pipeline(
model=model_path,
tokenizer=model_path,
return_all_scores=True,
device="cuda:0"

BEAV B, HATAR T tokenizer, € R FTTHEN XA L Sl Bty tokens, W[H4-01fF R, BRZSEKT
RGEFW, BHEREHME, EERATRERENERK.
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Input ' Her vocalization was melodic ]

-

Tokenizer ] Splitinput up into tokens

e

r N N N N B

Her | |vocal| | ##ization| [was| | melodic

Task-specific model
Objective: Perform classification

v

Output| 1T
Positive

El4-6. N4 T ¥ etk S rokenizer, REA P HESFHBLE,

X WrokensE A L HIFBFHA MBS, E[F2F|FHATTRAEIT. & Rokenstly — M E TR, BEENAFA
GHEF, G UAGERET, WESTIFT.

148



Input " Her vocalization was melodic ]

Tokenizer |Splitinput up into tokens

My

(o) (o) (Fon) (i) ()

v v
vEERER « (1111 v

BERT [(TTIT] (11
Foundation model Token

Embedding

v
Output [T

Word
Embedding

Fl4-7. 38 $ ok Jo 847 20 f8 Ky tokens, AR DA A BRI RN
Ao d 5 TR RSB A e, AT DA 4k S AT B B test split b R RATAY AL -

import numpy as np
from tqdm import tqdm
from transformers.pipelines.pt_utils import KeyDataset

# Run inference

y_pred = []

for output in tqdm(pipe(KeyDataset(data["test"], "text")), total=len(data["test"])):
negative_score = output[@]["score"]
positive_score = output[2]["score"]
assignment = np.argmax([negative_score, positive_score])
y_pred.append(assignment)

RERMNEE £ K T H A1 Wpredictions, R T o st 2P RATAN 2 — AN UAARE FHAME oy i B0

from sklearn.metrics import classification_report

def evaluate_performance(y_true, y_pred):
"""Create and print the classification report"""
performance = classification_report(
y_true, y_pred,
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target_names=["Negative Review", "Positive Review"]

D)

print(performance)

TR, ERATA] 2 KA1 H classification report :

evaluate_performance(data["test"]["label"], y_pred)

precision recall fl-score  support

Negative Review 0.76 0.88 0.81 533
Positive Review 0.86 0.72 0.78 533
accuracy 0.80 1066
macro avg 0.81 0.80 0.80 1066
weighted avg 0.81 0.80 0.80 1066

H T 2 A R B classification report, ik AT B E Z IR A E A4 R B TN . RERNESEHATN (True) 5
AR TN (False) , VAR AR E TN E#H 8 K 5| (Positive) 5412 B £ ] (Negative) , H N FF 4 A KATHT U
KA FAEFE R VLB, 3% A7 b confusion matrix CGREEME) , w487,

Actual values
Positive review correctly _____ - : :
classified as positive .| Positive Negative
.”a" True False
G positive positive
§ (TP) (FP)
Predicted values
.g False True
negative negative
(FN) (TN)
Positive review ] ‘
incorrectly E :
classifiedag ~"""tTTtttttteees
negative

E4-8. B AEREHR T RATT U o WA T KA

#
&

Negative review

incorrectly
classified as
positive

Negative review

correctly
classified as
negative

fE FLREHE M, ATV DA S B LA KRR R AR 0B 7 2 31 & R B classification report ™, K ATH L& 2| 9 Ff
XEEW e, B A # F (precision)s & [B] F (recall)s  VE # fF (accuracy)FaF14-3t:

o Precisionff ER BN E w4 £ DMK, R AERGER K.
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o Recall§ BT VAR KR, RrKEAMRERKEE
« Accuracyg R e A FOM 0 £ > EABUN, R A EARER K.
o F1score - fi i w4 Ao 4 TB] 5 SR A A A oy BRI

AR B AP #ATT WA, A L3R classification reportxf TATHAT T #i 1k o

TP

precision recall fl-score support |~ Number of
Negative review 0.76 0.88 0.81 s33 | samples
Positive review 0.86 0.72 0.78 533
T
TP+TN+FP+FP
accuracy 0.80 1066
macroavg 081 080 0.80 1066
weightedavg 0.81 080 0.80 1066

Averaged across all classes

[ 4-9. Classification reportt i T T A 1 86 By LA FE4R o

AEARBETH T, ROEZEFI B ATEIE, UWRREN KA BE B FEX . KON T ABERTE A 4
T 0808 F1-#k (AT M weighted avefT Fafl-scoreF| BE) , T —ANkA F A RN TR B LI Gy R KR,
R RARHT !

HTRERNBEER N R, ROTUMIUERR N ERE, BFEF —MERINTGOREE ENAER, £ f
BT W ZiE#®, WwDistlBERT base uncased finetuned SST-2. & AT3E 7 U IE & 7 # # Z| representation models 1 7
— MR, BlembeddingfE A .
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F| Fl Embeddings ¥ 2~ £ £ 4

AMAHATE, RNERT —MHBERITIONGNESFLREE . AW, WRENKT B4 AZNMFEEST
NHHEAE 272 RNFZECHHA - MRTEAD? ZEREEH!

WREHERGHITHEER, AHTTREZE CHARE (LEFNE) . AW, FAFREMABERRAENITH
TR o gt AR RN R AR B3 .
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BEAL X

S5wEw AT AR, RNTUETAEZ B AZRATHINELIR RNFREEEAXTIEEHRTLE, T
RAE NI A RAFFAE . X MR JE ] LT N Bl - R 2 P, AT 62 dn B 4-10FT R 3 7 o

@ Feature extractor @ Classifier

Embedding model =

Objective: Create embeddings

(e.g., logistic regression)

sassesses hoaasenne e s

E4-10. FAE RIS BAnp R P BE B o
R ENEEFARKNTFERARMNGENME, XTRLSREF MILZT, ROTUECPULI G4
Ak, i HE ),

AFE—FF, ROERENERE ORAE SRR, WEST. FRENMRARAFREFAZRS, £ %5
BEL2EH.

Input [ Best movie ever! ]

Nontrainable

: 12 i
Embedding model it
Objective: Create embeddings
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Bl4-11. 78 25 B, SRATRE R SO A 3R BURHAE 3 S N SOR B 3 RO
AT LAE A sentence-transformer FATE — %, X & — AT AH TN FHNME B RATE . Bl ZHNARFH 2

from sentence_transformers import SentenceTransformer

# hnEAEE
model = SentenceTransformer("sentence-transformers/all-mpnet-base-v2™)

# BRI RN
train_embeddings = model.encode(data["train"]["text"], show_progress_bar=True)
test_embeddings = model.encode(datal["test"]["text"], show_progress_bar=True)

EWENEFIZEFNEE, ZBRNRRAXANHRERT. AANWENHEIELTORT REHHANER, EH
MR E— T HRAEE B F I

train_embeddings.shape

(8530, 768)

& W RATH 8,530 M N\ SRS B — MR H 7684 By N, B MM G A T68 B

EEZFY, BEHENEHMANFERGES B2 00 £ 8. 2 XBETINSEN, TRTEEEE, RERHIT
A%, TURAETH K.
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— Input for classifier

Trainable 6

1

Output Positive

E4-12. RSN A RATAFAE, RATEI FHE LI GZEETRA,
FNRREFE—FOE LS, CRZHEFENS XS BIGFE, ROAFREEM £ RS RN EAT R

from sklearn.linear_model import LogisticRegression

# BN LIZEERY3
clf = LogisticRegression(random_state=42)
clf.fit(train_embeddings, data["train"]["label"])

BETR, LRAIPERNGER:

# Tz BRI B SEA)
y_pred = clf.predict(test_embeddings)
evaluate_performance(data["test"]["label"], y_pred)

precision recall fl-score support
Negative Review 0.85 0.86 0.85 533
Positive Review 0.86 0.85 0.85 533
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accuracy 0.85 1066
macro avg 0.85 0.85 0.85 1066
weighted avg 0.85 0.85 0.85 1066

A AT By embeddings 2 LY G R &, RAOTRIGRF T O8HFI %! X &RTF T & th¥ K B embedding# A R 4 iy
B )| 45 E R R BN,

"5

XM FH, HATER T sentence-transformers K 42 Hlembeddings, X FEZGPUK fuk 5 ., AT, RATT A
3t & A 41 APLR 61 2 embeddings, A T 3 [ 4 GPU B K o 4 H embeddings 8y #4 | 2% 4% 4 1% Cohere # OpenAl By 7=
o B, B AFEANRE T LAECPULIZAT,
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WR BN EFFEEEE 4 42

AERNZAHOATE, ROATUAAGAFICHE, EELERFXMBHRFTERFE RIUFICHKE R — TR
FERNES, TRFZAEWAI TS W, REXEHFEANERD?

AT WRZ— /K, RATT LU ATzero-shotpr 2k, B R AR IBHEH TR T, REEHEZETT. BARNmEFEN

EL (AT AR, ERNEFFIEEE R ZFHF A Zero-shotd % 3% B TN i N XA AR 48, BIfE B 3% H £
AR FHEATIN S, mE 43R

Input Candidate labels

Explore the world's (Previously unseen labels)

flavors through global :
culinary adventures. [ travel TcookmgT sports ]

Zero-shot model
Objective: Predict unseen labels

.

Cooking 60
Output [ 1rayel 35
Sports B .05

El4-13. fezero-shott K # , RAVEAAFILHYE, RAREAL . ZeroshotBRF NG REAFEH X R o

A Tl embeddings$1 4T zero-shot 6, H AT LU — AN W By 5770 HATT DURAEAT & M Z R R By i AR &
ME L, flin, BB IFRHMAERETUHER” IR AEHEB TR, “BLHERFHENEFHS, &
VA T ¥ AR B Bkt B 4-1407 7, AT BEAFRNERE W ERFE, AT LA EMIFITHRE.
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Document Candidate labels
[Best movie Ever!] [0 {negative)] [1(pnsitive)]

Describe labels
A negative A positive
review review
Embedding model =

Objective: create embeddings

v v v

Document Label
Embeddings_|,,:I:I:|:.l LLI1]  L11] I_lemI:Jedclings
Best movie A negative A positive
ever!” review” review”

E4-14. 5 T AL, RNELEFELBN MR, hin” AEHWEZITR. "R MUEdsentence-transformers
BATHN.

KAV UUE R 5 2 14 B B9 . encode W 381 21X S AR BN

# RENREBIEembeddings
label_embeddings = model.encode(["A negative review", "A positive review"])

AT S XA TARE, AT DA CALAR 2 2F 5 F cosine L JE o X R W &2 [0 A JE B A ZME, #itembeddingsHy &
BIRLCANTKE S FA R H, wE4-155 R
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"Best movie ever!”

"A positive
movie review"

"A negative
movie review"

0,= cosine similarity between document and positive label
0,= cosine similarity between document and negative label

K 4-15. CosineAtl fil £ & B /N 11 & Rembeddings 2 F| Wy £ F. EXMIFH, BITEXREFANATEAE (ETR
W) Z A WAEDE .

FATF DUE F cosine FI L JE R b &4 7 XA S A AR B R M UEE . 5 XEARGAMENAAEWRLEF, wHE
41617 o

“Best movie A negative
ever!” review"

Cosine similarity ( [ , CTIC]

" l I e
"Bestmovie A positive
ever!” review"

E4-16. RN EH R T XCHE, KAV U FAMFE- XA KA DU
EHFANPATREHE DT E, BNAFEE RN GRS RANH#ATIRER, HRBRECRA:
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from sklearn.metrics.pairwise import cosine_similarity

# AP EIRELRRE
sim_matrix = cosine_similarity(test_embeddings, label_embeddings)
y_pred = np.argmax(sim_matrix, axis=1)

HAEXHE! BNAFEIREBBALARRERTIRES . ERNEFEIMH T EHR WM

evaluate_performance(data["test"]["label"], y_pred)

precision recall fl-score  support

Negative Review 0.78 Q.77 0.78 533
Positive Review 0.77 0.79 0.78 533
accuracy 0.78 1066
macro avg 0.78 0.78 0.78 1066
weighted avg 0.78 0.78 0.78 1066

"R

R E R AR FTransformer g By AR 2k, BT BB RN A H 2R BHENERRAX— A, WALEAE
ﬁi%%‘%ﬁiiff}'iﬂ BREAETHREEALSEHAS LT EXRAL G, EXENATRET T HNELEMEIL TN R
T, EmEBAEAS FFIN, SNJUT T LA H Language AL Bl # K 2], 2— N2 FWRAEERAEEN AL
.

F1- 407848 4 4 N KR A, # BB KANRARA EREMAFITHKE! X RERTFTHRAN S RMEMIRE,
Bl 2R G AR I X LA R A Ry iE
®EF

R EAEN R ROEE A Anevatlve/posmverewew TE AT a4 AR, (B PLtkate AR, AT AR
T H” A very negative/positive movie review” R VATE A&, E4 0 RN K. X, FANEHK I XL —
BEITE, HFALESHAETFMIEWNCEE L. RRE, BECWMEmiE

160



W & RAR B AT XA K

R EKEFRE (WOpenAl#GPTAEA) Lf’éz\%é’llf’ﬁﬁfiﬁﬁéﬂl 12 A 1k BT B A B ] o X S AL DL SO
f?ﬁﬁk%iﬁkxﬁ El e a2 h FFI B R PR, X 5 RN ESHFEEAT REV L, FH AN
KA, WmEHA1THR

Input k‘-; Output
; Task-specific model [I]
| 1
[ = Immue I il ]r Objective: perform classification
L Sequence-tovaluemodel Numergal{vad
-m.mE Generative model = | IThella " isl 5 ]
Objective: generate text
Sequence (nf tokens) Sequence (of tokens)

Bl4-17. 12455 € A Mroken 7 7] 4 R E, T & KA Atoken/F 7] & K token 7 51 o

E4-17. £ 5 R B M rokenF 7 & S B, T & AR A Atoken/F 5| 4 BtokenF 51

RUERBBBEEANES LHTINSE, ERFREERARENFTRAE R A, wRENS £ RER—
MNRA A LT X I, O R A AL

MR, BNFEFRCEMR LT O FERARNEEIRNE R, WES8HR, THF SR EEARL S
KR 45 4 R 7 (prompO)K T ko R B K6 B4R 7R 17 LA 3R AT 28 i tH AR A ﬁf/TZF?Ifz(pmmptcnzanccrm;,)
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Input
(prompt)

Output
(completion)

--------------------

What sentiment does | : | Is this movie review
Rate the sentiment. this review have? | ! | negative or positive?
“Best movie ever!” “Best movieever!" || “Best movie ever!”
: 0
Generative model
Objective: generate text

v

v

-

R

Given a typical The review expresses [ Positive ]
sentiment rating scale| | a positive sentiment. |:.
it would be rated as Best prompt for
5 duetoits highly
positive connotation. the preferred output

”

B4-18. 7 W TRAVEFRA A AR A & o

RN H, BAVEE R 2o T R R 2B Y A R A A AT Bt R B AT

162
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1 | Text-to-Text Transfer Transformer

EREP, RIAEZERZREDE (BF) BEWBERTARESE (£K) EBWChaGPT, KT, WH1F]H
Brit i, B Transformer M52 15 £ B0 B MO B R AR, SOBDESD —#, XLRDERTERDE
FAIEF R, W ET R RER A

FI A 3 Fb A A By — A AR A Rk % Text-to-Text Transfer Transformer SIS A, [ E4-19] 777, HARAM LU TIR 46
Transformer, H #1210 B Fn12 4 4 B B e —#, |

Input
(sequence)
e 12
T5 : Encoder e 5
(Text-to-Text :
Transfer @ | :
Transformer) : L %12
E Decoder Q]

A e
ceavnce) 1] ] (] [2)

B4-19. TSR M KU T )R S Transformer B, R —Fp M0 -5 5 B KM -

R AR, XRMEAGAERABDETEERTTNE. ENEANE—FF, W[EHI420Hr, FEEZEAD
token, T & & Y| 4 ) 8] # 3= token & & (& roken spans)
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Input ;LLMS] [on] [be] [ued] [ror] [ounsa

(masked sequence) [ ] [ . ] [fnrm] [ of ] [[MASl(f [ .1
| |

T5 model =
Objective: predict [MASK]

v v

o] (procn] o] [3]

@ Pretraining

Output
(predicted masks)

B4-20. EYNGHE—F, BHINGF, TSRAFTEHNT RG2S Mokenty #4 .

WhhF =%, BHORERMER, EAEWTHHT . TEN - MFEEHHOIEE, MREENMSHEN T
B pIE A B B Gro Wn[EA-21107 78, X AR B A AR 4 £ # AT %o

[ summarize: |

Reading books hasa

myriad of advantages
: that contribute to both
Input Trarbsli:ttf1 into hGhrarlerar: " mental and emotional

. utch: The building is ta health. Engaging with

(multiple tasks) My name is Maarten. and wide. written riaagter%aln
: . =
o Fine-tuning - 15 mﬂdel |
Objective: predict multiple tasks

Mijn naam s - Reading improves
OUtDUt [ Maarten ] Azceptable mental health and

broadens knowledge.

E4-21. B R EH RGN XAHA, TORR W UARAR A& M E S5 LTI K.

X A% 7 = A28 T “Scaling instruction-finetuned language models” #4424 B, b XEMBEHEIANT —F £ 4
H4%, XA LERERARNAGPTHA S THMAEA. 53X 74 TFRan TSHA XK, BNZETIHAEESNSH
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Mo

B X AT ZR 8 Flan-TSME R #4792, KA H d T "text2text-generation” T4 mE e, ZEHFEE X

YR - AL AR AR E

# InEBATRIELR

* " python

pipe = pipeline(
"text2text-generation",
model="google/flan-t5-small",
device="cuda:0Q"

Flan-T5# & 4 % F# Ml 4% (flan-t5-small/base/large/xl/xxl) , FATE A & /DN RA K A2 o Fat, AR LR E A

EARNBEAREFERETRREL R

HRMNWESFIEBMAL, RNTREERESER - LR R L e E FRA. HR, ROLAEFRE XM

o

Bk, #ONESNCEMAWETR" U TATRERMMLTZHHHm?

# EBRNTOEUE

prompt = "Is the following sentence positive or negative? "

data = data.map(lambda example: {"t5": prompt + example['text']})
data

DatasetDict({
train: Dataset({
features: ['text', 'label', 't5'],
num_rows: 8530
b
validation: Dataset({
features: ['text', 'label', 't5'],
num_rows: 1066
b
test: Dataset({
features: ['text', 'label', 't5'],
num_rows: 1066
bH
1))

Al E A G o Bt 5, BATT LR 445 2 77 B A A 24T pipeline:

# TITIHE
y_pred = []
for output in tqdm(pipe(KeyDataset(data["test"], "t5")), total=len(data["test"])):
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text = output[@]["generated_text"]
y_pred.append(@ if text == "negative" else 1)

WA A R CA, RINTFEE RN B W BB " negative” WA A0, T~ positive” # B4 K
1o

X Se B I A VF R AT UL ATAE R o o SO R AR AL Y i &

evaluate_performance(data["test"]["label"], y_pred)

precision recall fl-score  support

Negative Review 0.83 0.85 0.84 533
Positive Review 0.85 0.83 0.84 533
accuracy 0.84 1066
macro avg 0.84 0.84 0.84 1066
weighted avg 0.84 0.84 0.84 1066

F15-#k % 0.84, R\ XA Flan-TSHA K FAT0 5 T 4 £ i AR o g 3R 88T Ao & Lo
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ChatGPTH T4-%

BARNAEEAS P LETIHFREAE, {ELanguage AIFURE B — M EZ A RH 22 HRER, 47| £ChatGPT,

B 45 F 46 ChatGPTHE AL (GPT-3.5) 8 JR B R AR A AT, AL RBATT B € T RATLEA A EAGPTEA + F
| o (XA 25 AR A o

FEM R, OpenAlyF T I FutBMBER, EFPR—ANEZAMF, B H(preference tuning)o 41 E4-22F7 75,
OpenAl¥ £ F oGl ZMART N LME (FBLHE) , FERZEEARZLEANE — MK,

Human labelers create
Sample prompts desired outputs

: )
What is Theanswer | Instruction-tuning Generative model
1417 is2, | Objective: generate output [~ -~
: : given prompt

Instruction data collection

B4-22. g4 (BR7R) Aokt 4R W F 30 AR Bl s T RATHOR (F8 2R 18)
OpenATfE A& By AL = A& S AN, XS F o A RF I REZHF. WEA23FF, EMEFRET T A FE L
WEWEE (REHEE) , P8R Rl &2 2 R4 A ChatGPT,

Generate outputs with ~ Human labelers
instruction-tuned model  rank the output

| An abbreviation for | 0
s Gl — Generative model

Explain | T SIEISIE Objective: generate

LLMs e I am not familiar with... -{G:ebo e p.'l'e e

| i t
[ Large language models given promp

are artificial...

Create preference data

B4-23. F 3 HE 7 8 M 4 2K 4 AR R £ R 4R B ChatGPT

R R B A BN N T EFLARCIIRENEMEN . BARTRGMEFMEZHNER, £RE
B2 R E BRI UK. E(F12F]F, ROVEHR R RB0Rf R T E ML 7 2 T, URGWTE
AT EA.

R BB AR G HNLAS AL FANTFRTAARATR . RNAFEWmHME, T2 L # 3 OpenAlly API
VT AR A
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EHENDETO 2, EE % EE A hups//oreilly/AEXVAR|  — A% B K P, 3t 42 B A A1) 2 — A APLEE 47 -
haps://oreilly/Ir'TXIs 7RG, 7 DL A & B APTS OpenATH) fk 425 f5

AT LA XA B AR —AE P

import openai

# Create client
client = openai.OpenAI(api_key="YOUR_KEY_HERE")

ERRXANE 3, RAIEI 2 chatgpt_generation B #, CAF BN ETHER R WA Xk EHEA & R — & X
A

def chatgpt_generation(prompt, document, model="gpt-3.5-turbo-0125"):
"""Generate an output based on a prompt and an input document."""

messages=[
{
"role": "system",
"content": "You are a helpful assistant."
})
{
"role": "user",
"content": prompt.replace("[DOCUMENT]", document)
}
1

chat_completion = client.chat.completions.create(
messages=messages,
model=model,
temperature=0

D)

return chat_completion.choices[@].message.content
BTk, BNFEUZE MR ERMBIATH X

# Define a prompt template as a base
prompt = """Predict whether the following document is a positive or negative movie review:

[DOCUMENT]

If it is positive return 1 and if it is negative return @. Do not give any other answers.

nun

# Predict the target using GPT
document = "unpretentious , charming , quirky , original"
chatgpt_generation(prompt, document)

AR R AR, TURECHFERTB R A, RATVRT RS0 2 U 9 A0 T F X A AR

AEREATTRRANKERZA, HLAREEHERAFREFEL. SHAPL (OpenAlty 7 &) WREHRATK
BEK, THeRERR/EH. EBETAXH, A7 ope-3.5wrbo-0125" WA ZAT RN W IMRHERALRIE L, X
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ERFKFPEEN, EXERKRTRIEE.

®T

LALH SN EAPIR, GV 2B B R HR. DELTMEFAAPIR 2 B A 4R, B FELAPIT e R
&Lt R HER CHRE.

AT Wb AR, RATT UUSEIUA ERIE R ik, B AR 97 KL B T7 ik R RATE B R R R
W, CaRATEGMER, REEZRAKHFELR. GEHARAKE, EBRKE LMW, HIE KK HRMN L ®
KERKEK

EHH GO0penAl—RER , A —AMREF 8185 7 AW B E T 45

BTR, BNTUAMNREEEFWFATFREAXPERURGETUNLER ., WREBHAHOESRELSH (£
%) Ba, TUKLER—F

# You can skip this if you want to save your (free) credits
predictions = [

chatgpt_generation(prompt, doc) for doc in tqdm(data["test"]["text"])
]

52 ATt m Bl —#, BAIF B AT B o BT

# Extract predictions
y_pred = [int(pred) for pred in predictions]

# Evaluate performance
evaluate_performance(data["test"]["label"], y_pred)

precision recall fl-score support

Negative Review 0.87 0.97 0.92 533
Positive Review 0.96 0.86 0.91 533
accuracy 0.91 1066
macro avg 0.92 0.91 0.91 1066
weighted avg 0.92 0.91 0.91 1066

FI3 #0918 2 &A1 — S £ R RATF B AR RN ER. AT, B TRNCwBERR A F 4 5%E LI %,
HNLEE G ERAXBEFRTFEEY. BRNE, CERETROCEERNAHEE L) FLT!

A F 12 F] 9, RAOVERIT TR Z 45 736 T R A ) AR AL
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S8

> -H

-~

AREY, BNARTRTEH S XELFHFLTREAR, MUOREMR B Z2THATEML! A ORKEH#ATH
EATBEEERRL2EE, ARESAEEHHAT UL — EAF.

AARFEF, RNEFTHEAERAFRTRIFEREH#TORS K. RNG EFEA RN BATERELA, A
TRt R B2 %

FNEATAM LB R T FHFERATRNEE. CHFIRBELTATHRO AR HE R L3
TTFNGE, @BENETTRNEREZL X XN LEER FANRBERTERS i, RAOEELEHR I 4
KA E N

FIAE, BATEITT A RA W& R A JF IR 55 4 25 - A 20 25 4% A (Flan-T5) Fn [ JR (X A#F 40 25 B AL (GPT-3.5). #ATE X
AR PR LA KR, TR AR KE SRR R L ATRER (BN %

AT—%FW, RNFREF R X, EEAEREEES X WRAANAZA T L SORKE, KA A
2?2 BMERBA 26 L2 ROBLTETHRBEHTREUREH ZAREEIAY RER L

M Bo Pang and Lillian Lee. “Seeing stars: Exploiting class relationships for sentiment categorization with respect to rating

scales.” arXiv preprint cs/0506075 (2005).
I Yinhan Livet etal.  “RoBERTa: A robustly optimized BERT pretraining approach.”  arXiv preprint arXiv:1907.11692 (2019).

Bl Victor Sanh et al. “DistlBERT, a distilled version of BERT: smaller, faster, cheaper and lighter.” arXiv preprint
arXiv:1910.01108 (2019).

M Zhenzhong Lan et al.  “ALBERT: A lite BERT for self-supervised learning of language representations.”  arXiv preprint
arXiv:1909.11942 (2019).

Bl Pengcheng He et al.  “DeBERTa: Decoding-enhanced BERT with disentangled attention.”  arXiv preprint arXiv:2006.03654
(2020).

[ Nils Reimers and Iryna Gurevych. “Sentence-BERT: Sentence embeddings using Siamese BER T-networks.”  arXiv preprint
arXiv:1908.10084 (2019).

[l Colin Raffel et al. “Exploting the limits of transfer learning with a unified text-to-text transformer.”  The Journal of Machine

Learning Research 21.1 (2020): 5485 — 5551.

Bl Hyung Won Chung et al.  “Scaling instruction-finetuned language models.”  arXiv preprint arXiv:2210.11416 (2022).
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F5F XARKMEMAR

REEBEHA (wa%k) EREXUFFEMALY EE MM, EXRREETEERARG B AT A

XARK G EREIFLAE SR AU RET2H. W SR, BXHUXHEREERT AT
B R A

ot A 4 2 1SR 4T %, I A AT M BT -
Input Output
(Textual data) (Clusters of semantically similar texts)
Document
about cats
\ ca? T~
— —-ﬂ.._\
LL dog ( soccer ™S\
N Clustering O \ O ]
\\ basketball /
}/“ l"----._..----""""'"
pasta
(HiiE TT)
__...--"/

B 5-1. B 2k dE AR A SR 45

EEHAN RN BEMEXARN ETXEXR TR T, HETXRRENAHME. B TRREALHES
RITHIEEHEB LA G RITHERE —ME. XARETZREAR, A6l &%&ﬁ%%y#%ﬁm
Blin R E A8 A AT o R AR R ATIE M B

XARREZAABRFTREKAT A CWARZH, EXERNAFZRAALAEAR AR EES TN (W) £
Ao WHS2M R, RMNEBFHEARRARRREEREA —ANEA, BEFRTLAH B LEAFE,
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Topic1-Pets
Keywords: pet, dog,
cat, animal shelter, ...

NIm|

Topic 3 - Sports
T~ Keywords: sport, soccer,

- ~ game, ...
soccer e 4-"'/

%)

h,

C
L —1

d
o

Q.
. > -
Topic2-Food /" (P& piza )
Keywords: pasta, pizza, <1 T O %
rice, ... —

B52 EMAERN XAXMRRBT EXH—Ma &,

EARFEF, RMNE T LR EWTHEHembeddingE B AT RKE, REHWEIXARLB AW EREE T %, W
BERTopic.

XARRMEMARERS TR EFEREA, BHACNRRTE64MHFREEHEAENOIH T #. RIVERR W
1T 45 & AX 4 75 25 (embeddings)s XA A0 25 (4 R R) £ £ 2 8 07 B (GA RAER) R = £ A NI FE A Fo .
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AXivXE: HHEEE

EAREY, BINEEAXVIE L EAREMTHAEREE, AXvE-NMNFREBRMFRAXET S, TEBEITEN
M. BFPBETE. BRNERRITHEIESTTRNXFE, URFABE A ZHEE G 419914 20244 |
K EHAXivEes.CL ((TE 5i55) o 44,9498 H %,

BN WBEEHAAERXENHE. FAMFROZLMN L E:

# MHugging Facefnzi#uE
from datasets import load_dataset
dataset = load_dataset("maartengr/arxiv_nlp")["train"]

# 1REUTEE

abstracts = dataset["Abstracts"]
titles = dataset["Titles"]
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XARKEENEE

XARKAFRANET RATZTEITRTNHEELR. e T UULERES (Flwnktdsd) RAZREFENNE
o Bk, SUARR KRR R M B 247 8 kB 7 %

REAHHXARRE =, NETHEHRWZRNEIETRONREELR, —POHEBLERNE LEES K =N K
Frdg ik

1. 1% | embedding# /¥ 4 N S 44 4 #: 7 embeddings.
2. 1F JF| [ 2 #2 2 Ak embeddings By 2 J o

3. R KRR R B E S A WU B 4
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X #4Embedding

% — F RAF BATH AR HAR 5 4 embeddings, WE5-35 7. B~ TR EFEFH KA, embeddingsZ i # # S A
X BREET -

F
5 Number of
N umobper o
HEERR’
- =
n documents Dimensions

(e.g., 512 values)

K 5-3. F B1: KA1 embeddingE & 4 >C A4 £ 3% & embeddingso
T A 1E A UL S By embeddingE R Xt TR E AL FE, HH RN KERIE AU XALNBEL. FEH
&, FEHEFARXE, K% Hembedding¥ B 4% i T8 AR L.

EmERANEL—F PP, AV EAMTEBHAT M K ik Fembedding B . NFE-—NEREES LH T4
##embedding#E A, {41 R 4%/ UE R EAT. HATEA “thenlper/gte-small” # A, T FRA E—Fd "
sentence-transformers/all-mpnet-base-v2” A, X B —MNEHYHEE, AREXTH LR TR, HTHEAR
T, BERZHEEER. Fd, FHEZRAAHEHRER!

from sentence_transformers import SentenceTransformer

# RE N HELIEembedding
embedding_model = SentenceTransformer("thenlper/gte-small™)

embeddings = embedding_model.encode(abstracts, show_progress_bar=True)
ik AR E F N Xt embedding® & £ b ME

# KMBAERembeddingsiI4E
embeddings.shape

(44949, 384)
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%/ embedding#[4 384ME , 3X LAE 3 ] R T SO Y 1 XK AR o 7 ¥ LA X Beembeddings B 4K 11148 2 I R B9 4FAE
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% {<Embeddings ¥y % X

AR Kembeddings 27, RMNEAFEF R CNWEEZL. MEEEZKENE 0, ENMNEEANTRENKE ZREH
Ko EENMEEARE AT ZEERERBE L.

7\

Bk, @A&BESFERREIAKRRTRAAFAY, BARNAEXNRERGEMEE AR, FATUF A
Mg AR. M

3-dimensional space 2-dimensional space

(x,y,and 2) (aandb)
f -‘-""'--
f’j 1 —— E'"“--J
_,z/‘f_,.v"f L ® T ]
,/'ff_,z’f f‘ & "“Q- .________‘I I I
f/f/"‘ i . O = . OO C? C
fz: p280s .;ﬁ o 1O ﬂm;n;gﬂny olo % d
e e e ol
0o n Ny O
j==§ 1.Ef.-.r‘..r
LKA O
SN S Q
LS ;

Bim, ZRBERAFRMNBIEEZBNAD, FREDWEERTHRAGHE. REBREERTRIARELT
RRFEEEHREG L REM.
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3-dimensional space 2-dimensional space
(x,y,and 2) (aandb)

AN

°/ Jo/ | |

[ @
N,

N NN\

a OO

Se
ol | o
o>

o
202
O

SN b

BI5-4. [ 45 p e 4 = 1) P By B WUE 46 2| IR R R o

WER, XE-MEHBAR, REEEZFZERMBERL. A THHRAEBUARAELHRE, RNRREEF
W E S ENERESE, W

AN

Dimensionality

N reduction

)

PRIV ]

0

0
rd -~
x/

7
I

Y

I

) 7

OOO
O
1

i
lp,ﬁ

.
0

2. Reduce dimensionality

* L] ] F - -
Dimensions Compressed dimensions
(e.g., 512 values) (e.g., 3 values)

BT 7o
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2. Reduce dimensionality

‘ L] - b - L]
Dimensions Compressed dimensions

(e.g.,512 values) (e.g., 3 values)

Bl5-5. 3 B2: I % frembeddings % {5 2| 5 % 2 ] .
AT e o T 2 O R E R AT (PCA) F 5 — R 1B 3 Fu i B (UMAP)?, it Fx AN, RATEFUMAP, B A &
FEAL TR AR M R A M 7 E 4 thPCAR L8 F 4.

HEE
R, BARARFTRRELRGRE . CNEETEXHERERTFPHAFELRE. AXPMAIBTRLEZLER. &
BREZFRFRTUSNGELEZAFETE.

KT PATHEE, BATEE LA LUMAPE I 4 & & B embeddings £ # % ¥ :

from umap import UMAP

# A5 N\ embeddings M384 4R REIS L4
umap_model = UMAP(
n_components=5, min_dist=0.0, metric="'cosine', random_state=42

D)

reduced_embeddings = umap_model.fit_transform(embeddings)
FATT LA n_components Bk k& R4 R B WMWK, B5%. B, SENN0Z MM EERRGLELREN T EX
RARSEF

min_dist % # Zembedded & Z By /AN, ZANTHHLE RO, HAXFEAF L FEFTEEHRL, BAVHE metric
B A 'cosine' , B A AT ROL R A A 4 SR AR

EHHEE, EUMAPY X E random_state JELERATE SER T EN, HE2ERFTAE, NTREINFEE.
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X K [# 4 Jg ¥y Embeddings

5 = b &3 [ 4 J5 By embeddings# AT R K, W[ 5-61F1 7T

\ O TN
: 3. Cluster reduced embeddings > e ;J,‘ o)
* -
N\
e N—L—1

Compressed dimensions
(e.g., 3 values)

[l

| O]
e

—?—

E5-6. 3% : A ¥ 4% )& W embeddings 3t X 34T R % .

BRW NG EERETRCHEE, kmeans, CHFETAER—ARE, ERNFEN T ERENEE. M
K, 2THENEETUBRITERESE, FEF2BHERIA&EAHETENRE, WES-THFR,

Centroid-based Outlier Density-based

OO
\

0o
O

T
o)\l\
3

@

A
|
Outlier
(Not assigned to any cluster)

e
(%ro
.f/
-0
@)
o
o

B5-7. REEBEFTRYHRENERT X, BRHEFRKHT .
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— AN ETEENEA ZE LB FF 2 JE X % & % HDBSCAN (Hierarchical Density-Based Spatial Clustering of
Applications with Noise) o HDBSCANZ % % & = DBSCAN (Density-Based Spatial Clustering) # 4B & &, £iFE RS
His e REZBWHATRATERN () KR A —METEEW %, HDBSCANL F LA # 45 o 8y 7 &
g, ZREFEFEEABRTHEARENERE L. XLERHFEF2HORIEGETEFMRE. AR, eNo#HA
B o mTAXvXETfEE—EAREX, EHARERNREENERTRLH B,

2Tty e —4, #AHDBSCANAR 88, #1172 F % 5L FI (M 2 44 1 % )5 B embeddings & # % ¥ :

from hdbscan import HDBSCAN

# FAOMSRELFHRENR L
hdbscan_model = HDBSCAN(
min_cluster_size=50, metric="euclidean", cluster_selection_method="eom"
).fit(reduced_embeddings)
clusters = hdbscan_model.labels_

# BAVERT ZDPRE?
len(set(clusters))

f# FIHDBSCAN, #HAIEHBEEFEKTIS6MRE. BARELRE, RNFERD min_cluster_size W, B
CRARET KA &ADKND.
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R L

RAERNCEERTRE, TUFHREENREFRRITN XA, UTRENE. Flan, EHNAREOFRIL
AL A :

import numpy as np

# FTENREOPHIRI= 1A

cluster = @

for index in np.where(clusters==cluster)[@][:3]:
print(abstracts[index][:300] + "... \n")

RETEEERIT—TMIIEXAZIEEFIE (ASL) NZIHHIRENERR. ZRAETMosesTRHHRT T —EE, HRBIDUFHITER
MR, Bk, BIEMAXAEEMgloss, XB—MPHBEAR. . .

AT FIENMARMARIIE S FHFTEFT A EAXMNIESF AR5 BTRAMNEMBNNFEARDO B, AXEETT
BEHMEXBTFENDT. SEMITHE. ..

RO EESFROETETEFEIENERSE. BT LRI, ASHEDFEIERACENDENZE TIFSHE; ERREK
ETEXER. ..

MBS LA, IANMRERRE R T FIELFN S, RAH!

HNTUEHR—F, ZHBERTUN, AFEFHHTHA X A, RNFEEIMENGEE &, THER
ATRE ¥ DA /y P T b 4 ] XA :

import pandas as pd

# 1838A%ER N ER —HMET R
reduced_embeddings = UMAP(

n_components=2, min_dist=0.0, metric="cosine", random_state=42
).fit_transform(embeddings)

# BIEEIEIE

df = pd.DataFrame(reduced_embeddings, columns=["x", "y"])
df["title"] = titles

df["cluster"] = [str(c) for c in clusters]

# ERSEENEREE ()

to_plot = df.loc[df.cluster != "-1", :]
outliers = df.loc[df.cluster == "-1", :]

KAL) BATH#E ( clusters_df ) Fo ¥ E (outliers_df ) Gl T HAEE, EHKNBFTHFLZLETHHFR
HE R e,
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EHETEERARFATTU A2 ERE LR L TRRRMNELRANNLNET. BAXRAH, EETia
REFERRER, AHCNEFHES. Bk, ATTME. 8 ORERZHESN AR 2!

AT ERHSE, RATEEHZF 4L B2 EE natplotlib :

import matplotlib.pyplot as plt

# DREHSEENEREE
plt.scatter(outliers_df.x, outliers_df.y, alpha=0.05, s=2, c="grey")
plt.scatter(
clusters_df.x, clusters_df.y, c=clusters_df.cluster.astype(int),
alpha=0.6, s=2, cmap="tab20b"

D)
plt.axis("off")

EwENEESS|FEEY, vEERREMFREIER. ERAKEWTAMRAMES €M, KHAHDBSCANK ¥
MBEN—H. BTRNARENHK, SEEEKRZEERERARE, TR A RE ST —E,

B58 £ W%k (Be) fmrp¥E (k&) U2DTRAER.

183



HAENE EREIIA, EXFRUERNEANENBRET 2. R, ROTUT BREM TR, AXAREHER
F AR

184



MX AR KB £ MBEM

XARKRRERBXEE T RAEMMBEAT L, RN T, RNTUAFHREENME, FREEN
WX R A KRR BT B, BRNRET MR TFEXEGHE. ROTURZHEN ZAL FIE .

EMEXABBEREEFRAAZARBEERNBERTHARA ZHEH. ERLE, P RRE - AR REHR
FRA B KR AR, WRATEESIF T

Input Output

Textual data Topic representations
( ) Topic (Topicrep )

dog” cat || animalshelter | | breeds || pet

| | Topic2
Topic rﬂu::ra:hzlrngr.b pasta] pizza | | rice ] [ recipes] [tﬂﬂkiﬂE]
— Topic3

sport soc-:er] basketball | | game | | athletes

Representations can take many forms:
keywords, bi-grams, labels, etc.

B59. 4%k, ERb—BXBRRT, BT URAZLMH K.
XEFARFEREAFIEN” FIE , MEAER" F%7 . “BF & BME FXPEARELREIA. Bk, 2O
T ERM—ANB—WARE, TATEM P E g ki k2 M £ RN S X

£ 1973, ik Ak R 52 F 4 B (latent Dirichlet allocation) , {8 % 44> = L 4P iy 18 B} B 17 I & o 30 Wy R 3 A R &
fEo E5-10&F TR T AR TARIEHL 5§ A M40 X AT

E5-10. & F kg A AN E M EW A RREK B .

X 867 % 8 H R 97 4R (bag-of -words) B AR A SUR Bl i £ BAFAE, FEARTH B HEIE A EH T XA X Al
ZTF, BNEORRETOIAEZRT XA E, B CKRBTHE T Transformerby #h N, X B N # 11E & AL
il 4FxEE AR B AR BT SR AT T Ao

AARTE, BNFRET—AEEERCH SORRE P AREER
o

BERTopic, # SCAR XY & 5| £ 7 28 # 0
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BERTopic: M3t MBS

BERTopic/Z —ft £ AL A, CHAEBXHUXANRERRREAM LB ZHET. HREHLET UL H T
FRKIHEM

B, WES-NET, RNEESZMXCARETOAFHENEF RO, BIREEE, &5 xHE%EE 0 #
NHATR K, DRI TE AR LU Y 4

B 5-11. BERTopicifi A £ # 5 — ¥ 2 R A 5 XA R By R 2% .

Hok, vEITARZHE % (R K% sHERERIL RPN R R EES A J8%, ERANESIEFEHEZITB
oy, WwES120R, EwE AR RAE, TEFANEREAE S E RSk RN ERTTATRICERN
SO 2 .

B 5-12. 37 2 3 3T S AN R 2 ORI M T R 3

KW, AAMEREI. ¥4, XRXHBANET, MRNEXBHEZRERAGNA HTHRAEXAFE, £
MR A EANRRAITEY, TARREHNITE, WwES-135 R,

B5-13. BT HHEARKT R REN XA 27 0 E R & Ke-TF.

HR, B the” A7 17 Ry R EAEA SR E Z% B, B S0 SO R BHR D B & X BERTopicff Al 26T %
B9 -2 AR (- TE-IDR) R R, dAl L RREFEX W EFRTESNE, A4 PrA K& P 4R 0 2135
i O V&

FA kWA B, WcTRIDF# 8T, #7 U %& 87 HIDFME, 451457, DR R I 54 KX b A
S A B DA B B B B R S

B 5-14. Bl 2 A % .

HREHENEFWRE (IDF” ), RNTUEEE N8 HE ( <TF ) HFE, FEmaE ( “«IF
IDE” ) .

W[ E 5151 B 7R, XANRAR B F = 30 AV E KR 9’7/\?% B AT 0 & BB Ao AT DA GE A scikit-learn B9

CountVectorizer K& RIE BHA (HAM) kr. X FANREPANA —ADER, IERE IR R AT
H4 .
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4. Create a class-based bag-of-words 5. Weigh terms

CountVectorizer c-TF-IDF

2] ]2 IDF

sl6l3]B] e log(Ra)

iG] o

ItF ]

F5-15. BERTopic pipelinety # —# o R xR EM: HEARIEEL I cHHRE

VX HNFHRELRK, WREFKTEMR, #&R TBERTopicH 5T ¥pipeline, W[FEH5-16]F7 Ko it 3X pipeline, #
M UREIELMUE XA, FNEEFERB SN ABARTNER, —MAEZTEFWRERS, EHZEHR
B AR TR

Clustering Topic representation

----------------------------------------------------------------------------------

F5-16. BER Topict 5% #pipeline k XA IEH N F B : BXfFHE T

A pipelinety — M R ERHE, REPEAEFAASBRERALE LRI BL. flit, #FTEIDPR, 241
FARHT SR T b R B3 . 3 f Bpipeline ) 4441 1 4 L8 B WS (LA I, ERATHEASE B BH W
CRES T CES PPN

W[E5-171 R, ER sentence-transformers A E B A HANBER , BT T UK EEZ A EMEBHIEALA. XFE
FER TR £ R, RS A ZHDBSCAN & ok 57 % (5, R ¥ PAE Al k-means & 2% X 5
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Build your own topic model

A J O J J L g Jd J Jd L A U J J L
c-TF-IDF c-TF-IDF

CountVectorizer| |CountVectorizer
HDBSCAN k-Means
UMAP PCA
SBERT Bag-of-words

Topicmodel1 Topic model 2 Topic model n
(default) (customized)

El5-17. BERTopicHy 3k L R — MR A, AFREME CHRBMHRZ A,

PR DA MR S A8 KR R @ AR ARAE 5 pipeline Wy &3 0 #0 W] LA SE 2B 0 5 — MR Bk, B AR
B, Frx A AR LR R E| LR o [ Language ATGUREY X &, BERTopicHs 78 1 #7 X & !

BERTopicty & B A,

BERTopict 3k 2 A 7 —AME % & AV E R AR 09 Al A k& 5 F B 89 R ] . 4l 4n, BERTopic X % ## 8 i
ey

. B3 E H # M (Guided topic modeling)
(F) BB EmaEs

o« BRAEHEME

. AETHAER

A

P

« FREE]

« LU HEMBRME
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- BATHEF AR

o ERAEMEH

. FE

A A B % RE R A # B A (BERTopic & B M — 3k XM o7 F oy 2t

o e o T MR

A BN W AXivE & E2/TBERTopic, RATT A Z A& XA F N (BRARX T RESF HH)

from bertopic import BERTopic

# {EREA)ZAE X AR ERIZREATHIRREL

topic_model = BERTopic(
embedding_model=embedding_model,
umap_model=umap_model,
hdbscan_model=hdbscan_model,

verbose=True

).fit(abstracts, embeddings)

ARMNEARRAREHEM. get_topic_info) FEA THETMENKIAN ERRAM:

topic_model.get_topic_info()

Topic Count
-1 14520
0 2290
1 1403
2 1156

Name Representation

-1_the_of_and_to [the, of, and, to, in, we, that, language, for...
0_speech_asr_recognition_end [speech, ast, recognition, end, acoustic, spea. ..
1_medical_clinical_biomedical_patient [medical, clinical, biomedical, patient, healt...
2_sentiment_aspect_analysis_reviews [sentiment, aspect, analysis, reviews, opinion...

3 986 3_translation_nmt_machine_neural [translation, nmt, machine, neural, bleu, engl...

150_coherence_discourse_paragraph_text [coherence, discoutse, paragraph, text, cohesi... 151
151_prompt_prompts_optimization_prompting  [prompt,  prompts,  optimization,  prompting, llm... 152
152_sentence_sts_embeddings_similarity [sentence, sts, embeddings, similarity, embedd... 153
153_counseling_mental_health_therapy [counseling, mental, health, therapy, psychoth... 154

154_backdoor_attacks_attack_triggers [backdoor, attacks, attack, triggers, poisoned...

7T DA SRS 2 R A B o 4 B A

54
53
53
50

BAEMAE I FRALT, RBERAL Nae FIFA” _ BB BA Name FIIEBATH A YK T M A H Py
&, BHUEFT REAKLEAN IAERA
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HE

WAL EERRTE —ANEAAFEN-1. BERAECEHALFEINENETAG XA, BN EHE. XRRELER
HDBSCANW £ R, CALBE A S MHRE. EHGREEME, KA AEA &H #EH % tik-means, 3 # A
BERTopict] reduce_outliers() BB EBEHEEHRLITI LA F.,

KNS EEANER, HEM get_topic BHRRMBLEXBFARALNKEM. Fln, EMOBEUTREH:

topic_model.get_topic(@)

[('speech', ©.028177697715245358),
('asr', 0.018971184497453525),
('recognition', 0.013457745472471012),
('end', 0.00980445092749381),
('acoustic', 0.009452082794507863),
("speaker', 0.0068822647060204885),
('audio', 0.006807649923681604),
('"the', 0.0063343444687017645),
('error', 0.006320144717019838),
('automatic', 0.006290216996043161)]

fltn, EROM A KHIE speech” « “ast” Fo” recognition” o FEF X kX, % E AT = X Tautomatic speech
recognition(ASR).

FAVT R find_topics() B BREE R R E R L T M. i RATH & X Tropic modelingy E 7 :

topic_model.find_topics("topic modeling")

([2z, -1, 1, 47, 32],
[0.95456535, 0.91173744, 0.9074769, 0.9067007, 0.90510106])

KRB ERM25 RATHE R FE AR B EA N EO0S). wmRBANREZEA, W UEE € LR X T opic
modeling#y & i :

topic_model.get_topic(22)

[("topic', 0.06634619076655907),
("topics', 0.035308535091932707),
('lda', 0.016386314730705634),
("latent', 0.013372311924864435),
('document', 0.012973600191120576),
('documents', 0.012383715497143821),
("modeling', ©.011978375291037142),
('dirichlet', 0.010078277589545706),
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('word", 0.008505619415413312),
('allocation', 0.007930890698168108)]

BAEA o3 XA E BE X T ropic modeling, {81k {15 &HBERTopici# & & 42 W 2| T XM E A

topic_model.topics_[titles.index("BERTopic: Neural topic modeling with a class-based TF-IDF procedure")]

LA xSl Ak FAT LA TR IR B RS E A

"

BERTopic Wy MR b FF AR %4, XA ULAT i, A, EHEURT RELEEH, MET kil
G KR FF LM

ATUHEFARRER 7 — 5%, ROTUEBCRRENGT. AHE, RNURT - IMESTAUREFWURTA
Hy KR . I BERTopic, & UAI#E - PMRERXLE, I RNHEBRERRFEFLEAUR AL S %X
o

3% E #0148 8 5t UMAPA| 2 8y = S embeddings reduced_enbeddings « Ji4h, % RATRHEE XA Lo, RATHE T
L ES T ENPCESE £2 LIPSt

# B ERRANSAY

fig = topic_model.visualize_documents(
titles,
reduced_embeddings=reduced_embeddings,
width=1200,
hide_annotations=True

D)

# BRI EE F L
fig.update_layout(font=dict(size=16))

5187, AR EERELRN T HOEN TR, R URAEFEAN A, ANEAMHEARREFZE

o
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D2

B 5-18. ] AL 16 AL Fn R B dir

0 _speech_asr_recognition
1_translation_nmt_machine
2_summarization_summaries_summary
3_image_visual_multimeodal

4 hate offensive_speech

5 _gender_bias_biases
&_relation_extraction_re
7_reasoning_cot_math

8 ner_entity_named

9 prompt_prompts_shot
10_parsing_dependency_parser

11 _legal_court_law

12 word_embeddings _embedding

13 sentiment_reviews_analysis

14 tuning_fine_lora
15_translation_mt_ge
16_medical_clinical_llms
17_aspect_sentiment_absa
18_explanations_explanation_predictions
19_quantum_semantics_compositional
20_generation_text_control

21 law_zipf frequency
22_adversarial_attacks_attack

BERTopic # AR LA ET. A=ZMERER, UTHEAZFH XA

# AEEHE X BN ETE
topic_model.visualize_barchart()

# I ER Z EAIX R
topic_model.visualize_heatmap(n_clusters=30)

# AL ERRADBTE R IR
topic_model.visualize_hierarchy()
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BRI R R

2| H A7 A E R TR R W BERTopic i, BARE EERMA, BRI eMARTRKER KL FEA, A
ZRVE X LM

fRRT FRAAWRER TS, HERAEXERTWEL . RNTUEHAINERAREXN LT, FEAERX
EERAEAR (HRAER) S EATHE. WwH 519 Fix, AV AT BIE A0 oW AT EHHF, UKEL
RERT. HER, IREFHFUHERENBEZHEE RN EEIA, RINEEF S EFNFRANEA,

Original topic Reranked topic
(with c-TF-IDF) (in improved order)
Summarization [ Summarization [

Summaries [ Summaries | NG
Summaryl_____] Abstractive | NN
Abstractive ) Evaluation [
DocumentC—] ~ Reranker Sentences[_]
Extractive_____] (representation) TextC—]

Rouge[____] Metrics[__J
Documents__] Datasets[]

FactualC_] Neural[J
Evaluation Model ]

A 5-19. B EH# 7 R4 - TF-IDF 47 R HOR £ KT o
Bb, &AM RERA, w520 fir, CEIIME-NERETHFRUKRBHET.

# BERTopic #, XHWEHFHTFEBURN ArHE AT EN—NEEFAR, TARTHRUAFELEA
HEHRAT. Blw, WRRNAKETIANA X —ENER, RTHRRFEAENEAMA —K, TF & &N

Wl 5-21 i 75, # BERTopic it T &M &M R T, AFEHRAET. RFREETUS KRR, EATAY
FERBOART
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. : Reranker
6. Fine-tunerepresentation I (representation)

Reranker
Fine-tune
representation

Representation
Label topics

Clustering
Topic creation

A —
5. Weight words c-TF-IDF
4. Tokenize words CountVectorizer
| —
3. Cluster embeddings HDBSCAN
2. Reduce dimensionality UMAP
1. Embed documents SBERT

B 5-20. EHHF A& (RT) KM T TEIDF xR o
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Or stack
multiple blocks

Choose a
single block MMR

KeyBERT

Fine-tune topics KeyBERT
with representation
blocks

KeyBERT " "

spaCy e -

B 521 N TE-IDF RRE e, EMTUBIAMRTEBHTHR, EFHFFRABEFHE,

ERNEXWAEAXERTALN, ANELFERTAE. ¥4, RNBEREFLIMEAT, AHREES W
B R RA Y AR

# REFRBRR
from copy import deepcopy
original_topics = deepcopy(topic_model.topic_representations_)

ok, RN -MEENEES, ATHRETACELAN 27, ULBALRET RN KL

def topic_differences(model, original_topics, nr_topics=5):
" RIRIMREL Y B ERRTHES"""
df = pd.DataFrame(columns=["Topic", "Original", "Updated"])
for topic in range(nr_topics):

# REMERNS D ERIREEIS TN

og_words = " | ".join(list(zip(*original_topics[topic]))[@][:51)
new_words = " | ".join(list(zip(*model.get_topic(topic)))[@][:5]1)
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df.loc[len(df)] = [topic, og_words, new_words]

return df

KeyBER TInspited

FATE R 1 # — N3k r B £KeyBERTInspiredo IFE 48 & F 45 2] 4, KeyBERTInspired 2 % X #1712 Bl . KeyBERT /&
KWk . T KeyBERTH 1T 4 3% A8 B B Hb % 38 i SCRY N 3R AR SOAS o R B3 44 o

BERTopicff il 3 L8 J7 #% o KeyBERTInspired {# /fl - TF-IDF# 38 1+ 5 U4 8 - TE-IDF{E 5 a7 = A8 2[5 8 A8 L £
RN E AR AR X WwES2207 7R, WEESNEANFHOERN, I 5 F2%E R RN AT K
REH T K.

Embed representative
documentsin a topic Embed keywords
My cat is cute cat
Thatisa cute dog that
Ilove pets cute
| Reranked
Average embedding l keywords
v o —
— Cosine similarity (CCCC3. )=cute[]
N |

F5-22. KeyBERTInspired & 75 A& & % 42 o

T BERTopicly A, AT LU A KeyBERTInspired £ 1 1% £ A& &, WA FHATHE TR XS K.

from bertopic.representation import KeyBERTInspired

# {FFKeyBERTInspired B ETERR
representation_model = KeyBERTInspired()
topic_model.update_topics(abstracts, representation_model=representation_model)

# ERETEER
topic_differences(topic_model, original_topics)

ES -

BE # e
)3
0 speech | ast | recognition | end | acoustic speech | encoder | phonetic | language | trans...
1 medical | clinical | biomedical | patient | he... nlp | ehr | clinical | biomedical | language
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ES -1

" BE # e

2 sentiment | aspect | analysis | teviews | opinion aspect | sentiment | aspects | sentiments | cl...
3 translation | nmt | machine | neural | bleu translation | translating | translate | transl...

4 summarization | summaries | summary | summarization | summarizers | summaries

abstract... summ. ..

EHENHEAE T EMWFRERNE S TR E. R TEAETHRARARNGE L. REER FWNEE, mome
(£/3) , REWZNEWE, BTRERFERRTZLAMBEA K. dTHARERRN, ZBUETEAREGH
& RME

WK AR K e

€ F - TF-IDFA §] T J& 7T B KeyBERTInspired L R, RATE £ KRB ERETHMBALEFH UL Hlin, KT
WE B A summaries” 17 summary” XFEAMALFINT A, B UATEFHE L

AV DR A 2 B 5% M (MMR) A 5 B (LA 80 2 MU o 90 oK T 4R B — LB BT S5 LS
A A, R RN ARER A ERITE T RER WAL RFERE - SRBSH,
VB BRTRUATES KRN S

#EBERTopic ¥, #ATHAMMRM — 44746 x #38 (Han304) ##h—AMENMEE S c#AES (10
) o B ITARFIL, RRE A E AR T TBH A AR L.

SERX—mA G

from bertopic.representation import MaximalMarginalRelevance

# {#FMaximalMarginalRelevance EFEMER R
representation_model = MaximalMarginalRelevance(diversity=0.2)
topic_model.update_topics(abstracts, representation_model=representation_model)

# BREBER
topic_differences(topic_model, original_topics)

FAE ®E e

0 speech | ast | recognition | end | acoustic speech | ast | error | model | training

1 medical | clinical | biomedical | patient | he... clinical | biomedical | patient | healthcare | ...
2 sentiment | aspect | analysis | reviews | opinion sentiment | analysis | reviews | absa | polarity
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FER #E e

3 translation | nmt | machine | neural | bleu translation | nmt | bleu | parallel | multilin...

4 summatization | summaties | summary | abstract... summatization | document | extractive | rouge ...

ERNERARTERATES WS H M, flin, EMIRDR—A" summary” KOUEH, TR T H A
BERRTTME S WL,

®EF

KeyBER Tlnspired FMMR 41 & 7 # 4 — 4 £ H 7 77 ) %t 4 R . KeyBER Tinspired 5 514 11 F & B )L 5 4 45 B
B 4 T 9 A SR 838 UK
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XA IR F R

BERTopic®f Wy & T ERMNL MM R ¥ — AR Y BHF5ho KT, ERNEEL—FFLLRFHMHE, &RHE
BAESMIESTAHERBA

AT R it 08 B HF R 8y —#54), A BERTopicth B AU 4 MR . BT R MR & MM RIR A FTA X
W ER (TRAKE A |, TARAREN R0 2R KRS, WES2DHR, RITRLRKEHF X
B, TR R ELAR AR 2 B A Y R R — LR T A R AT

Keywords Documents
[ attention, text, nlp, transformer ] +
| have a topic that contains the following documents:
[DOCUMENTS]
The topic is described by the following keywords:
[KEYWORDS]
Based on the above information, give a short label of the topic.
Label *
Pre-trained transformer models in NLP ]

B5-23. i XA & RLLMAudf R TA K5 A AU Xy k5 17 Fu SOAS R 28 £ AT &

FiriRTFHEBANA R Bk, 7 [DOCUMENTS] AREIFANG A B ORIt — AN DNF &, #EZTA, Rk E
M. B HCTFIDFES THE L ARG RABRHEUNEN . Hk, MREAG B8R EHRLET, HHEH
[KEYWORDS] #F4% 5 o X #8777 LA 1 - TR-IDF SR & ATE A 4 1E Wb B9 (7 H % ok 4 o

B, KNRFEAGNIERAEA - RERER (TRAZKENER) , IFZAEMIXHEA—K (TA&E
FAXH) o BNMTURBEFSERBER, BEFREFEHEE, ERMAE-FPREIWHEB T4, B FlanT5
A,

FANBNE - NERAT A BIFHERT, H#IL representation_model 5 K 7EBERTopic# # A ¥ :

from transformers import pipeline
from bertopic.representation import TextGeneration

prompt = """HE—TEEMUTXAENER:
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[DOCUMENTS]
ZEMEI T XA ' [KEYWORDS] '
BT CMRETE, KO EMRETHAR? "

# {ERAFlan-TSEMRFNTNWERRT
generator = pipeline("text2text-generation", model="google/flan-t5-small")
representation_model = TextGeneration(

generator, prompt=prompt, doc_length=50, tokenizer="whitespace"

D)

topic_model.update_topics(abstracts, representation_model=representation_model)

# BREAER
topic_differences(topic_model, original_topics)

Topic Original Updated

0 speech | ast | recognition | end | acoustic EEHEHR

1 medical | clinical | biomedical | patient | he... /AR

2 sentiment | aspect | analysis | reviews | opinion PP

3 translation | nmt | machine | neutal | bleu HEFEEH N EN BT
4 summatization | summaties | summary | abstract... HE

B, T WET, SRERTELUTRSTFEER. AT, HORE, b7 BE/HRT, NFELE
, FRANERR KT E M. L KITE R OpenAIHGPT-3.50 kI, FREZBALNEKR, METMAHES
EERA:

=z

/|

i

F N

utll

import openai

from bertopic.representation import OpenAI
prompt = """
FE— I EEU T XL ER:
[DOCUMENTS]

ZERMAM T KR : [KEYWORDS]

ETERMER, MUTHEIRE— D EENE R
FR: <EREDIRE>

nnn

# {ERGPT-3. SEMEAMERRT
client = openai.OpenAI(api_key="YOUR_KEY_HERE")
representation_model = OpenAI(
client, model="gpt-3.5-turbo", exponential_backoff=True, chat=True, prompt=prompt

D)

topic_model.update_topics(abstracts, representation_model=representation_model)
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# BREAER
topic_differences(topic_model, original_topics)

Topic Original Updated

0 speech | ast | recognition | end | acoustic FJH AN BB R B TR .

1 medical | clinical | biomedical | patient | he... 4 4 [E 2 XA %k 7= 5 3 89 % ¥ F = 2 sentiment | aspect | analysis | reviews
| opinion J&F 77 T By 1 K447 3 J& 3 translation | nmt | machine | neural | bleu ## 2 A, 2% #1F 3 58 £ R 4 summarization |
summaries | summary | abstract... SR EH A

ERHFESCANZRZ! RNEELRAEAGPT4, EERFENPFULENZIANOTAERFELE. FER,
BERTopic T X IR T ]l OpenAT#y = dt , 3 SCHRFAHLJE 3 o

®EF

BRERKRBNFBFFERER, EUMNMARKMA XN FME, RAEAZ T XN, BYENERSH EHME
T o BERTopic A FrH £ F R th k7 ek EMN. fl4n, & LLE 6 F KeyBERTInspired. MMRFGPT-3.5
KFAFE — AT A

i X BGPT-3.54 RBIAF A, RAITTUCIEHEZHNEE, FH datamapplot A (FE5-24)

# FIAEERRANSAY

fig = topic_model.visualize_document_datamap(
titles,
topics=list(range(20)),
reduced_embeddings=reduced_embeddings,
width=1200,
label_font_size=11,
label_wrap_width=20,
use_medoids=True,
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Machine Translation

ic-7: Advanced
pelStnigues in
?cm- Topic:3: Neura
and raph A Macnlne‘l‘unsmlnn
Meda ) Enhancements
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M 4

N =]

-~

EAREY, EMNERT M ELEEF I FUREALLM, @ ERATERRRAAMLE., REAFRSLERE S
BRRAT, EXARXELEBE T EAERAEARS, BACNEHETIEXANEX OR#TLH, TEFHER
2o

BAONBT R XHR RN LRE, TEERMAARESE A HMERT, KA LY embeddings. 45 /5 7f ix 26
embeddings i I R AR, HEmERBURTEFHRKLER. G, &M% %JEHembeddings £ R F R K5 i xt iy
AXAHATRE . FHERKA B RN NS LU U R (T Bk e R Ko

AT ERZAFHEE, RN TBERTopicn &I 0 3h R REMF By BROKRERE. XA %8 E HMH
A EAEM, REEKEXHF LA EM. BERTopic 1t 3 5 #y - TF-IDFIR £ 7 ik £ Rx 8 £ AR R, %7 RE
T8 I Hy 2R AR kM A BT A R 2K o B R X 3R AT A A

BERTopicty —AN £ B h f & H A A 45 o ZEBERTopicH , &F L HFRE T WEMREE, X AFE 2 = M H4h
K, NTIAR —EAABM LA HATEIT T & A FRAE % % (maximal marginal relevance) f1KeyBER TInspired fE
OB TF-IDF & Ry AR T 87 ke wsh, ROVER T § L —FME £ &RKXLLM (Flan- T5fGPT-3.5) Rt —F
AT AR, B A R T B AR A

AT—FH, RNEEBER, FiTlat & ) ER Sl 0% L7 %, B prompt engineeringo

M Harold Hotelling. “Analysis of a complex of statistical variables into principal components.”  Journal of FEducational

Psychology 24.6 (1933): 417.

I T eland Meclnnes, John Healy, and James Melville. “UMAP: Uniform Manifold Approximation and Projection for dimension
reduction.”  arXiv preprint arXiv:1802.03426 (2018).

B3I Leland Mclnnes, John Healy, and Steve Astels. “hdbscan: Hierarchical density based clustering.” /. Open Source Softw. 2.11
(2017): 205.

M Martin Ester et al.  “A density-based algotithm for discovering clusters in large spatial databases with noise.” KDD’ 96,
Aug. 1996: 226 - 231.

Bl David M. Blei, Andrew Y. Ng, and Michael I. Jordan. “Latent Dirichlet allocation.” Journal of Machine Learning Research
3. Jan (2003): 993 — 1022.

[ Maarten Grootendorst. “BERTopic: Neural topic modeling with a class-based TF-IDF procedure.”  arXiv preprint
arXiv:2203.05794 (2022).

[ Maarten Grootendorst.  “KeyBERT: Minimal keyword extraction with BERT.”  (2020).
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[# /< . |Prompt Engineering

ARBHANEY, BNEZHTHAKEFRBCMIE RN E —F . RNFEARRTTEMHEA, wEEMELEER
%, BREETIORRTWER, WBERTH AT EHA,

ME Rt &, RAVER T £ B A SOURE KT SRR, X AR B8 & ARy 4 50 F )  transformer (GPT)o
X MR FLAT e R ] P48 AR A R OCAR B 2 M RE O o 3t prompe engineering,  FATT ML SRR, AR A KUK
By JE

AARFEY, RAEEFEBERELERER, RAHJ prompt engineering. £ RAE WA ATHE . Bif, EEIF
CEZ R
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R XA L AR A

A HATIF 46 5 3] prompt engineering 28l 2 7], WRMEH XA £ RBER W L RZE X EEZMN . RN WFTEFEMEA
B A KAV LA AL RIF IR A2 AT T 42 5 A ok B it 2 3 o ] AR AR A AT B R SO A iR 2 oy
M .
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BEXALEKER

HEXAERER R EE L AEN T REA Z Bl F. BALTARARTHRESR, ERNEASTESL
ETHREA, BACNRBEES REWET R REA.

(H6-1ERT —/AN#aa Py 2t A, X WLLMsAE KB ORI L 34T T TS, #EF A& 2B H#AT T
R

Foundation models
Model size

___________________ N

q) Release
"""""""""""""""""" > date

LLama StableLM Falcon LLama2 Mistral
1B/13B/ 3B/7B 71B/40B/180B 71B/13B70B 7B
33B/70B

Bo-1. EaER ¥ U SRR AN KA

M A, BAMAR T RTEZHT AR, AR AGEATESE LTS, REEFEANER T
R E B E5

FAMEDVA—A/NE FERbAE A T4, B DLk 417 4k 22 [] {#calibre_link-1414 .calibre9 contenteditable= “false”  primary="
Phi-3-mini” data-type= “indexterm” }{# Jf Phi-3-mini, ¥ H 3805 % (1% T 1E A £ 8GB VRAMW % 4 35
7o RATIE, ¥ RAEANBAGEEILE MENEKRESR. BAGEARETREMA TR, HH#HEEKX
MR R T Bk,
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AR XA L AR A

EEA R EEN T %, EWRNEMTEFTF e, £FF transformers F:

import torch
from transformers import AutoModelForCausallM, AutoTokenizer, pipeline

# MEERtokenizer

model = AutoModelForCausallM. from_pretrained(
"microsoft/Phi-3-mini-4k-instruct”,
device_map="cuda",
torch_dtype="auto",
trust_remote_code=True,

D)

tokenizer = AutoTokenizer.from_pretrained("microsoft/Phi-3-mini-4k-instruct")

# BliEpipeline

pipe = pipeline(
"text-generation",
model=model,
tokenizer=tokenizer,
return_full_text=False,
max_new_tokens=500,
do_sample=False,

Sarm A AR b, RAVE EAT et R A K AR R AR .

ATRAR— &, LERNEFFRFIZIFHAT, ROERLIMHFE—DMXTHHKE:
# Rm
messages = [

{"role": "user", "content": "GIIE—1"XFBNEBKIE, "}
]
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A R

output = pipe(messages) print(output[0][ “generated_text” ])

**° {.output data-type="programlisting"}
AT LBAEREREE? EAIBTERBIFENSE!

TEJ&JE, transformers.pipeline B 48K 3k A1 89 B4k 3 O 4 3R R AR o AT FT DL 3T 37 5] JK JZ B9 tokenizer 48 &
AR

# [FIRTRIR
prompt = pipe.tokenizer.apply_chat_template(messages, tokenize=False)
print(prompt)

<s><luser|>
BIBE— X FIEHEBOGRIE. <lendl>

<lassistantl|>

RN T HAARIE <luserl> # <lassistantl> K B[H2F]. I AMRTHEMR, Z[H6-21FH—FHW, EHEEI S
WEHER. CARBHETIERT A28 EE, BATHEFERAT N ZEEE R XA (L <lendl> FFIE) o A
REAHEEHALLMI — R A E

AT—%FF, RMNEECEAZNMERG BN A EAFFR, RATTUFEA transformers.pipeline K K 114
PARBMAHE . HTR, ERMNRR T EFEE R
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Phi-3 template

® Beginning of sentence (BOS) token

o Start of prompt
e Prompt : User

[ -=:;=- ][ <|user|> }

-

‘Whatis1+1'

» End of prompt

e Start of output

<Iassistantl>}

Model

rThe answer to 1+1is 2!][¢Ienl:ll>]

Kl 6-2. Phi-378 5 AE A XX 7 W32 B AEAR o

209
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R A il

RTINS, RNTURTAEEASHREFBRANTEEN R L LA, ERNZATHB TP, RTRLEEE
| RATE pive BEFHEH T NS, B4 temperature F7 top_p o

HHE BT WAL, LIMBEARAAX G — AN T ERZET LN T W IRR £ R TR, 4RLLM
T & & Rk —oken i, €A BN B B token Bl — MR K F o

WA T, EATF REEFE.. ¥, RATFEARE RE R FE Lokent X AF L kL~ X
BtrokenE#. KT, MAHTHER AL , EMEERSES.

T ) High likelihood
... truck
[ | " am " driving " a ][ ? ]—b
.. elephant
) Low likelihood

H6-3 A REME D KL FE & KB T —token.

YRV BAER, RATEKERE do_sample=False UHRMIMBEEMAEE F R BN, XEREL2HATRASE, §
HHER N T —Mrokeno AT, EMA temperature 1 top_p S 4k, KN FERE do_sample=True UFEFEH ¢
1T

Temperature

temperature 3% & R XA HALE R E M. X T HBMER M okendy T fE . EAREBHR temperature X
ORf R A AR By fr, BN CRRBHFERT A w[E6-4FTR, BN E A& R E BN .
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Low High
< temperature >

car T car

truck 22222 truck 22
& B

O
elephant elephant
- .. N

probabilities probabilities

F6-4. BB W temperature AT & RBEE K token W T R M, RZF %Ko

Bit, K& temperature (#10.8) ¥ 2~ £ ELHMMEE, TWRIKH temperature (410.2) 26 7 5 2 M0y
o

PR A F £ A temperature , W TR :

# {FFEtemperature
output = pipe(messages, do_sample=True, temperature=1)
printCoutput[@]["generated_text"])

A LBTERLFILE? AAENSARATMGS!

i

FEEREFETXENRDEH, MHFEHE! temperature BINFAHNAT X, B KA A 7 B AL Ftoken,

B

1%

top_p

top_p » WHR Hnucleus sampling (%K A£) , £ —FEFHLLMT PLE & Htoken T (B0) BWEXBH K. ©2F &
token B B3k B H E MR . R BATH topp HE HO0.1, ¥ 2H EiokenH 2K B|iZ . wREHANE topp HE N
1, B4 % & i A token,

65, BB RTE, CLHFRED Woken, FHFARD” GlEME" WY, THMZEAFLLMAE S
token H 2k 5 o
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Low High
< top_p b
car car
truck [ | truck [
elephant __] elephant )
1 ]

probabilities probabilities

F6-5. ER M top_p Hin T TH B4 K Wtokenk B, KZAF Ko
KM, top_k B HAFHAZFILLM T DLF 8 £ D ihtokeno R G HAH F 100, LLMAE L 18 #E % 5 & 8 7 100

Moken o

T AR HE FER topp , WTHIR:

# Using a high top_p
output = pipe(messages, do_sample=True, top_p=1)
printCoutput[@]["generated_text"])

Why don't chickens make good comedians? Because their 'jokes' always 'feather' the truth!

WRFTR, XRESHEAFHFELEMR (5 temperature 1 top_p ) FF FUMM (K temperature 7 top_p ) Z
#4798 50

%6-1. %64 temperature Fo top_p {8 W8 JH = o {#calibre_link-229}

=~ A B emperature top_p"

\T ﬁ

P N B Bk B fokenit. HEBEE SR, B AL
AW H . # FRERTE LR,

P 2 R " WE B 5 ST Floken, B EATIN. FE AR TN
1% ‘ I .

BlE 5 . T MAN E rokenith. TR AL 7T A 4 BB B (TR Fr
& ‘ M B,
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okl kil emperature top_p'

\T j\i
. . 4 Hrih 5 E AR Wl tokens =4 3 R4 A B )iz i3 L3R
FFE 1% &

t B, SXAAEESHENME.
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BEIRENT

HXALKLIMI Rty — AN EEH 2 &R TR BB KA RT, KATH 5] S LLM A& & T % #9085 o
TR AZFAE BALREL, RETENERERFZMEE & 5] A oow R .

RETIRFAMRERT ARG RT. CETURAMEIFEHEEHENTE, WRRITREREF LSBT E. X
—MRAMMAHERTE, FELR. RPHUETATHSH T ENRT LT,

AT E, RNENFRT TR R ik, UREAM LSRR BRI NG5 1o X 50 a0 BT 4% 2 #
LLMB G877, 34 53X KHER 7 37 .

BNEREEZANFAL: BT FEZEEMAL?
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REWERARER

LIME =AML #. ETHEmAN (BF) , €2RTMNTRREG T £ELS (WECCHT) , BRELH
Z A8t JLANIR R A ALLM o 5] v i o

Basic prompt

Input The sky is

0
LLM

Output ¢

Generated text blue.

E6-6. — A EAMpromptT . RA % M, BT ULLMA 6 530 % 5K 52 A T o

N, REZANTOEHNEARTOAR, BELETRE TS R, RATEH HE L1 [\ LLMA 3% 5 & 8 4 2 9]
B AEH R fTprompt T A T 5l MLy R, HATHE—EL M prompt.

Blbn, TR 7, HATH LLERKLLMAE 4 F 2% A A SE AR Beo 28 5k 22 A W prompedy By o 7 41 1 41 1K
B G A 5 4540 K 0

Hy prompt



Instruction prompt

Instruction e———={ Classify the text into negative or positive. ]

Data @ “This is a great movie!" ]
e I r
0
LLM

Output ¥

Generated text o—[ The text is positive. ]

E6-7. A Apromptly WA AP : 18K L Fue B4 W Ftl o

B &5ty BB T Eprompt PR E L 4 tF. Blam, H T HRAEA RHE” negative” R positive” , HATH I
MEBETERBYE FHEA, AEHSY, RAAEA T LE” Text: “FH A" Sentiment: “DLF 1k H A A &K 5% & 4]
Fo MR, XHEMKAKNMENR" negative” 3" positive” o M T fh % A B B4 X A EHATI 4,
BEEZT RGNS, RS2 0B XMEN.
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Instruction prompt
With output indicator

Instruction e Classify the text into negative or positive. ]

Output indicators @ Text: ] [ “This is a great movie!" ]—OData

——[Sentiment:]

LLM
Output ¥+

Generated text o—[ Positive ]

E6-8. i 46 4 Rprompt, AVFAETHE.

AT LAk 225 fin 2 E Hrprompe By TL &, H B AT M EATF KB R o RATH LU BB R 1, EF A th R
R, REFIGETXE. RBAHERRETH, MFEFRETRERS. RiTRRAGFHaEERZXR.

& fhprompt — B3R, 18 prompeil B A I 6 — $ AR WA W BN B B A R FTHLB L T X2 prompt
R 82
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# T 54 W Prompting

B Sprompting R % R, MNEGLLMIT IS ¥ 2| 50 & Z kWA R x4 A €40 78, promptingi® 7 F T 1E LLM B £ 4F
8] R AR R R . XK E T 454 #prompting.

E6-9& R T T34 Wprompting K HEZE Ay S MRl RNEMNEH T A+ AT LS —A, BEEL X

Supervised classification Search Summarization

Politcs [ |1 (& Searchavey

Cars 2] —————— 5 :
+ Music ;1 | S——— 5 ;
L s H | c—) :
 Religion[] e :

---------------------------------------------------------------------------------

Code generation Named ennty reco gnltmn

->>} print(“Hello World!”

= _:
‘Hello World! ' o& ;
f e—Je—
: i S—— :

I------- -

B 6-9. 3T 1§ 4 ¥ prompting#y F 41 .

BNMESMF LA F Wpromptingté X, EAEMY, FEWLLMBE AR A, ERLIME % — B XAT 2 R4
FHEAK AT WA — K, E6-10% 7 LUK B x to ] o — Ly promper o
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Instruction e Summarizethefcllw-'ingtext:]

Data ]
Ps : ¢ | three sentences

[ Explain the above in two to ]

Is the following text neutral,
negative, or positive?

Classify the text into neutral,
negative, or positive

Output indicators e

Sentiment: |

 Definition: an entity is an organization (org), a person (per), or a
| location (foc). If it does not fit with the above, use (misc).

| Verbs and adjectives are not entities.

i | Extractentities from the following text:

B 6-10. % JL A 4l 8y promptr e ERA—MAAIW, HAWEMFMLERIWTLEN

BAXBELSFELRAGES, EEFEERTRE M EWprompting R TAARSEE. KEHARWEFFR
FlREHE:

A

BHBAGEEZAN iR, TEERKLLM FF&E#HR” , MRERY” AFBLHAEN =R EH#AK, HE
HIEREH 7

47 %t (Hallucination)

LLMs ¥ it & B 5 342 R4 R B K, KW HA 4 5% (hallucination)o 7 T R H B, FATH MLERLLM R A 42 fo i 4
A ERER. WRTMELFE, TUEE" RFmHE" .
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Uy

ERTWIT A KSER KBRS FAHENTRKES, PHNELLF RS,
R) SRTER (LHEKN) Bf S

KR, AGETURRREREN . B RFFrg g EA R ZE R4, WAL AL XN ENT RSB
Ko Blim, WREMKL” AR =Z4E" WIHES, ETRSERTENBE. REARSE—H, BHEMERE

TLIMsti i F 8= F Ak (FHEK

EARBUN LT X, RAERE LHESEREMT 240
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P& e

MEELE, QIR - MFRRTTRELRREE. F—DMEERGEAE, BHALTR, Fo—L50, fEXRT! &
W, "rAaRBRFER, B bEE A FLLMs B3t oy 2% 32

ERE, RGN BAART R BRHEAR, ML R R TR TR, — 5 305 0F A LLMs & 3
BUHWAR, RE, RNEZLHRBRBERA,
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R BN

EWERNERTIENEFRENAF, RIAFH SN AFARK. ERNHE-ATAT, RNOWRTEEHE
A Bl bR S, WA, RERTERTX ALY, RTUREFEMEFATRE L.

FRE AT IR EER TR/ YR R, —F LA a

fit
BRLIME BN A €. 0, WREAAT RENESWEL, TUEA FRRGHES LR .
54

(AR HRERT I ROFRETAS W 2.

EFX

WSS L TR SME. REET” AR R4 SR

fst

LIMEL R S8t OB e AT, LIMA BB RS —MER, S0 8 50 R 5 R P,
4

AR ORR B AR, AR T AR AT, A TFREEN, ERELS ( “GR5Y—HEE ) BERAWI.
B

LM & B XA o B0 B35 8 B AR E A 240 —H I R, (R 7T # R 18R 4 E R Y35 .

Hip

EEHAR B LW EE .

HTHE, LRNTRAMNZA A LET, FEATEHIANEME, XEH611HE5 THT.

EANBRWRT B TR ESACHF . RATT UG d R i fefg IR A2, JF A BT eI fr v oo 61257
T, RNTUERMERNGRTHARRENILHBHR.

BEATARRT H LIRS A CNWRF, EoRNZ e ETEREfog By &2 e, 7P HLLM
WA E. eqER, EAREAARRERTH, TREEXEEN. AIRT, BNAR LB LTS
B A KRBT T

222



Persona
{Identity)

Instruction

;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;;

Summarization

| Youarethe expertin large language models. You excel at breaking 1
| down complex papers into digestible summaries.

o

N

(Main task)

Context e
(Additional information)

(Additional information)

Audience e——
{Forwhom?)

(Style of text) :

Data &—— ...

(Summary) :

| The tone should be professional and clear.

r

, Your summary should extract the most crucial points that can help 1
researchers quickly understand the most vital information of the

| paper.

&

|

, Create a bullet-point summary that outlines the method. Follow
this up with a concise paragraph that encapsulates the main results.

"

.

, The summary is designed for busy researchers that quickly need
to grasp the newest trends in large language models.

E [Instructinn ] i & | Persona ] 5 | Context ]

E :—: ) : EEE E )

; + ¢ | Instruction ] : : | Tone ]

---------------- | Data [ Instruction ]
: | Data

He-12. MM At LHTRRRRT IRV ERARH L
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FHRARE! EREFRTIRF A/ S M B#H L, WEANERME AP . CoRREZATFLEIEREKYT
BB E T BB INE data R EFREH B T 0 HKHE:

# RN

persona = "EEAEESEEFENER. KERKEEXCXS BN S TEROEE. \n"
instruction = "REFRMEICXAXEELI. \n"

context = "EHMEMZERSABNESR, BBARTARARREREXNREERES. \n"
data_format = "SIE—EQWE, MASE. AER—TEENEESEEESER. \n"
audience = "ZHEZRNITRUARARILTH, BIISFEREREEARESEANRES, \n"
tone = "BARIZEWHER, \n"

text = "HERLNSER"

data = f"EREHNAE: {text}"

# TERT - BRIRINESS UEBEN LR LN
query = persona + instruction + context + data_format + audience + tone + data

®EF

AT AR A S A, DRGIEMM AN, wmERAFERHE (A, “ZIHRNORLEEERTE
.7 ) RIIENABRZ —ETETURTRAUEEMKE AR TAGA A TERERAEMN. XTFL
& o Ag LT RA RH .

MERBEX LV, ZEREL R TRERFAGAEUAR COmy FRRT, B, FEE, FRRTFHELLE
BB BOR P A B A, By e A8 Y SR B T B R B e AR 4 R BB T Y Sk
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ETXEA: RETH

AWNERH T, HAREEHERLLME ZHA 4. BAEHMERK R A TLIMERER Z6, &7
MWE#H—F. GHERES, I LTERRTESR?

AT UL LLMAR G H AT Z LIy 50 F 4 0 o Bl o X8 H WA A £ T X5 F (in-context learning), AT A R A2
1 E B o o

WE6-13f R, RIEEHLLMER Z P rfl, X8 SZHBR . FHARRTF (Zero-shot prompting) £ F| 75 ], — K MR
7% (one-shot prompts) i Al AR B, D # A 4R 7R (Few-shot prompts) i | N2 E % 7 .

Zero-shot prompt Few-shot prompt
Prompting without examples Prompting with more than one example
+ Classify the text into neutral, negative, or positive. Classify the text into neutral, negative, or positive.
E Text: | think the food wasukayr_ E ‘r““-“-“““-""“"“““"-"“"““““““"“:
» Sentiment: ... | Text: Ithink the food was alright.
l:;l “““ h t ““““ t ““““““““““““ Sentiment: Neutral.
ne-shot promp
Pomptngwithasigeeranple i et
t Classify the textinto neutral, negative, or positive. | | Toyt. | think the food was horrible...
e Sentiment: Negative.
Text: | think the food was alright. R iaatiiiei i St |
e t Text: | think the food was okay.
pretestessesssssssssssssssssssssssssssssssessssessesase - Sentiment: '
i Text: | think the food was okay. T —— '
1 Sentiment: :

H6-13. A F BN AR TTH .

KRFRMEGRE, RONEE" — AR TEFIE « ZETARET LM Z LI 4 LRI T 28 HHET
#lo

FAVT DUR BB R 7 ik By R AR O — M BT AR WA M k. AW EARRAER— NG A EHIF L H
AF. ATREGERATHRE, KT i £ RARR &R — V88 AR I IE 4 F 805 Bl

AW, BMNEERX 2 EATY AL (user) IR B BEE K E (assistant) o HATE B T Ao f 68 F AL AR AL 28 3% Ap X
5.

# EREWECEY FHRHE N RHE
one_shot_prompt = [

{
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"role": "user",
"content": "'Gigamuru'Z2—MBAXRSREE. EAGLIgamuruX MaNEFRblE: "

})
{
"role": "assistant",
"content": "B —1Gigamuru, BEMIZFAENLY. BEREREEZE. "
}5
{

"role": "user",

SEMHIT "screeg" RIERUMEE. —MEA"screeg" X MIWEGFHIF2: "
}
1
print(tokenizer.apply_chat_template(one_shot_prompt, tokenize=False))

<s><luser|>

"Gigamuru" 2—MBEARREE. —MEA"Gigamuru" XMINEGFEIFE: <lendl>
<lassistant|>

HE—TIFUALHENGigamurufERLLY), REREREBEZE. <lendl>

<luser|>

STEMHIT screeg" RIEAUMEE., —MEM"screeg" X MIMNEFHIF2: <lendl>
<lassistantl|>

IARTHRATELR P e FH B, WRERIT XM, ERXBGEEE T HiE. FAXRRE, RO
DUAE A T

# LR
outputs = pipe(one_shot_prompt)
printCoutputs[@]["generated_text"])

ERRIAS R, TGtaditiscreeg T I FHERE, BEMHITRAE,

CERMAE R T A E!

HRART A, BRED AR T I T Eprompt engineering #y AR T T o AT LUK LA A FF B 8y — Bk
WS HERNEHEA R ERMRTURITMIRAE HE" AuEd.
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HART: QA

AZAHATE, RNRXRTHARTAMABF A RRGLIMM . BAXAF S AARRRE, EXTH
BB BT R BT R AT o

BN UARTZETFRERTABMEE. AR L, RINE-DRTHHEENT - MRTEHEN, AT
MR R E SR B

ATRAZ— &K, BERNEBEEALLMARE - RF - EFEFRNURFBE R FIERHEEEER. BARNT
MLERLIM— R M 58 REAME S, ERATF DA 1F] B 0 & T 2o

B, WEGI4HR, RAVEE—MIFEE, AP BARK, KRS P BHE—RIEN AR RE,
RERARI. 84K PREROEHE LI,

O [2) ©

Generate Generate Generate
product name product slogan sales pitch

Create a product name Create a product slogan Create a sales pitch
[ based on these fEatures:] [ based on the following: ] [ based on the T&luwing: ]

i F
LLM :
i |

a
LLM }
Bo-14. (= bttt , BARTOURGENAR. HERHEE L.

R R R T AR AVFLLMAE B A28 P L E S M, WA RMRENFE LR DT RIEA
H—go BATE BN IR AQ A RAATIE:

%,

# A mOEBRATE
product_prompt = [
{"role": "user", "content": "RI—PFIALLMAIEIRIZEARZZMAITE, "}
]
outputs = pipe(product_prompt)
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product_description = outputs[@]["generated_text"]
print(product_description)

ZiR: 'MindMeld Messenger'

ImiE: ' RREREE, —REN—S'

)5, AW LU & R i B F W LLM A R 80 & Z 0 fr N

# BT RiNERImE, ERHESR
sales_prompt = [
{"role": "user", "content": f"AMNUTTRER—TIEEEENHEESE: {product_description}'"}
]
outputs = pipe(sales_prompt)
sales_pitch = outputs[@]["generated_text"]
print(sales_pitch)

N4BMindMeld Messenger - fRRULEBENAE! B BIICIFTANAIIRRALE B FABMEREXNE, {#HAMindMeld Messenger, &N alf
HWBRBHE . MEAHRER, SHBADE, MEEREXNESR, FAMindMeld MessengeriZFHERADEKT - SXEERHEEEEE
BEXHER—5, MBIRA, IHSEERIARR!

ERBEMFTEROAARE, E—PEBZHAZRNTUAFSRRARARETEAGS K B, & HRMATEEKS
token K EAI A 8D, TEETUEK,

R LT ARG, @F:

o] 2 B
ZRLLME H A E 28l £ R H -

HAART

FHTURENMRT, HFHATREEH. Alin, BXZALIMHATERS MRE, RAEHEAGIFERURMNEL,
Gk E

B R A A RAALLME # S F. fln, wASHE. FRAAE. WEKENH, ABERNZEY
o

AT—FF, RIMOE B AR, FRALLME R E&. RIGEE AR AFEEE—R, Wil TAHE
R ERZA, IRRTENERGEUTEN IR SRR, ILFTHERTELARORTETZ, E—%K
M. BAHmMmEER.
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W & AR R AT R

ARMLEF, RNEZREFRTHEIMAN, BB RMEE M. IEFREFTEEAR, WRFE, BOLAR
ERERBELNE LEHENE —F

HERAEGRGEOARM Y, BF GLIMN AT H ST T, RLTHBEENTHE. ROBA £
W7, EA T AR, XA AN R I G B IR I A e R I R R R AR AT Ao

KT, CNRTHHETURAERLNATN, BATRIR" AER" #3E, B MmARKNHRER L. 84
B, HMNBEIRTTESLIMaE, UWEENEELERRELLME AL .

BT EREH BRI N, NELR—FHEEALTH B RERRA 4G M. BRTE, RAOTWEEy T
PRI R SRR SR,

ARIBERK A5 ERMAEFRENIE. €5 B 5 & KokenT HA T 8 K FBAT A B9 £ AL A A2
fho MEZT, FH2EER—AAER. ZBMEHNTE, XUTIRAERERRE, °

WRAMNELERBEREENEMR D RN B RXEHRY, BRNARLRRZEENRR2HEREF X, TEELR

GIREFEEARLWEN. AATF, RIHERRILAHR, ZUHARREAEPNAXBEREFNILEALLE, B
W R ERAE
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kgé&ﬁi: 5EA$2?$§[]2§

ERAERMEFTELAEENE S UREE S RABL MR E RN T k. B AL ERBER T B
£, TR R BB EA AT A RE,

WEG-15 77, CERTFRETH, BB L RE N Z AN ZHATR R, X REERERARNT BT
N BREGBEREHES, WwhFEA, HoRAR. FmEEESRAFEA LR ﬁzj:/\?ﬂi?iéfrﬁ 7+
BT U tokentt HEANEI T R, HH A F o & AFU oken # A VFLLMAUE H i

F\m/i

One-shot prompt Chain-of-thought prompt

Prompting with a single example PFCH'H pting with a reasoning example

Q Roger has 5 tennis balls. He buys 2 more | . Q Roger has 5 tennis balls. He buys 2 mnre
cans of tennis balls. Each can has 3 ++ cansof tennis balls. Each can has 3 :_. —
tennis balls. How many tennisballs '  tennisballs. How many tennis balls P

does he have now? -+ doeshe have now? . .
“ A: The answer s 11.  + A: Roger started with 5 balls. 2 cans of 3 :_ lr: :,.[_.1'1”1"“'
oot eiouitaaieiiein " tennis balls each s 6 tennis balls. ' (thoueh
. L oapa . (thought)
' Y +h= »
+ Q: The cafeteria had 23 apples. If they used : , ;
20 to make lunch and bought 6 more, : | Theanswerisl. !
hgwmanyapmesdnthe]rhave? : ".I'_:'.'.'.'_'_'_'.Z'. i'_'.'_'_'_'.'.'.'.'_'_'_'_'_'.'.'.'.i'.'.
T Q The cafeteria had 23 apples. If they used :
¢ 20 to make lunch and bought 6 more, ~® Instruction
how many apples do they have? :
[A:Theanswerisl?. 4 ] ......... 1 pp¢y ............
A: The cafeteria had 23 apples originally. Reasoning
They used 20 to make lunch. So they process
had 23 - 20 = 3. They bought 6 more (thought)
apples, sothey have3 +6=9.
Theansweris9. v/

& 6-15. Chain-of-thought promptingf# I B R AKX WRAE RER A XL E PR HE,
RATEE A 1B 70 A R Bl R E R X AL

# {#Fchain-of-thought@&

cot_prompt = [
{"role": "user", "content": "Roger has 5 tennis balls. He buys 2 more cans of tennis balls. Each can

has 3 tennis balls. How many tennis balls does he have now?"},
{"role": "assistant", "content": "Roger started with 5 balls. 2 cans of 3 tennis balls each is 6 tennis

balls. 5 + 6 = 11. The answer is 11."},
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{"role": "user", "content": "The cafeteria had 23 apples. If they used 20 to make lunch and bought 6

more, how many apples do they have?"}

]

# LR
outputs = pipe(cot_prompt)
printCoutputs[@]["generated_text"])

The cafeteria started with 23 apples. They used 20 apples, so they had 23 - 20 = 3 apples left. Then they

bought 6 more apples, so they now have 3 + 6 = 9 apples. The answer is 9.

ERBALANERER, TANZARET BB BRI, €T UFRLAH K EE K mRRITEREAE R

& $& chain-of -thought 72 3 5 & A L4t W0 4F O i, {2 €9 52 F E A prompt P R BE— DM M RER A, WA P T 6
Tk RAG X SR o AT DAG B B SR R R AR 3482 (zero-shot chain-of-thought) , T £ 2R BT Fl. HF %

TR R, B—MF L EA RS R EAEE" Let” s think step-by-step” , 40

Zero-shot chain-of-thought
Prompting without example

+ Q: The cafeteria had 23 apples. If they used

. 20 tomake lunch and bought 6 more,
how many apples do they have?

- - = o=

—
(]
-
L
—
=.
=
—
(¥,
—t
D
<
=
=
LN
—
D
=,

--------------------------------------
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[ 6-16] 7 7% o

@ |nstruction

- = = =

—g Prime
,  reasoning

A: The cafeteria had 23 apples originally.
They used 20 to make lunch. So they DIOCess
had 23 - 20 = 3. They bought 6 more (thought)
apples, so they have3 +6 =9.
Theansweris9.




H 6-16. & i 7= %] # Chain-of -thought prompting, A K, CAEF41E" Let’ s think step-by-step” KPR HEFEH W #
#,
{8 B A1 2 BT A8 R 6 o 1, AT T DT 88 4 2 AE B T Am Bl prompe P BB A 2 Bl chain-of -thought iy 3 2 :

# Zero-shot chain-of-thought
zeroshot_cot_prompt = [
{"role": "user", "content": "The cafeteria had 23 apples. If they used 20 to make lunch and bought 6
more, how many apples do they have? Let's think step-by-step."}
]

# HEREE

outputs = pipe(zeroshot_cot_prompt)
print(outputs[@]["generated_text"])

Step 1: Start with the initial number of apples, which is 23.
Step 2: Subtract the number of apples used to make lunch, which is 20. So, 23 - 20 = 3 apples remaining.
Step 3: Add the number of apples bought, which is 6. So, 3 + 6 = 9 apples.

The cafeteria now has 9 apples.

EFRRETH, RNBRAF TR GHET . IRENF2ERTIHER BRI W EZNER.
HIPALEAEE AR, LLMW DB AT A R B 0 £ R RAE R .

2

E %prompt” Let” s think step by step” T K E b, EEFZ BN RAN AR, FEEMBRFE, 0" Takea
deep breath and think step-by-step” 1”7 Tet’ s work through this problem step-by-step” o
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Self-Consistency: % #r 1

% RAE A A8 R By prompt /] i 2 F A F AR, WRAANE T temperature 1 topp FEH AW — B AWK
Bk, fird 85E 0 i 2 AR Erokenty AL L FH K F XLt #HER, FEXR

HTREXHRENENEARGERERNERE, JIANTE—FETE. ZFELERER L RELER— /\T%
T, WS REREAREEE, T ERAN R, EMACETUZE TR temperature 7 top_p T1H & W,
o R A SR

WEC-17 o, B A B LR REKARER Y, ANNERERRTHRELSF, TUH— P RAEIM T o

Self-consistency

Sampling from multiple paths

Q: Roger has 5 tennis balls. He buys 2 more
cans of tennis balls. Each can has 3
tennis balls. How many tennis balls

does he have now?
G Zero-shot
+ Let's think step-by-step. :_. chain-of-thought
Reasoning
process (=
(thought) LLM
If he buys 2 cans of 3 tennis Roger started with 5 balls. 2 cans of each 3 tennis balls
balls, thenhehas2x3=6 2 cans of 3 tennis balls each is totals 6 tennis balls. Add S on
tennis balls. 6 tennis balls. 5 + 6 =11 top.5+6 =11

----------------------------------------------------------------------------------------------------

{ A: The answer s 6. 9€ i iA:Theansweris11.\/ ATheanswensH\/
................ PO T A, ———

* Majarity vote

iTheansweris 1. v/

..................................

B6-17. BIM SN EEEERHE, RNTUEH S EZRRRIORTROEE.
KW, EHELFELZREER—ANFEA. B, REZTETURGEE, EERETofE, EdokihFARmH

=t

Ho
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REM: RRFPHAIR

BTl — BN AL EELTAELLNHE BLNSN B FREFEHEMRERE, RN B ARG
A ORAE AL B Hr

HRPFARAEMRT B AENERERTHTENRT. xR FNRHTUEEER T RE, CAFRAE
FIAM .

BHEHIERENT. SAGEFES S REGF AN, WE2BAETHIRE A Y. £EF—FF, WA
G181 7R, ARMBPRAEEF KA FRAMAT £. RECRBLHERER AT EHF 22T —F. "
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Tree-of-thought
Exploring multiple paths

Q:

Thoughts
are rated

Reasoning
process @

(thought) %

ol il

Final answer

He-18 BRAHETHIEMN, £REBTULRE TN T HEL. RERANRNEL, HEREEHWEL,

URELRSABEN, WnERFARUATREH, IR FEEFTAR. AFT RN AZFESRRA £ RE
B, x2BEREEARTFHEE. FEWEL, DEARINEREEEMER S Y HENRTHA,

FNTRSZ KA ERMER, TZERBEFAIEN SN L XL A EREGETH ZELHKLMEFEE,
BE G RIR. BAERRT I — AT E:
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# BB
zeroshot_tot_prompt = [

{"role": "user", "content": "BR=PATAENEREELZEXMAE, AEERHRE MMNBZNINTSE, RES/NADE.
AREFABERGUET—F, FF, IREAERETAMREIREMBAIIET, BIIMSEF. OER'BREE23MER, WRMIB T 20T
&, XET76M, tIEZMER? "BMERITIEER. "}

]

AT LA xRS R AR R LLMAR (T [Bl R7 & % [P AL -

# LR
outputs = pipe(zeroshot_tot_prompt)
printCoutputs[@]["generated_text"])

EXRL: $EL - NERNBHEFG: 237%ER,

ER2: HRFL - BERTFENER: 23 - 20 = 3ITERMR.

EXR3: HEL - MEFRIMFER: 3 + 6 = ITER,

ERL HB2 - WAKRELTTE: RERITER.

BR2: B2 - WBITHE: 23 - 20 = 3, B3 + 6 = 9, HHRIERN,
EX3: $B2 - ARER: REWIRITER.

FIEERFEEHRALITEH: BEBEITER.

BMFRAARTEHLEZE, EXREAT TXEHTR” o F 23X — 3 & N prompt engineeringl| 1% 77 87 & K 167
AtiE” AR
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far i 3ok

ETERBEAMBN AR AEFRATR2WERN A FITE R DM EIL AL, Joi fod o B2 6 i th DL
Wy b B R AR 7 ) 48 R G 2 A B By A R ALRL R 22 JF R REE M

oAIF Hr oy R B OT e A

25 fe i

BRABRLT, K&HAERBERAZN T dB R OK, THMBERERAET X F RSN FERAFERL
S ¥ R A RIEAT S, #9JSON,

CEC k]

BRI AR £ REM Y, CMARTEHERNERE . flin, SEBEERAFDEE T HEELF
—ANE, B R ZR M E =AM EE.

12

— U FRAERBERAPE, 2EARTERZLRMERRN M. A, AATRERAETLETEES.
A&t e BCID. L. XAZIRET R %

iR N

WERAZERMEF X LIERERER. EFAZRARELERNBEEREEFL AR, ERILHL T,
IHANTARR top_p F0 temperature 5B M T, =l £ REA Il Ot 7 F . EBERF W B R & KA & 4F
R B — B

B, A=A R Ak

7= P

FRHE— BT o Ay o AL
%

15 7l coken it AT 12 .

O

ARG T S 8y Bl AR AR

AARAT, RNENEHRMTE. =Mz BB F 125 i m N A0 T

R A
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N

BEMEE—NEREBEY TR R A RERRERE N ZR M AT Rl EWmEANZATIRE S, few-shot?# 3
RAG T AR B i A R BRI 7 3 VT LU B4 S i o S AL

Bldm, EENFR—AGT, ROF L2 ERMEEARPGH KA Z A BHRE. RIOAFEATH T4

# Zero-shot®>]: TRERA
zeroshot_prompt = [

{"role": "user", "content": "LAJSON#EH NRPGHEMAIZAEHRE, "

]

# HERREEE
outputs = pipe(zeroshot_prompt)
printCoutputs[@]["generated_text"])

T json
{

"characterProfile": {
"name": "Eldrin Stormbringer",
"class": "Warlock",
"race": "Half-ELf",
"age": 27,
"gender": "Male",

[#11% & #y markdown ] %]

KAOMBT AZPFERANAERER, EFHT FRNER, HCGGUF#E Ko 1lama-cpp-python T EiX F A& ., % A

TE% (1) #A.

wFRATEA MR HEE , ZIXNE B notebooko I 7 IR A7 S5 7 #4856 0% X VRAM. 16 4071 DLIE AT DU R R &

ZVRAM:

import gc
import torch
del model, tokenizer, pipe

# FENF
gc.collect()
torch. cuda.empty_cache()

RAERNCEEFET AF, ¥ LUmHPH3
FEATe nictx FeM RHEA Y ET XA

o BAVK n_gpu_layers WE N -1, FRx &AM A EHAW i H B #EGPU
repo_id 1 filename 5 #y 24 A Fr 78 4 Hugging Facef: £ :
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from 1lama_cpp.llama import Llama

# fNEPhi-3

11lm = Llama.from_pretrained(
repo_id="microsoft/Phi-3-mini-4k-instruct-gguf",
filename="*fpl6.gguf",
n_gpu_layers=-1,
n_ctx=2048,
verbose=False

FAEF A BISONE = £ s, AT A T ¥ response_format 762 HJSONXM %o 7K E, ©H 5 JSONIE 3 & # %
Hr A AR R

AT HAE— K, ERANZERMEA A Z—ANJSONK X HRPGA €, F T4 5 H# T (Dungeons & Dragons) &7 :

# L
output = 11lm.create_chat_completion(
messages=[
{"role": "user", "content": "JRPGEIE—PISONBXNLTHEE., "},
]1
response_format={"type": "json_object"},
temperature=0,
J['choices'][@]['message']["content™]

A i th 2 B 90 L JSONAE K, AT DL A = AF A JSONAL 2 -

import json

# &R json
json_output = json.dumps(json.loads(output), indent=4)
print(json_output)

{
"name": "Eldrin Stormbringer",
"class": "Warrior",
"level": 10,

"attributes": {
"strength": 18,
"dexterity": 12,
"constitution": 16,
"intelligence": 9,
"wisdom": 14,
"charisma": 10
}’
"skills": {
"melee_combat": {
"weapon_mastery": 20,
"armor_class": 18,
"hit_points": 35

})

"defense": {
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"shield_skill": 17,
"block_chance": 90

1

"endurance": {
"health_regeneration": 2,
"stamina": 30

}
}!
"equipment": [
{
"name": "Ironclad Armor",
"type": "Armor",
"defense_bonus": 15
})
{
"name": "Steel Greatsword",
"type": "Weapon",
"damage": 8,
"critical_chance": 20
}
])

"background": "EldrinfE— AL ST IDGEVIVRERA, BT PREMMKENEESE, MENTRA—RBANEL, 8
GBBRIPARLETEB DA, "
3

BrdAE RIEHHISON, ZIERMNBPEABEOHMENAEFFEAERBEE, AxbyHEFFRNHZHEFE
I A Ko
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M 4

N —H

-~

TEARZEF, RATHE T T # 3L prompt engineering 71 #y B 36 iF £ A 4 RAE A 89 2ok &l . KA1 E & X E T prompt
engineering 7 K By 61 3 M Fo B 7E £ e Mo prompthy X B 41 Ak R A AR AL AL 3E AR B RO A R K .

FATH — FHAT T & Fprompt engineeringd A, W _E T L 3] (in-context learning) F B 4 4% (chain-of -thought) o 1% 2k 77 3
BRAAREROIRENES EAENEERT S E R EEL LM, NG AREELE.

BWI R, AFERR T prompt engineering & I LLMs#y — /N X8 07, B A €8 AT S H 8O0 m HE R E L R
E Rk FofR 4F . # 3F F 4B prompt engineeringd A, F AT B ALLMsih — i, A RBERINERN R EW
B o

T—FHAEXBBAmAERM L, REAA LR G EFHRABA. KA1 prompt engineering, K FLLMs 40T
RO ek T

M Nelson F. Liu % A . “Lost in the middle: How language models use long contexts.” arXiv preprint arXiv:2307.03172
(2023),

Pl Cheng Li 2 A, “EmotionPrompt: Leveraging psychology for large language models enhancement via emotional stimulus.”

arXiv preprint arXiv:2307.11760 (2023)

Bl Tom Brown 2 A . “Language models are few-shot learners.” Advances in Neural Information Processing Systems 33

(2020): 1877 — 1901,
WL,
Il Daniel Kahneman, Thinking, Fast and Slow. Macmillan (2011),

O] jason Wei 2 A o  “Chain-of-thought prompting elicits reasoning in large language models.” Advances in Neural
Information Processing Systems 35 (2022): 24824 — 24837,

[l Takeshi Kojima 2 A . “Large language models are zero-shot reasoners.” Advances in Neural Information Processing

Systems 35 (2022): 22199 — 22213,
Bl Chengrun Yang 2 A, “Large language models as optimizers.” arXiv preprint arXiv:2309.03409 (2023)

Ol Xuezhi Wang % A . “Self-consistency imptroves chain of thought reasoning in language models.” arXiv preprint

arXiv:2203.11171 (2022),

0O Shunyu Yao % A o “Tree of thoughts: Deliberate problem solving with large language models.” arXiv preprint
arXiv:2305.10601 (2023).

M “Using tree-of-thought prompting to boost ChatGPT’ s reasoning.”  F[ 37 [8] https://oreilly/a_Nos.
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FTE. BEAXAERBAFTTH

EH—FF, %ﬁﬂ‘]%ﬁT?%ﬁlﬁﬁﬂﬁﬂﬂiﬁiﬁikiu%‘#%*”(LLM HR AR M R A LA AR RFE— L/ i
¥, XELIMB G| R mEREHEREERN SR, XETTEATFEBALLMM & E & 200 F LLME # K
Bk Z AMdE, himdaad R R TR,

AREY, BNEEEX B EFFEMARERGH BT, RNTRMAA 2 KkE—FHERALLMKRHE
Bofufy %82

FRWR, AXEWTERBRAFRMNE—FRIN—FF A BN T ILEFROERERS L E TLLME
Ao ah, TURER P ERTRERAGHEALAHNEZ—

EAFEFR, BAVERR UM R A KOO 7 A&

HAL/O

Ao 3 Fo i Al LLM

Bz

# B LLMIT 12

3

WaRTH GNP TELES

i B 7 ik A A B

éﬁ&%%m%%mi EERR, ZIERKH B BATEARZ P HEME A XL EH R A LangChain & 5 7 IE 4
Wit R R F T 5LLMA T1E. (8437 & B9 53 HE 42/ DSPy#n Haystack o ¢~%ﬁ%E@H¢ﬁ%%

%OE%&?%ET~ﬁﬁ%O

Vs

LangChain
Modules chained together

Model I/O Memory Retrieval Agents

» Prompts » Conversation « Embeddings « Autonomous
*LLMs memory » Documents * ReAct
« Qutput parser « Summarization «Vector database « Conversation

[571 LangChain & — M ALLMI R EMER . CEAMRMAME, TUEEE - RMEZRHLLMA %o
HRFRFHE-—HRGHEEEFRY, ECNWAEENEAFFETHMIRS T SHREFARLEREEE—
R, RafE-—NMEHAAREUERGMRNETLLMM R 5. XBHARHE S HERLLME X REH T

242



BAI/O: 1# FlLangChainfn ] B AEE

Te A 86 4% F) Hl LangChainth o 88 R 97 BLLMB 66 2 87, RATFE G R HRANTHLLM,. S @ILE—#, &K11HE
& FIPhi-3, {EH —ANE4; BATEEFGGURHE A 4k, GGUFAE A it — f ARy Bhih 7 i 2 r 2B Ha x5 4 4y &
YA, H R T R RLLMS T % L 2o

fi, —Z70f1, BdU - H#HAPAEDRETH. ELSWMLSHE WEEE, EFEEL N ERGHX L
B, 4nE7-28 7R

Float 32-bit
@10000000 1001 {O(O]T|(OJO|OfOTf 11T jofr1jof1|1

(-1)% = 2! x 15707964 = REREIEEPYM High precision
1bit

Float 16-bit
@100000001001001000

(-1)° = 21 = 1571 =EALIN Low precision

E7-2

Float 32-bit
@10000000 1{ojof1|ojOf1|O{OjO(Of 1} 1|11 Of1]1]0Of1]1

(-1)? = 2! x 15707964 = EEACAEEPAM High precision

1bit

Float 16-bit
@10000000 11o{o|1|ofo]1|ofo]O

(-1)° = 21 x 1571 =EALIN Low precision

W 7-2. 23R A 324 floatf 164 Aoatk R pio TE B Y R ATEEOL SR vt vfe 7 M e 1o
& 1k (Quantization) WV T FRRLLME H T F W8, R REARFABSFELEE. ToHR—UBFHE, EHAY

e mAx— R, AAMBETEEER, FEAHVRAME D, WHAR UL REEE — k.
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ATHABN, FEEEANE . WRAAFIENLAT, BRTREH 1416”7 , XRZEHNET R TEHEH A
Fo AT UBRAAER" 141651287 , X2 B kH. AW, REDHERIHAA, KNBAFRATRWHT, BT
Ewoshs. EE— RN R, sRRTHRESFE (A, MR b TraMREREL (AW, &
BN e A ga) o

AFREY, BNEFE—F AR ENWAERE TE. {7487 A Maarten Grootendorstly “E TR~ FF
FEANTEANNET. Ik, EEHRE A RN EAPh3NSERK, MAREHLHILER, XRAFFR
KILFRD T —+

"5

EhEREN, IREPMUECHEE, XREALRHEREREZ B ARENFEH. BATUCERAMCELZ2ME
R, ERETESRRYE, EFNARRAFREAEGRENB/IER,

B, BNFETHRE., FRESCE SRR EEN . RILFHFPIEA R K16 LK.

lwget https://huggingface.co/microsoft/Phi-3-mini-4k-instruct-gguf/resolve/main/Phi-3-mini-4k-instruct-
fpl6.gguf

AT A 11ama-cpp-python 5 LangChain—#8 n 8 GGUF X {4 :

from langchain import LlamaCpp

# BRRIEERE R AR ERA!

11lm = LlamaCpp(
model_path="Phi-3-mini-4k-instruct-fpl6.gguf",
n_gpu_layers=-1,
max_tokens=500,
n_ctx=2048,
seed=42,
verbose=False

#LangChain#, AT invoke B HK & ffir i :

1lm.invoke("Hi! My name is Maarten. What is 1 + 1?")

TEWmE, RNEARAAL! EoRNETAEFT P EEN, Pi3TERTIHNRTER. 5 RNEA
transformers #y R FIAE L, RANFEH CAAEAENR . 5 2% KA LangChain F 4 Phi-3 i # &2 ]85 i x MEA,
H AT DL LangChainth 0 s B2 —, BI” 4% (chains)o
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®EF

AFERE AT AT UG EMLLM— REAT. XEARFEF I ZER G B, (R UL A Phi-3. ChatGPT,
Llama 35 & (B MEA . AV A Phi-31F 4 BA &%, EREHHHARTMMRE, UL REREHFNHEE. £
[ LAl Open LLM Leaderboard (FFRLLM#ATH7) Rk 4 & &7 A ] By A

W FAR Tk A BE4 E AR HIZATLLMBY % %, % J& {# ]l ChatGPT:

from langchain.chat_models import ChatOpenAI

# BIEETHIRAILLM
chat_model = ChatOpenAI(openai_api_key="MY_KEY")
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. FRLLMW 8 4

LangChain

LangChain & WA 3 £ & 7 i 2 —— 4 (chains) R iy & o BA RN T U R MEZATLIM, EL EHMAF—RER, &£
EHAMLIMEGER M, CNHBEADEAIFULRA #FRTUY RLIME 4, T UK S A g —
o

LangChain g AW @ H AR5, BRBTUASHHX, L EATRAKERME, @ HLLME X LH5H
BT E Ry R R XA A B LM Ak BT3B

Single chain
Modular =
Input component LLM | = Output

B7-3. REA L LR AE (WRFERIHAF) E&ELLM
AEEY, BREBESEBEAR. KNTUHEY RRFIEMR, EETUR MR EA oA —RRUABELRMN
RGte AT HRBME T R AEMER, L RARZ 0 HPhi-389 F T EAR mB|LLM #
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BPWEART: AR

RN 2 E — Mt T 46, HPhidIE M B TER. EL—FF, RAHFEZT transformers.pipeline Wi H 3 i F
WMRBER . ExFEMARFEAFELZ W, BANTHEEZNH T R TR 8 LangChain, FATE 4%
Fel @l A RN TER. W EFEHETERN BT LERER,

WHETAR R, RANWEEZRRIERGLIMERE — £, WKFRNEZH MY T F &K EHLLME 2§ 4
TWERAEMR, RNRFERLXA P A RRET .

Prompt template

i N

o =
User ( X Jb=e=d LM — Qutput

prompt- (D

e .

E7-4 BRI GLIMEE, HNRFEZCMART . HAE A Gl
Phi-3 8y A AT iy 19/ =2 B2 41 14 41 k-

<s> RTETWITIE

<luserl> M P #R7 M IT 44
<lassistant|> F &R &l 09 JF 46
<lendl> RREFAMBH L

X WA EW7-5 B Bl — B
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Phi-3 template

, ® Beginning of sentence (BOS) token
: <5> ][ <|user|> } » Start of prompt
) e Prompt : User
Whatis1+1 r-:IendI::] End of prompt
rclassistantl; e Start of output
L ) ® Output ‘ Model
rThe answer to 1+1is 2!][¢Iend|>] End of output

F7-5. Phi-33 2 B # R AR
ZARBMNMEEE, RNEAFEWNZE - NMFAPhITHMER W R TR FEHLER, HEAEZ -4
Wﬁmmmmt,?ﬁﬁ%ﬁﬁMﬁuM%ﬁéc%E,ﬁmquﬁmiWWmmmt@uM%$%¢Mﬁi

from langchain import PromptTemplate

# BIE—NEE"input_prompt" T E MR RER

template = """<s><luser|>

{input_prompt}<lend|>

<lassistant|>"""

prompt = PromptTemplate(
template=template,
input_variables=["input_prompt"]

J

ERAEBRNWE — A, BT A RN ZWRZALLM, R elldEsE —=:

basic_chain = prompt | 11lm

AR, RA1FEMEA invoke B2, FFRAMEA input_prompt FIFENRATEY [ AL

# (EF%E
basic_chain.invoke(
{
"input_prompt": "{R#F! HHIBEFEMaarten, 1 + 1FFZH? ",
}
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1+ INERE2, ZR—TEANEARZE, RE—TRMUMBS TR L, FREARMIDBAL

Wl A ERNRET RAEARLEA . AAERNTERARET XM, 3008 KA LLM B A K IF 46 61
BETER. FEE, RNEBARZABEERRSE, FFURNEETRATTRE. AT X pipeline ® ok 4,
B7-6Yt BA T 1 B4 A 4R T BEAR A LLM . 3] B S o

i N

X ) 0

“Whati‘:'—-}[{usermmpt}l Jpeeq LM | >

1+ 12"
)

e ’

“The answer
tol+1is2!"

B7-6. 6 JF] B 4 22 B HR T A ALLM

B 7-6. 5 JF Phi-3B 4R By B 45 7 4

"R

Mo BB LIME B AR . B I dE & Bt 3 T OpenATBGPT-3.5, HAPIL A3 & Z AR

CETUEARTERREXRTEI TR A MR E. A, WRENEBALLGRATHEN LR, HTRER>
ot B R A\ A Y E] A2 AR AR B o

MR, BATF A — AT E R R T

# BIE— T ARME LR
template = "RHE{product}BEWBIE— P EBRZIR, "
name_prompt = PromptTemplate(
template=template,
input_variables=["product"]

BRI A | b ROR R BRLIMI e £ — % EAREY, RAVEF EF S 07 % ok | I8 25 i AR kAL 4
P, BRMIBILI 4
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E4 I

EZHMBREF, HNGIRT - AN ERFERMLIMA R 2. & T RS T AL H 2, LLMAELER T HE
AR ARifi, SN ABFERSE, FETKRDARNRT R E B IR 208 2 407 897 B

AR, BT LM AR B 3R AR T DUREE T BN T S B E S OB AILLM, 24k 50 B 48 A
PR, B ETTHR

B7-7. BRI, —MRIWRHBAET - MRTHREA
BHEASIRTHABRERNZATANYT K. RNTERENME, MEAEES MR, BMEAEFINTH
%o

Blon, ZRAERKENTIR. RONTURRKLIME K —NMEKEURZRGEYN, WirA. BE. AEHET. R
XA R TN T ERNEANES, IR REEH R ERNENMRTR T

WHEANA =BT RBA BRRNEER— DS =AM E:
. A

- ERAER

- REWHE

RMNUE-NMRFER P ENMNGE, KBV ERXZAAE, TAE - RERMANE. XATREWET-8HT
o

E7-8. FER T WM R A EACRTNAN. Y TERKE, FAMFLETRTWH Y
HT ERAARE, HA1EF LangChaink 3k & — M, WM. ZNF—NEELE—FEZH BN A H
AT XEARFEH "summary” FEEHMAETE, “title" FEHiH.

KATERLLM” & %k F {summary} 8y S E G| ZARA , EF7 {summary} “HFZRATHH N

from langchain import LLMChain

# RBAMETECIE—

template = """<s><luser|>

RAFEF{summary} I EEIZnA, RIROCHFME, <lendl>

<lassistant|>"""

title_prompt = PromptTemplate(template=template, input_variables=["summary"])
title = LLMChain(llm=11m, prompt=title_prompt, output_key="title")

UEMNET M FRETELL E:
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title.invoke({"summary": "—PMREBENLE"})

{"'summary': '—PMREBENTE',
"title': ' "KEMMIE: FHEGARE""}
KEEN BN ERE T —MUIFHATA! B EATT LLE Z N "summary” Ao H( "title" )o

ERMERT AN, WAEHR RAVEFE TR0 A RN R E R A. FREE AR, &
16 E— A {summary} Fo {title} #F4&MHTIR T :

# (ERRBENTALE R R R

template = """<s><luser|>

« «»

#HR— DK T {summary} B R FE A, RFRFAA {dde} o R A FHE . <|end|> <|assistant|>
character_prompt = PromptTemplate( template=template, input_variables=[ “summary” ,  “tide” ] ) character =

LILMChain(Ilm=llm, prompt=chatacter_prompt, output_key= “character” )

SRBNAERIAMERcharacterEEFHERMEHER, ETEFENEMNLBRN—EBOER.

IHNBIZRRAN, SERRE. MAAeMRREMMENEERER:
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EREE. TAMACHR N REAR—

template = ¢ “<|user|> ] # — A% T {summary} B3 FE, AR K {tde} s £ A2 {character}, F IR [FE#HENE,

T H I — o <lend|> <|assistant|>" 7 story_prompt = PromptTemplate( template=template, input_variables=

« .

title

»

[ “summary” | , “character” 1) story = LLMChain(Ilm=Ilm, prompt=stoty_prompt, output_key= “story” )

MEBRMNELRLER T FIAE=ZTAN, TGN EE—RelRTENE:
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WA= N A A eE—RAZTEWE

Ilm_chain = title | character | story

BT MER Z BIER BRI RIS TX MR I A5 :

llm_chain.invoke( “—/4N % 2B E WL Z” )

**° {.output data-type="programlisting"}

{'summary': '—PMEREBENRE',

"title': ' "XKIEME: FHEMBMKRE"",

"character': ' ERAICKWME—MRINFERZ, ERNNMREET OEMXITNEES, MR NNNERNEM. Stk EBEHREM
AMAIRTEN, WMBBASZNEIZNEEFFETERNALIRE, ',

'story': " (KIEME: FHEGIRE) BSEICKIEF, MR —MERNBERAEOESFENRIIREZ. NN EARGITE
R, i BT BERAUIFARNRE, MERNEIIZAABAPZNEEFREANE., BEXMTEMNIERE, SCRWEET X TR, EMAMR
ERNENERALRE, SLEREREPRICSIFENETHRRLAMNROTERMmEIEE. "

BATRANESBRMNRET A =AAE. IRAFEENBAN-NHENRT, WHE. FEAI BRI E NS
=AM R, BATIAT DL Pl s e A o AT UEMRBUFAE,; WRANERENMRT, BT 2%
TR
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L BLLMOAE & AR R)IRE A E

LEAVI A A EALLME, €A REEFRINNE RTUE-—NMRFF 2 ZHRHELT, EHT T—

MRTER R TITo

WL HATH Z R A2 8 basic_chain B —MATFTRUAXAAL. H%, RNERLLMETH L F:

# IERAVALLMEA IR F
basic_chain.invoke({"input_prompt": "{R#F! KMNBFR2DRE. 1 + 15F2H? "1)

RIFSREE! 1 + INBERRZ2,

BwTR, RMNERCELZRNEEWLT:

# ETE, BIBRLLIMEERXTEE
basic_chain.invoke({"input_prompt": "HMBFEH4? "})

WE, ERESEDR, RLEMEDTANDTAGE., BoMRESETHREZEENET, BoIUEBEREMEXE2E—REE.
FEW R, LLMF ma RAVL CH A4 Fo XMERATHNEF R WHEA R TR AW ——B 01X 58 1 8 3¢ 35 4
TR
WET9H T, 5% HEATIEI E LLMA i 2 & 6 b

KT EX SR AR, KAV LA 2 o7 €165 PR e KR WL, EAY +, RAVEAZ R A H B LLMIE
FEXEE o W7

o XTIEZ W

o AEHE
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Without memory With memory
Hil I'm Maarten. Hil I'm Maarten.
Whatis1+1? Whatis1+1?
Hello Maarten! The Hello Maarten! The
answerto1+1is 2. answer to1+1is2.
' . I
Fndapendbntfunmmsutmws Conversation history

@ What was my name again?

| don't have access to

personal information
such as your name.

@ What was my name again?

oy

»

B 7-9. H IR 17 A0 F #3817 W LLMRY 3 7 4
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HZLIMBTILZ R AR T R — 2R M RE NI LB RRET F 2. WHET-1087F, RO UBLRH 2%
48 JTi A A U B SR R R SE A —

Funversatiun history . Prompt template
Hi! I'm Maarten. [
@[Whatislﬂ? ] L<s>][<|userl>]

Hello Maarten! The Conversation hiﬁtﬂf?:]
answerto1+1is 2. ; ]

_._'Human: Hi! I'm Maarten. What is1+1?
‘ LAI: Hello Maarten! The answerto1+1is 2.

Prompt ,

, 1| Whatis myname'r‘][ <|end |>]
What is my name? ] >

®[ <|assistant|> l

BI7-10. FATR DA 2 ] Bt Fs B A IE 7 o T A B B N 3R R R R EELLM 2 J & A& 10 F
ZeLangChain# , X FHITIZH KA HR K ConversationBufferMemory o HENFERMNEHZ N R T URGENRT £

AT E LA EIART:

# BIE— N EMAIRTRIRAE S WK &
template = """<s><luser|>Current conversation:{chat_history}

{input_prompt}<lend|>
<lassistant|>"""

prompt = PromptTemplate(
template=template,
input_variables=["input_prompt", "chat_history"]

D)

ERRMNBT — NS IMANLE, B chat_history o XA RATELLMAR F 2 8 % th X8 7 % 8y 7

BTk, &A1 T YAl # LangChain By ConversationBufferMemory 3 4 H 4 Bl %4 chat_history #r N\ & & .
ConversationBufferMemory ¥4 17 % & A132 4 % 1k 5 LLME BT 4 #f i o

FATH AN ZEAE R, WLLM. I3 R A B Rk
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from langchain.memory import ConversationBufferMemory

# EXFAVSERICIZEE
memory = ConversationBufferMemory(memory_key="chat_history™)

# BLIM, IRRFCICEEETE—E

11lm_chain = LLMChain(
prompt=prompt,
1lm=11m,
memory=memory

ATHEERMNAESTEHZRK T XL, LRATEIL A — M0 58y 57k 5 LLMA] 2 X 7 &

# AR IEHE ) — D EAR ()
1lm_chain.invoke({"input_prompt": "Hi! My name is Maarten. What is 1 + 1?"})

{"input_prompt': 'Hi! My name is Maarten. What is 1 + 17",
'chat_history': "'
'text': " Hello Maarten! The answer to 1 + 1 is 2. Hope you're having a great day!"}

PRAT VATE "text' #EF K E| & R UK, & 'input_prompt"' FHREMART, & "chat_history' FHRE R ¢
Bl TERERMNE —RERARANFENE, TURTWRT E.

BTR, WENBITWFALLME SiLERIIER 84 7 RRH:

# LIMEDCEBRNALENEF?
1lm_chain.invoke({"input_prompt": "What is my name?"})

{"input_prompt': 'What is my name?',

'chat_history': "Human: Hi! My name is Maarten. What is 1 + 1?\nAI: Hello Maarten! The answer to 1 + 1 is
2. Hope you're having a great day!",

'text': ' Your name is Maarten.'}

HILHRLY R, LIMBSERMAR & REBBNZABems T HT-1IRATEANERKWE, IR XA
BN o B o

257



LLM

Human: I'm Maarten. [ ¢
Al: Hi Maarten! 0
L 1{{ conversation_history }]
——— it (Cepomp) ) )
“Whatis C_)
my name?” &

B7-11. FATE G038 7 s B A 2 e AN 4R o R D28 R LLM A

258

“Your nameis
Maarten.”



& 1At iE &

ERMZAWATE, RNEFLART —MRRNBZA FTUEEXE, 2B EE Eah ERNBxER
Bo HT, MBEMEAEGHK, MARTHAME2H 0, EE ML token R

RAMCETXE O —FFERERRE L RE, MAREF TENWRT £18F. 4 LangChain F, KA U
Fl ConversationBufferWindowMemory RIEH LD E LR L MNER:

from langchain.memory import ConversationBufferWindowMemory

# REAFHRERE2RIE
memory = ConversationBufferWindowMemory(k=2, memory_key="chat_history")

# BLIM, RN FEETE—E

11lm_chain = LLMChain(
prompt=prompt,
1lm=11m,
memory=memory

ERXA AR, BNTUZR—RF AR T 2280 E. BNOATRAET 4

# REFA D ERBAHEERFPERMRITE
1lm_chain.predict(input_prompt="Hi! My name is Maarten and I am 33 years old. What is 1 + 1?")
11lm_chain.predict(input_prompt="What is 3 + 3?")

{"input_prompt': "What is 3 + 3?',

'chat_history': "Human: Hi! My name is Maarten and I am 33 years old. What is 1 + 1?\nAI: Hello Maarten!
It's nice to meet you. Regarding your question, 1 + 1 equals 2. If you have any other questions or need
further assistance, feel free to ask!\n\n(Note: This response answers the provided mathematical query while

maintaining politeness and openness for additional inquiries.)",
"text': " Hello Maarten! It's nice to meet you as well. Regarding your new question, 3 + 3 equals 6. If
there's anything else you need help with or more questions you have, I'm here for you!"}

RATBERH LW R EERE "chat_history” Ho FEEKE, LangChain ¥ HER&F K F (] Human %£77) Fr LLM
(Al AT %(77) ZHEWRE.

BT, RNTUREREEEEH L pE RNECHET:

# MBEETHERINNAENESR
1lm_chain.invoke({"input_prompt":"What is my name?"})
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{"input_prompt': 'What is my name?',

'chat_history': "Human: Hi! My name is Maarten and I am 33 years old. What is 1 + 1?\nAI: Hello Maarten!
It's nice to meet you. Regarding your question, 1 + 1 equals 2. If you have any other questions or need
further assistance, feel free to ask!\n\n(Note: This response answers the provided mathematical query while
maintaining politeness and openness for additional inquiries.)\nHuman: What is 3 + 3?\nAI: Hello Maarten!
It's nice to meet you as well. Regarding your new question, 3 + 3 equals 6. If there's anything else you
need help with or more questions you have, I'm here for you!",

"text': ' Your name is Maarten, as mentioned at the beginning of our conversation. Is there anything else
you would like to know or discuss?'}

HT text' PHHE, CEFILETRNLENELEF. TEWRFLCEAZMEEAERNT .
AERMEEHR T H—KAE, BHEET ZRAE. FRIANFRREREHANE, RINTWHE A FAE
T Bt

WERNEZ - ARTFRET Fie, RAEE LLM 255 L1 F ol £

# MBEEESHMERINATHNER
11lm_chain.invoke({"input_prompt":"What is my age?"})

{"input_prompt': 'What is my age?',

'chat_history': "Human: What is 3 + 3?\nAI: Hello again! 3 + 3 equals 6. If there's anything else I can
help you with, just let me know!\nHuman: What is my name?\nAI: Your name is Maarten.",

"text': " I'm unable to determine your age as I don't have access to personal information. Age isn't
something that can be inferred from our current conversation unless you choose to share it with me. How

else may I assist you today?"}

LLM # 5L B3k 5 [\l AT F4%, BAAEHREEWRT £ 5,

BAZIM T ERD TWMR o kA, EeRERERELAMNE, T TIRKMAEERGIFFEL ERNER
I REEWR A & .
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MERE

EwRMZ A A RS, RFANLMEE R B R AT RGO X TRREXTE. AT, SR
ConversationBufferMemory Hf, 3t1& JF 453 K 3F 218 18 B (W coken [R #] . B 4 ConversationBufferWindowMemory 7
— AR AT token [RGB A1 AL, B R AR & 5 LR IE o

BRI T FRERBEAEKR LT XEH O HLLM, {3 Hokenfs 4k F B 7 4 RtokenZ BT AL IR, X ¥ 82 4 o
TERE. MR, RN EM —FEELBHFLAK, ConversationSummaryMemory o iF 414 AR TG R BY, XA R B4
BATET =, BHBENE L

TG EE A —ANMLLME A, ZLLMUXER SN, FHERQUE-NMHENHE. A HLLME —
MR B ZBANT R RT A& B AR WLLM. &4 wE7- 12575 .

i k"

Hil I'm Maarten.
@ [What 51417 ] bl ]

'Eum:ersatim hismry:]

Conversation history Prompt template

The answerto1+1is... Summarize

(drumroll) ...2. )
: = Maarten asked what 1+ 1is
P LM 1 anditold him 2.

Prompt 3 :What is my namg?][ <lend|> ]

[ What is my name? ] -
<|assistant|> l

712, HAVEF 5 —ANLLM Y 56 B E x5 7 &, T4 2 EEExE h ¢ 4844 r
RERERF Y RATELLMEE 7 6, & 5RO A

« HFP#ET

o RERT

‘}\

EA LangChain P A XA sh e, RNEAFEES - NMREER, RIOBLECAELERT:

# BIERERTER
summary_prompt_template = """<s><luser|>ZEEIHEHBITER.

HRIRg:
{summary}

RS IEST :
{new_lines}
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B <lendl>

<lassistant|>"""

summary_prompt = PromptTemplate(
input_variables=["new_lines", "summary"],
template=summary_prompt_template

7 LangChain ¥ # Jf| ConversationSummaryMemory 5 K A1FE 2 Bl R Bl B ki K. ZER A ERNAFE N LR —
ANHAT B S LLM. BR | AT K 45 Fn i P $8 o A0 0 HAH F BYLLM, (e R T DA B /N B LLMR 34T % 451 45

DA b it 5 X

from langchain.memory import ConversationSummaryMemory

# EXBAVEEANREER

memory = ConversationSummaryMemory(
1lm=11m,
memory_key="chat_history",
prompt=summary_prompt

D)

# BLLM, RRAAEFEETE—RZ

11lm_chain = LLMChain(
prompt=prompt,
1lm=11m,
memory=memory

Al T R, RATFT BTG — A E A e E R MR B4

# HERIEFE IR
11lm_chain.invoke({"input_prompt": "{R&F! H9RZFEMaarten, 1 + 1EFZH? "})
11m_chain.invoke({"input_prompt": "HEMBFEMH4? "})

{"input_prompt': 'EMBEEMTA4? ',
"chat_history': ' B45: A%, HfpAMaarten, HRIAIXTF1 + 10950, AIEMREIZEA2HEZEMIRMEIMNEE, ',
"text': ' XD LTXHRRIBFHIRA "Maarten", A, HFHEFRMER, BINREARERNSIEZIMRE AR, FINET

ERIENZIER . SRETREMEEENIR? '}

AFE—F2ZE, BRREENR N EH T EEF — KT E R W ME LR EH LA chat_history' FH KL
o

HNTURGAE, EE—FF, TEHLHLE, IREFERHEE:

# MBEERSEARE THERNENMERS
11lm_chain.invoke({"input_prompt": "FEKE—PMEBEEH4? "}
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{"input_prompt': 'EEMNE— | EEIEMTA? ',

"chat_history': ' R4 ERRIHEN L TXHEIRGIAMaartenfI A, B%iEETL + 109, FMAIBESRT2HER. BE,
Maarteni@a) Tt INEF, BALEFRETFRAUER, TABERRERITRIEZIMRE, AIEZEERRE T H SR, ',
"text': ' {REMNE—NETER"L + 1FFHL? "'}

ERW H— ARG, LIMER T B4 U AEZ R, JFEdR8 R % 1.

BRBORFH M B4, HONTUFFRRNZTRNNELE:

# MBEFBAALEERTA
memory.load_memory_variables({})

{'chat_history': ' EXRMIERHKIRFIHMaarten, SHIBET1+1097, EREBAIEZN2. MfE, MIRWMRFHES, EAIEH
HFRMERE, TABETRERIRIEZIMRE. ABAIERENRME T H I, ER, MaartenEI1ZH8IE) T A5 — M)
M, B"1+1EFSHe "'

(H7-13)& 7 T RRANE A8, DB T h o fE o

Human: I'm Maarten.
Al: Hi Maarten!

GI
LLM

r B

Summarize (::I::]
L { conversation history})

ehoal D LM = __y “Your name is

. Maarten.”
"What s C ) e

my name?” s /

B7-13 RNBRI AR ENE T L ERLRARTZIAAHBTEE, NTY R T RAA R RWLLME.

ZHEEATREWR A AR, TA2ERBEIR FEAL S throkens AT, BT RGN EAARRE
ARG e, HEFERE LT OB C. WRFREEANR T L FFHFEREL, IR MR, Wi, FE
R —ANLLM#AT S YOR A, — kA T8RER, —KATES. XM 2REITH A,

AY, XZHEE. AHFEPEHBHMEZE WM. ConversationBufferMemory & Bl B B 1€ 2 Y& J token, T
ConversationSummaryMemory BB T FEF Btokens 324 K E RATIR R By 77 22 AL B9 otk 81 B A (R T7-1] A
Ptk
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AFEE

Conversation Buffer

Windowed Conversation Buffer

Conversation Summary

RT-1 R AR B Rk R

S

- 9 {8 B b SE I
-HRELTXEO AL
EREX

-RAEWRG ERKA, &
N F % & A LT XLLM
-REMRXERRBRE .

-HRREN ¢

- XHFFK A E

- WK TR
# token
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L3S

-HTHFEE Sroken, 4
AR JE R
- # F F A LT XLLM
-BRAKWINR G 1R B
(X i

- KR E R X E
- X R JE R R B R E G

-BRRLHTEHRA
A

- RERBTLIME &4
(%)

=i
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Agents: f|ZLLMZ 4

BERM AL, HNCIBNARBZEERN F EXW I RES. LIMRA M R AL — 2 el ssH e X
B AT B0 X A8 8 % WA Ay agents,  BY AR 15 5 HE AL R A0 € B % R BUH 24T 20 LU R DA 2 WP RBUAT 30 89 R o

Agent®] LU A HATILA N L F B oy — 47, wHEAT/O. #ALlL, FBRAH I MEZABH— ST R&:
o Agent¥[ DUR K 7 ik B T Tk B R E 5 T A
o AgentEA, MXNERBATHREMEA KT

EEMNLAHLEBWETR, acgentit B RAEGRETY, wllBME KA ELAE AN BLE. €07 L&D
ERATEGASLERREL. FH, X Lagent™ LARAT & A M ELLM 4k 88 7 89 (£ 5

Blgn, LIMAEHFFALEARE, 2FREMATEOEFES, EWRENREITESQ T FAR, €117
MBREL. WwHT-14PTT, agenthy A BAZ CAIAAA A LLMR B @ &A1 1, T 68 A A T B DA i
Mo

Without tools With tools

@[Whatisﬂﬂzx 3.14?] @[‘.ﬂmatisﬂﬂhajﬂ]

Let me use a calculator
to answer your question.

Incorrect answer

Correct answer

B7-14. B FLLM# 4T3 P AL E A TAW R, 2 A EARTFEHINATH
AZAMFTF, BRNMPELMEAEAFESHERITHE. AELEZ T, RONARTHEMTERY Rx—
B, et R R R AAPL. RAZ I, LLMEyf A 555

¥ ER, FIURALLMBagent ™ LR B AW @A W M. RECNERNTERERE, EF5 3 Tagenthh KR H
B 5h 7 = — A~ B 78 22 A0 1T S (ReAc WIAE R
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Agent] Ja I3y 77 : BY#HE

ReActZ —NMEAWER, £ TAHFTHRANEZMS: REMTH. EWRNEZSF P FERITH, LLIMAERE
FEAEEK

THMA LR LIMEFEGER T3 A TRTENTH0AT, ROTUEFLIME T UEHELT A,
b R A FUARAPL, 48T, B FLLMR 4 kUK, e & B 4aE 7 00 R 47 2 i 2 18 R ik & FARAPL

ReAct& 3 T XA, AVFHBEY TS, THPHEE. LR, ZERCIZREBE =S R:

WHETA5FT, LMY E Kt AR Rl & — /I\” BA" o i EMT I FLLME AN 8 T R Z A 2 UEA 4.
ﬁﬁ,%?m% MR —A ATH”  ATHBRFR-ANMBTE, WITEEIEEIE. &F, £ 75 WER
REBLIME, & W&" fd, R&F ﬁﬁ%é%&ﬁﬁ%%ﬁ%o

T EBIH, B E AR E B E A X EMacBook Pro. (R R A%, A FEER A YEUR, B R
RN, ﬁL%%%iﬂ%

WHT16H 7T, agentl§ H AL LR LA M5 RELFIE, TR -AHEMHE ©RAMEE, Bk
ML F, RERA TR SHUSDE # HEUR.
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Instruction

ReAct steps :

F7-15. ReActd? - A AR B 7R 41 o

-~

.

[Sulve the question from the user.]

Use the following interleaving steps:
" e Thought

» Action

iA thought can reason about the current situation. J

[ An action can be one of two types:
(1) Search[entity]
(2) Calculator{formula]

-
\

An observation is the result of an action. ]
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Initial prompt
® (What is the current price of a MacBook Pro in USD? How much would it cost in EUR if the]

exchange rate is 0.85 EUR for 1USD?

v

ReAct cycle1 ReAct cycle 2

(TS I shouldsearchthe web” [ Thought ;L'Lﬂf;ﬁ?j&?ﬂm

| [price MacBook Pro]” i [1,.299 % 85]"

E Perform action 2 Perform action :
E [ (013 “Drice MacBook Pro” i B [ 1,299 x .85 = 1104.15

Show results 2 B Show results

: “A MacBook Pro would
ot ertod -

---------------------------------------

B ROLERE OGN “The price is $1,299,-"

E7-16. ReAct 8 F 7 Al 1 89 71 1 o
ARTAEF, agentti R EEE (CREMMA L) « /730 (EREHMMA L) FAE THHER) - BE-IEH,
Toh R B IER, AT Eagenthy Hir it o
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LangChain # ByReAct

A T ¥t #lagent?E LangChain W By TAE 22, HAVH A — 4 18 R W 44 FOF (R 1T 5 288 #4711 B W pipeline, 3%
BEEABRBEFE - MRGPEAWLLMAK EHEEZREA.

FAVEA A LR A LLMAR X3/, TR BT R Al AR, AT A OpenATHGPT-358 A, FAH B ER
FHEEX LR RIEA

import os
from langchain_openai import ChatOpenAI

# Load OpenAI's LLMs with LangChain
os.environ["OPENAI_API_KEY"] = "MY_KEY"
openai_llm = ChatOpenAI(model_name="gpt-3.5-turbo", temperature=0)

HEE

BARNAEENFT P A NLLMA R EAT T A, EX I E%RE R FOpenAILLMA b £ BFEERER
FWLIM, EEN&FEESHITEFRMELF. fln, KAMLIMEEH LR G AN, A MEBFRA, HwE
WA REFN R A THCENITTHERFERNAF, RANEAZESN T+ EFRDHLLM,.

AT, MEERBERGURMNE R, XBEDNHLIMEE X K. RRABNWLIM (WAE FEAGHAN) ez
fTlempl, BMN— AT 22T,

Z g, BATHER BN Hagent®@ XM WH TR, BEHAT FEEEHReAc B

# Create the ReAct template
react_template = """Answer the following questions as best you can. You have access to the following tools:

{tools}
Use the following format:

Question: the input question you must answer

Thought: you should always think about what to do

Action: the action to take, should be one of [{tool_names}]

Action Input: the input to the action

Observation: the result of the action

... (this Thought/Action/Action Input/Observation can repeat N times)
Thought: I now know the final answer

Final Answer: the final answer to the original input question

Begin!

Question: {input}
Thought: {agent_scratchpad}

nan

prompt = PromptTemplate(
template=react_template,
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input_variables=["tools", "tool_names", "input", "agent_scratchpad"]

S AR ILIA T KR T 44 OF £ A B B AToh Al ey A,

A TULIME SRR E, RATEH R CTUERGTA:

from langchain.agents import load_tools, Tool
from langchain.tools import DuckDuckGoSearchResults

# You can create the tool to pass to an agent

search = DuckDuckGoSearchResults()

search_tool = Tool(
name="duckduck",
description="A web search engine. Use this to as a search engine for general queries.",
func=search.run,

# Prepare tools
tools = load_tools(["11lm-math"], 1lm=openai_11m)
tools.append(search_tool)

W T A DuckDuckGod¥ R 5| fn— AN ¥ TH, aifrviflfEATEE.

W E, BAVEIFEReAct agentIF 4 2% 6 4 AgentExecutor , ¥ R AT IR LU F B

from langchain.agents import AgentExecutor, create_react_agent

# Construct the ReAct agent
agent = create_react_agent(openai_llm, tools, prompt)
agent_executor = AgentExecutor(
agent=agent, tools=tools, verbose=True, handle_parsing_errors=True

J

AT Mikagent 2 EH R, HAVERGTEB R, B 2K MacBook Profh {45 :

# What is the price of a MacBook Pro?
agent_executor. invoke(

{
"input": "What is the current price of a MacBook Pro in USD? How much would it cost in EUR if the
exchange rate is ©0.85 EUR for 1 USD."
}

J

ARATIEY, HBLERSNMFESR, RUTETI7F R H 5 R,
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» Entering new AgentExecutor chain...
I need to find the current price of a MacBook Pro in USD first before converting it to EUR.

Action: duckduck
Action Input: "current price of MacBook Pro in USD"[=nippet:

Action: Caleculator
Action Input: $£2,249.08 * 8.85Answer: 1911.6499999999999T now know the final answer

Final Answer: The current price of a MacBook Pro in USD is $2,249.88. It would cost approxir

& 7-17. LangChain F ReActit 2 8 7
X o [ 25 BRI T A A A A AL FEReActBEAR LA R B T AR B T Lo 3 AT BB 4% R F] R 5 4R Ragent R & IE #

TH,
TR, BR LR — AR

{"input': 'What is the current price of a MacBook Pro in USD? How much would it cost in EUR if the exchange

rate is ©0.85 EUR for 1 USD?',
'output': 'The current price of a MacBook Pro in USD is $2,249.00. It would cost approximately 1911.65 EUR

with an exchange rate of ©.85 EUR for 1 USD.'}
e BlagentfI AW AIRTE, XMLAANZEL! REAE RN ERITES, agentib it e KN —MNEFo

BNEREREREERN ZHERAEN. ALURXMEGEENTH, RNEASSFRS KR Bk, RHAX
FEAE R H W i ) R M B

KRR S| FEAFHN ZE VAT RETHE T M. B, HATF Llikagentik Bl F|MacBook Profi # ¥ M 35 URL, =
HEFNP BRI RS EH.
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K4

N ~H

-~

AAREF, RNERT BB SRR RLLMEE 0 LA T k. RN E£0ET - MHEETER N,
BLIME R AR EHER K. RABRNBIL Y ERBLRY RIS, HLIMESICESE. RNEET =0
TR A AT ik, it T ek B RS e

KB BRATENRT T A LLMR 2 HAT A I B R Wagene it o HATIR K TReAclER, A NEAKRET
HER, Afagentif B A EH . RFUTHHFNEER. XU RMNHERT — 4% 8 b fH LT A TE Wagent, thinig
KW B At H A, RILT agenthy B KA.

AT RZAER, RNAEEERRLIMITATRAAARR AR T, EERIFH. ERAHERARNHK
N, BT EARE

M Shunyu Yao etal. “ReAct: Synergizing reasoning and acting in language models.”  arXiv preprint arXiv:2210.03629 (2022).
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F8F 1E N F I R IR A K

WREE-ANFEH) ZAALXRAKETHEA N 2 —. &4 Hit X “BERT: Pre-training of deep bidirectional
transformers for language understanding”  (2018) & #i JL/MF J&, Google & 7 ¥ IF 7£ {# I BERT 3 3L 5 Google ¥ & , It
HxRZT “WEAE ERAHCKZ—" o FHFH, Microsoft Bingt k. “AAF W FA F 46, RATEA AR
transformer# A HATHBingZ PR BT X —F P RAW R EHH" -

ORI TR W AR LA . SR AT E AR F M T AR LA RS — R A% %4
RAFB R S AV B A MR EXHE, ERSRAUEE, AR ELEA LR,

A—HE, XAERBERGRERAERF AP W BRI N LR LUER, BAMARBEAVIE R

B, EENWEREFTRREEHIZHG . IANAFABHRAEE” G507, WOORWER T EZ - RMALY
BRME ARG S RUBLIMUB B L A K EEHEEN R TR T EHRARAG, FELLMRZ R B H L —

273



X R MRAGHE

AWFARFHEREEREATHRETAAAEN L. ZUHEBHF=ZAX: FEHLE. EHFMRAG, UTRX=
EKMBEd, AFEERIHFEERE

BRAR

BEERRAAKBTHEANBRSG, XERNENABETFEIANMAMRE, cRERFEAE ALY ERERE RN R
WA (AB@FXBERNHNZE) o [ASNER T BERRWTHEZREENR, ERAAME, Had—4
MEER.

12 Results

[ Q Search query ]— Dense retrieval |—p |- Document #40
2- Document #68

3- Document #2
Text

Document #1

Document #2

Document #3

Bl FRBRREX R RWAREBZ —, KIEXARNHHRERSRHERER

EHF
BREAZAFERSSBRAMALZ. EHFIETHERERUSRZ —, ARMERTREGERHAE X EHTITL; &
FRFEZ LD BREERGT. (HSARTTEHFRELIEERRATRZAET ENEZ IR REER
RAREH—FRWERERE.
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[ O\ Query ]—b =
Results (in improved order)

Sp;?llvl;l::ltl;i:s of R | 1-Document #2 (was result #3)
2- Document #40 (was result #1)

# Text 3- Document #68 (was result #2)
1 | Document#40 [~

2 | Document #68

3 Document #2

B2 EHFBRBAEERNE —MARXE, EXRREWMERES, FHMXUEFHTF, BR2LERESL
Ro
RAG

LIMAW KW UK E R AEET —HHEREERA, G2 HEEEEREROER. [H83RT T XA & Mk
RER ARG TH

ERAERRE ZWARKAN TR, ERABHMFEARAGA K. XUEXRERRG, HoRIRKBADI 4
W REELEA/ R ERERRTARFTHER L

Result
[ O\ Qusction Retrieval-augmented This is one possible answer to
generation (RAG) your question [1], although
others have also pointed out
¢ this other possible answer. [2][3]
Text Sources

Text document #1 1-Search result
2-Search result

Text document #2 3-Search result

Text document #3

E8-3. RAGR 4t € MM AR} (RiF) 51 AHLE EKIF,

AEEARRNQEF AN B =AXBNA S, BAXBEETRRXA, EENFFZH R PLLME A % — %
A,
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BERAWEXEER

NAELRNEF AT HEGARBNEEEE RGN EERRLN. BRIVEANZER RIS, KektmEH
JF F1iRAG o
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Bl fZ—TF, embeddings 4 XA BT HRT. XU UFMA S B oy, W84 iR, HULFELNREAREE
MRFI XAREMNSY . HREZAN T, UK TR 2 B EAR (B eNBLER) , IAEXAS (B
HEHEBEL) o

Text 2

O

Text1

Text3

P 8-4. embeddings iy B WIEAE : H N AR — A, A AR PLE SR B F o

XM A TR R A S, EXMHEAT, YA M ZEWE, KA E 3 Tembedding, M4 3% 4
B 5B XARENMEAG = F, RERMNFELWAEZREA TR ZER TGN XA, Kb B E4E (H8
5) o
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Query

Text 2
O

Text1

Text 3

F8-5. Dense retrievalfk i T 1§ % 2 1 ¥ 45 20 HAH % 25 R W f M o
RIEE 85 FERAY, “SUK2” REREEHREER, HARE” UK « AW, X EREAFNEAL:

o XKR3EZEMZEAEREE? ZRFENRGEITFRR T AHTFEREMUZL 2 KW RA R ERLESE
THAWER (UFIEREFRFEEERAMANER) o

l

 BURERELERAIFELLHEMND? FELE k. XREATL2IEERAFEEANLG EHTINFURE R
Rt do BANAARAEF 10 ZH A EFRAN MR,

P

B 8-6 B T #1407 4 3 B AN S # 4T embedding 2 BT 4 XA #EAT 2 H o 45 )5 #43X embedding ] & 77 72 11 B 2 1% &
¥, REHTRER.

o External knowledge o Chunk documents

e\rectnr database

Z|SEEEE
— QL I — Embedding || (T T T 1]
II LI L] I]

IEEEee—— E— —— —— deEﬂ
— — | —

] = - -

__ —— — — —

I EE— e i

. - S .




FI8-6. 4 3 L b 36 Jn R AR e ) B HIR B o R ATV DA ik A 1 B B3R E DA BUR K mn iR E 15 R

Dense retrieval s f

ik #AN1F — dense retrieval Z B, {# Fl Coheretd & #, % «EIFF MY B Wikipedia T H o XA T &, RATEHAT U
T

LA B ZE LT RO SORFHF N A — R FABEEL LA AT
2. X} 4] F # 4T embedding.

3 MEE R R

4. WEIHEHLE

HI A heps://oreilly/GxrQ1 JE it 3k BULE B Cohere APLE 410 ¢ HoREIE 2| LT RAD o o 3547 B om0 6 6 7 S A4 (4T 3%
Ho

LRMNBATES E:

import cohere

import numpy as np
import pandas as pd
from tqdm import tqdm

# TEUCHMEERRIAPIE, LETEAFIE
api_key = "'

# Mos.cohere.aifl@Hi6ZCohere APIZH
co = cohere.Client(api_key)

BB R R 3t A #AT 3%

RN H CEFRF M Wikipedia XF#HE — oo RANERIOK, KEHELIBAHT:

text = ""

(EfMZH) TRENEH E=HRRE. SENHFN2014FLFNLIBE .

EHDE - ZRM. RiE-BER. AEF-EHE. R-BX, XMEEIT. 5% - ARMERR - B EE,
HEREE-TREIEMRE, AREESNHER, BRHRT —HFNAFHLEMINREIFHALTRENHRE,

RARBHEBNFNR - HZHE TEIA, Hi2FERETMHHRE2007FEFRN— DA,

A TS B AR A 2 R 20174 4 DR 4 B 5 KR AR A [4] Kip Thome B EHATH AL BB, HEF THX
F A CERFRBAEY o &Y I Hoyte van Hoytemaf# il 352 K K J UL Panavision & J/ 45 R A1 IMAX 702 K A% R #£ 47
. ERMBT20F K4, EFRMEE. KGREYINHT. CERFHY KEEM LTER P #5EEH
&, Double Negative/> 7 il £ T #1458 H 7 R o
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CEWRZFMHY T014F10A2608 £BM G, EXE, CEAERIPRLBR, RFT RACH KT RRAHG Y
Wo ZHAHREFEITRLCTILET (MEEEERATIICET) , RA0UERFE+HEY. CHEEKHE.
R BIAR FARES. WAEBR HO. EMAERSEWRA LA €EER R Ao it R F 1
BoMARFSRXERG T BERUKR, CERFH RETERLBE, BEERFSROEZANA
EURRERORTL - BERFH EXSTRAHFEARIRBEIRE, RETREMERRK, FHRRF
TREHtEE"
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a8 AT 5 &

texts = text.split( " )
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R, BREBMEATH

texts = [tstrip(” ~ ) for tin texts]

HHHE SISORIRBATHRN

MAEUBNYXEHTHRN . BTG ENRIZECohere API, HABIMXARE—TEE:
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REHN

response = co.embed( texts=texts, input_type= search_document” ,).embeddings

embeds = np.array(response) print(embeds.shape)

X (15, 4096)°, REHEMNFISTEE, §MKNA4,09.
#i#E MEIRRZRSI

EBAREBRR A, RNFBEME—TRERFS|. REIEMBRAGE, FEACNREOREAS, BMERIBFEERENR:

import faiss dim = embeds.shape[1] index = faiss.IndexFlatl.2(dim) print(index.is_trained) index.add(np.float32(embeds))

#i#t 1ERER3|

HANMETMEREARMTVEENTORERIES . BNRABRATOHEERANAERHBARS], R3MNikipediaXEPHRHEELE
aF.

IEBATE X RRE:

def search(query, number_of_results=3):
# 1. B 1 B H\ query_embed = co.embed(texts=[query], input_type= “search_query” ,).embeddings[0]
# 2. & AP distances | similar_item_ids = index.search(np.float32([query_embed]), number_of _results)

# 3. 48 R 4 E texts_np = np.array(texts) # ¥ texts 7| F 3 #% A numpy DL E K 5 & 5| results = pd.DataFrame(data=

{ “texts’ :texts_np[similar_item_ids[0]], ‘distance’ : distances[0]})

# 4. 3T IE R 45 & print(f” Query: {query}’ neighbors: “) return results

HEESFREERHERNA!

quety = “how precise was the science”  tesults = search(query) results
BRI T

‘ . . , .
Query: how precise was the science”  Nearest neighbors:
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texts
distance

@ It has also received praise from many astronomers for its scientific accuracy and portrayal of
theoretical astrophysics
10757.379883

1 Caltech theoretical physicist and 2017 Nobel laureate in Physics\[4\] Kip Thorne was an executive
producer, acted as a scientific consultant, and wrote a tie-in book, The Science of Interstellar
11566.131836

2 Interstellar uses extensive practical and miniature effects and the company Double Negative created
additional digital effects
11922.833008

F-MEREER), BSER&EMN. FEE, EREMEETE-. I8, URBNMRMTREIEER, XRTTEN, BATBERRE
BEETIIERXET,

FHAVERR LA BUB I E Y — N K IS R R HCR LR E SKIEX — R . HAVSERBM2SE A, XEMAMITLIERAEZ—. S0
[notebook] Chttps://oreil.ly/MOIwk)FREUXLEASHD H ERADIRAD :

from rank_bm25 import BM250kapi from sklearn.feature_extraction import _stop_wotds import string

def bm25_tokenizer(text): tokenized_doc = [] for token in text.lower().split(): token = token.strip(string.punctuation)

if len(token) > @ and token not in _stop_words.ENGLISH_STOP_WORDS:
tokenized_doc.append(token)
return tokenized_doc

tokenized_corpus = [] for passage in tqdm(texts):
tokenized_corpus.append(bm25_tokenizer(passage))
bm25 = BM25Okapi(tokenized_corpus)

def keyword_search(query, top_k=3, num_candidates=15): print( “#y A\ [7] #L:” , query)

#i##H BM2SHZR (1FLIER) #t##

bm25_scores = bm25.get_scores(bm25_tokenizer(query))

top_n = np.argpartition(bm25_scores, -num_candidates)[-num_candidates:]
bm25_hits = [{'corpus_id': idx, 'score': bm25_scores[idx]} for idx in top_n]
bm25_hits = sorted(bm25_hits, key=lambda x: x['score'], reverse=True)

print(f"BI3RIACHR(BM25)ER")

for hit in bm25_hits[0@:top_k]:
print("\t{:.3f}\t{}".formatChit['score'], texts[hit['corpus_id']].replace("\n", " ")))
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SEMNEREEAE N, BEAMRERRFITEANERE:

keyword_search(query = “how precise was the science” )

#R:

*7° {.outputl data-type="programlisting"}
HIAGRE: how precise was the science
BI3RIECIER(BM25) 4R

1.789 (EMZF#) B2014FHREHER E=ZHKERE. SENHIFNEIFNLIE

1.373 MMETHFIBICYIRFR, 2017 FENURIEFRGEEE  RRBERTHAA, BERZEHE, HRETREDE (BNFF
ORI

0.000 EEDME -ZRM. Rk BER. AAF BB, LER-RX XfE-AINT. D45 - ARFERR -

FEE - NERREEEHET science” —17, ELF LA RAELE A, £ T—FF, RAHEE 2F foreranker
WK EXNMEEAS. EERZH, URNEAITEZFESETHETETNR ZRME, HNE— BB RL A
et 77 % o

HEAERHERER

THREERRN LS AURWAERCNERARE . B, WRXAFTQEGEZELREM 22 HMNK 2
B BRFeIWIER. Flin:

N

i

=i 'ARNRERZ? '

B4B:
texts distance
; FRYARELEBRCTMLET (MEEH LBERITIET) , RA0UEZRE+E 1208275
iy L
1 CHEEHFERETNESREAYEZNRLT LIS RXERN R 1.324389
2 BEMEFH - L BFHFD M52 KK A UPanavision R 4 X F1IMAX 70 K 44K 1 328375

AEMERT, —IMTRABRATERZEREAF— X ENRAES. FERRRAAA P RT A
RRBHRERS, FUAFPAEREMR. REAFETAH TER OPRER) WEETURERRRAAW
R FMA

BEBRWF - NMEZERZLA P RERIAFZEENRACT . I FNEFES BT ER. ZTHhAEHN
2 WA fhybrid search CRAER) , CAFEXHEARRE R, TFENNEKREELETHEEAZ —.
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FEBRARENFIORZ A A TR T R EF T B, RN LK M A WikipediaZk 4 £ )| A0 R
B, RERXHZEEREXRAL GRARSWERABENNERG —H2) , TEBEZREFHNRART 2
/Aﬁ%o

KNBHFHNRE—RE, IREMTHLE—KBEEHHER, RNERTENEFZELNER. BLERE

MEMNMFHEAR? XRETEFERLRRAGN —NEERITSH: 2K ORI REF AR 2?2 AT 2&ME
BT EACNHATRH?

AHK XK

Transformeri® & A By — AR & Z €18 LT XARDAFIR, ZERE RN TE @ EA N AR TR S FF o 297 K
token#k B IR K XA A 4 RATHIT RN K XAR?

AILMA ey ik, (HSTIF R WEM TR T2 AEAE N R - M ERAENIERI S EE,

One vector per document Chunk document into multiple chunks

Interatelar [Sim) %

1

B ———

P -

i o e A TR | e B e 4
e

o ey a4 I . 1. S e s i ara

e b e ree e e e Em
- =

- S - -

fee r i s =
5 s et ey b s = v ey
e 1

ey i {4 g o s B 74 o i Do, § e
e

| | | | Document vector ' 1 1] Chunk1vector
| 1| Chunk 2 vector
1 1] Chunk 3 vector

E8-7. T NAZE—MEREMA XY HE, ExXTREH XA, JFHEIERENGS, B SHE LW
embeddings.

FAXH—AHE
BEAIEE, RAEABA A ERRREAN . T s

+ Rembedding X Ry KK M H 4, AEHEAR XK. X ik %K% Rembedding#T AL, 3 R embedding 5 A4 8 JF >k o
ZHTHREFGMMBESRAR, B2 TAEGERERT, BUEELE. Eh—fFk, vIRER
BTk RS IR AL R XM (B Wikipedia X #) o EXTHEELRARN, ZEHFERTH T %, B
ARERB2BHBRERIZN, BEER.
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o H XM Hembedding, embeddingix dk, REHXLHR KA N HE. XERBFTHRETHEZFHEX LR
B XM T HABRELFEBEEANHE, EAXHFHRERE L.

TR FTETUHRR - BEEFR, EFREEREEMF R REME, BEENTERXFFTREWHEERR K,
WRBMSAECHHE, MW EFmix Lt .

B XHEEA A HE
BRATEE, RIECHBSABN H, Jf embeddingi k. /5 22118 18 % % 5] & M Skembeddings, 77 7
R #/ Hembeddings. [FH8-8 & T %7 T fl #9 SR8 50 i«

Input [ Llama 2 was trained on 40% more data than Llama1 ]

IEJE;%?;EE?& [ Llama 2 was tra ]+[ ined on 40% mu:lr]“l [e data than Lla] [ma l]

l No overlap l

Token split , Y ( \ .
Every’s tokens [Llama 2wastrainedon | | 40% more data than Llama

Tokensplit

fgigg;ﬁiﬁ;ﬂ‘;:g [Llamal was trained on | [on40% more data than | than Llama1 l

Overlapping tokens Overlapping tokens

EI8-8. LM AT ik REMMAX AR, ERBRMTHERZ L FTXREER

ABFTEER, BHEREEZT R, FEAEHA THRAKAHN RS, XFRTEARAIHERR
Flo [EBIE TR T &M il ik o
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Eachsentence is a chunk Each paragraph s a chunk

& m—— &

- —— - - m—

[ e
b e o ey o B

e = et ey 3 e e e —— e

et et o et ek s P et

|1 1 | Chunk1vector I 1 1 | Chunk1vector

B Chunk 2 vector [T 1] Chunk 2 vector
11 chunk 3 vector [T 11 Chunk 3 vector

B chunk 15 vector

E8-9. Jj embedding [ 2k X #4 #y % 7 ¥ Rk
KSR R RO T AR TN AR fd iy, FRaE:

Overlapping window of
sentences

Rty B

1 1 | Chunk1vector
BT Chunk 2 vector
T Chunk 3 vector

« BMETRE-ASe ZEWRARM I THRE, REREHRRSH LT

o BAMBEER A WRUREEBELK, ERF EN, TiE-8MTE A%

o —BBRNRBEEORTRBRS S X BRENT UL TF AEH & LT

o P SCHAT AL m B St o

o PRAEH —MIUARBFME|SF o M, RAUEE, o — b b IAALP ST oA B UK X ER

NAE[FI8-10] 7 & 2| 4

ME ZURE R R, Tita HAE S oS fims—3 b — B30 F 37 g 6 A LLMR 3 A48 SUR 2 8 oA & Uiy 3.

s J e —»[ T 1] Chunk1vector
Chunk 2 Emﬁ‘iﬁ'mﬁ —» [ Chunk 2 vector
—»[T] Chunk 3 vector

Ehunk3I ==

E8-10. R XAQ K REBERREFABABES LT XH—H Rk,

RAFER G W EHREE
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—BEEHEHEN, BNFEAXAFETREGHREAG W E, WES 1R, RERAGHREET ERITHEN
5tz b BE & o X 7T DA S NumPy %2 AL 52 ik, ﬁﬂ%”ﬂﬁﬁ%#”ﬁi‘k-’r%%kﬁ/\ﬁa, T — MG 7

Documents

.‘

Vector database

Nz [TITT] 1z Query
Embedding | | LT T T 1] | €4 Embedding _@
model TTTT] model

iﬂ

I

!

I A
=

ié

Retrieve most similar

E8-11. EmEMNAFIE T F 2, RATT Utk Bembeddings R b 3% 3k 2| &5 2 540 LBy Ao

L&Y RAKT T AR EN, BRMMEMAT EZRBE ORI R K E, Aoy FAISS, X L E R FEEZD W
MARAMZG FRFLER, EF— W UALAFGPUNY RANBERBHRR SR, URFEFANET.

A RKEERFARZNELEE, WWeaviateH Pinecone. ] EHEE AR LR mEAMBEHETELFERRT . ©
MTRET TIRIER R EE B BB W7 R B SERIN T %

Ji T dense retrieval B embedding A& 7 4% 18

EWmBMNEFAF X T ORGSR PRSI, BT UEABCRARRHLIMESE S L. EXMHBERLT, £E
% Z A b X Aembeddings ] 7 XA 2 token embeddings. X A {408 iy 1 A2 7 3K B th 2 14 Fo Al X 45 R 40 8 ) R Bt

HRMNE—NFEERNBBEBENH T, AT Interstellar premiered on October 26, 2014, in Los Angeles.” ( « E [f %
> T20144F10 A26 H B EBR) o AR EE, XdXEHEA4ER0E:

. XA “Interstellar release date” (2 [FF M & A B #])
o HEAEIH2: “When did Interstellar premier” (2 [R5 H AT B BE)

VTR G 7 X WA 18 B embeddings 3 97 45 R 4] F B embedding. CAFEEFE 54 F A KB EES G H, Fl
4

o THIXEW: “Interstellar cast” (B FFFMIE )
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AT EBH T, BNAEHZA—FMNEAGF—A GG EERANTBRE, WES-12 R, EWAZA, A=A
TG ERCHGEEME . XHATER, EACNHREEFFL.

| | |

Relevant query:

Interstellar release

date
Interstellar A ' L
| premieredon Relevant query:
October 26, 2014, When did
in Los Angeles. Interstellar premier

Interstellar cast

E8-12. £ R L RT, A8 KA A X E 1 embeddings ¥ # # B ILAF & XA

[ Irrelevant query:

BB 2 B8 AR 2 AR SCA, Pl BT X 3 B SO, AT DU 8150 5l AR
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I |

[ Relevant query:
Interstellar release
date
Interstellar — [
| premieredon Relevant query:
October 26, 2014, When did
in Los Angeles. Interstellar premier

[ Irrelevant query:
l Interstellar cast

E8-13. LR WA B, XAKNER R LL &R AT R B H A X A TA X AR Al A Dataset b & XA X M,
ERERES ERARER
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EHF

LR EMETHE R G AT RUARRY, AEERAERN - EGEN o ZH R AN ZE N
F—F. X—FWHESERE SR E RN AR B EERNNTF. X—FTUARRENZER, T Ex
T £ Microsoft Bing#y T 4%l XBERTH B £ K BT Aty ik, HS- 4R 7T EHFHZAKWEN, ClhH
TN B R R I

Text archive

[O\ Query }
(e.g., millions of

documents) Initial results Final results -
| _| - Highes
]- relevance
o Search e |:J = 2-
E’ (denﬁﬁ;fbﬂfi:j’-;ﬂrd. > I:'— Rerank [ 3-
ar r
— e | o
First stage Second stage 1 relevance

E8-14. LIMEHFEEA R REHEN —HET, ERAREMABEHRHF R BN RERERER.

EHF T

EHFEEIRZTUMEINREER, FREX LN REHTF, 5EWRMRH XL EF. Coherely
Rerank endpoint 2 FF 46 % — N EHFHEH B LT . ROAFRAEEE R OR, RERBER. BNTFE
B RLE ok

query = "how precise was the science"
results = co.rerank(query=query, documents=texts, top_n=3, return_documents=True)
results.results

FATHT LUATEp i S R

for idx, result in enumerate(results.results):
print(idx, result.relevance_score , result.document.text)

i
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0 0.1698185 It has also received praise from many astronomers for its scientific accuracy and portrayal of
theoretical astrophysics

1 0.07004896 The film had a worldwide gross over $677 million (and $773 million with subsequent re-
releases), making it the tenth-highest grossing film of 2014

2 0.0043994132 Caltech theoretical physicist and 2017 Nobel laureate in Physics[4] Kip Thorne was an
executive producer, acted as a scientific consultant, and wrote a tie-in book, The Science of Interstellar

RETEHFRENE - ANERE Il fE, $ELAWTOIHHAE SR, TEMERNHARIRERSE S

TERAEATOF, RNEEHFELET A KW, %%%%%%,&mmﬁﬁAﬁﬁ%ﬁ#Eﬁ
MNEH, RNFEH B —FAAK—TFTAER, KR %ﬁ%%i%éﬁﬁﬁ RAG ML ARG
o % — o

F-MERRBETURRBARER. TEER, REEFHE
HWTh, BEARBRNERRARE R MESRFBWMEE LM,

BREHR, AREATE. KNTUEHRFAZ

URMNAERBALRER, ELERXBRERBRAONERGTIL, REEREHFAZI0MER T HFA3
MER:

def keyword_and_reranking_search(query, top_k=3, num_candidates=10):
print("Input question:", query)

###t## BM25 search (lexical search) ###ti#

bm25_scores = bm25.get_scores(bm25_tokenizer(query))

top_n = np.argpartition(bm25_scores, -num_candidates)[-num_candidates:]
bm25_hits [{'corpus_id': idx, 'score': bm25_scores[idx]} for idx in top_n]
bm25_hits = sorted(bm25_hits, key=lambda x: x['score'], reverse=True)

print(f"Top-3 lexical search (BM25) hits")
for hit in bm25_hits[@:top_k]:
print("\t{:.3f}\t{}".format(Chit['score'], texts[hit['corpus_id']].replace("\n", " ")))

#Add re-ranking
docs = [texts[hit['corpus_id']] for hit in bm25_hits]

print(f"\nTop-3 hits by rank-API ({len(bm25_hits)} BM25 hits re-ranked)")
results = co.rerank(query=query, documents=docs, top_n=top_k, return_documents=True)
# print(results.results)
for hit in results.results:
# printChit)

«»

print( format(hit.relevance_score, hit.document.text.replace( “” ,” )

MEFNATMNEZEEOHEEXRTLRNER, AERMNXPIRRNER, BHAII0MER, BREEEAEHR:

. « . . »
keyword_and_reranking_search(query = “how precise was the science )
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#HR:

*°° {.outputl data-type="programlisting"}

Input question: how precise was the science

Top-3 lexical search (BM25) hits

1.789 Interstellar is a 2014 epic science fiction film co-written, directed, and produced by Christopher

Nolan

1.373 Caltech theoretical physicist and 2017 Nobel laureate in Physics[4] Kip Thorne was an executive
producer, acted as a scientific consultant, and wrote a tie-in book, The Science of Interstellar

0.000 Interstellar uses extensive practical and miniature effects and the company Double Negative created
additional digital effects

Top-3 hits by rank-API (1@ BM25 hits re-ranked)

0.004 Caltech theoretical physicist and 2017 Nobel laureate in Physics[4] Kip Thorne was an executive
producer, acted as a scientific consultant, and wrote a tie-in book, The Science of Interstellar
0.004 Set in a dystopian future where humanity is struggling to survive, the film follows a group of
astronauts who travel through a wormhole near Saturn in search of a new home for mankind

0.003 Brothers Christopher and Jonathan Nolan wrote the screenplay, which had its origins in a script

Jonathan developed in 2007

FNTUEARBRNBRANANAZ L LR GANERIWT 8. EF_AERTY, EHBELHEE NS
REFATENRERER. IR-ADEEOOAT, LRNTHTER, EELZEY, IFNRAXEEFRE TH
P E. AMIRACLX MW £35 5 MK F, EHET U ME R N36.58 T 2628, UnDCC@IOXHEE (AFEET
SEEN BT .

{# J| Sentence Transformers 8 JF JE A & Fn & HE

WRERERCHNE LARBRERRMEH, A4 KT U A Sentence Transformers & . H Xk &, &5 H
https://oreilly/iJONVH#) X A4 o EF “Retrieve & Re-Rank” #4~, T 4n {4 B of S AT 1 285 Boh 18 WA o (R A0 7 81 o

EHAA THRHE

WRALIME R EH AN —MHRT T E2ZREGFE MR ENS AR X EDHETHENLLM, X ERETEMT
WERFHENR A, AVFEALSTRMAESRLAEFXTEANOUK, WESISHT. FrA CHE K B i
B, BN CHBST TEEHTIFE RESRHEERGHMTFo XF 7 EAEMA “Multi-stage document ranking
with BERT” 8 if XC o B 40 8 #5318 , A B A8 monoBERT,

Relevancescore New order

Querytext Initial search result :|2 0% ¥

[O\ Query ] Document #40 2

[O\ Query ] Document#68 |~ Reranker | |_|15% #3
ue Document #2

[O\ ery ] 80% #1
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8-15. B 5 8 1 7] B 2 SR A 2 1 5k A B AN R - L AR R M o
EMEERRRNERE T TR IR E AL - RE R ISR, ERGE - 012 F g%k, &
FORTAMK, 1RTEHEAMEL. XNZARMNEFIFF X ToLN TR FRE.

EIME % x THLIMsH T &M & B, “Pretrained transformers for text tanking: BERT and beyond /& #fix Su i Al %
151 492021 8 5 R A
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R EEAT

B RFEE B ROR) G AT HAT I WL RATITRE T —NRAT AT P3R5 K 3 E(MAP),

FERERAAFEANETRLAN: AR — AT gL, ST e s e MERME. RIAEES16
O B M

Test suite

: O\ Query1 ]-'-[Q\ Queryn |

Archive ; ‘
Text document #1 X ) ¢
Text document #2 X v
Text document #3 v v
Text document #4 X X
Text document #5 v X
Text document #6 X v

L Relevance judgments

E8-16. BIFHER R AL, RNFE-NWREH, EEEHXEAY, BRRNEURFBEXE LN M EEH
Xo

FERZIANMNRES, BNTURLERZIERER L. LRNA—NMEENATIFE. BRENEE I EELTAN
TRV R ARG HEAFAER. BERNELERRERF A=A, WHS1TH T
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.1

[ Q. Query 1
| | .
[ Search system 1 ] [ Search system 2
-
Results 2 [ 2
e 3 [

H8-17. ELBREARR AL, RNEMREHFHR N EOEELFNRL, FEFENHTHLR.

ZHBBNREFH AL, RNFER RO B @A XA F8-188 7 TR B4R P A X8

[ Q. Query T ]

[ I
[ Search system 1 ] [ Search system 2 ]

v J
IV X
Results 2 X 2 X
s A
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E8-18. ARMARE R BHBTRE, RNTUFERAILRL2BREH .

EREMNETT —AMAAHGER, LB+ AR AR2ESF. EAH, RNTRARZTEEIRERREA S DM XS
Ko REIAFREARANER, RR2ZNAFRAFE—ANEH. EEFTHES1IIHNERLR, BMERABAL=A
HERFP/E-AMHRER, BEEMNATIRABGCE?

Q. Query 1

Search system 1 Search system 2

v v
o VR v b
Results 2 3 2 X
X CEEY

E8-10. RN FE— A F UKL R G A BRI FALE— BEANRRELN LR BREE)
— ARG R

ERAHRT, BOTUERMASD RRILFRBBER, EXE M CEGREENEDWERREMN. E1
BATI B H A RA S AT — KT RARE? T4k 005 4 02— 46 LA X 50 3547

EERMFRTRARET RN — R LT EREFHERE, CFERARIAERHERAL, RR20 K030 FrLlib
MEFWMITEFHRERHXKPE—AER, KEWTRECKIPHE R RENREN 58 EH LRI,

R PHERER A EANEWITL
EHEABWSLBERGTR, RNTUCET AL CBER . LRNNEEMREM P RA— M XMy
46

B MREE: BERGIERER EABWE—TRNER) HETTH. KULFEKATRERH K. B

W0kFTEME: EHE-MLE, RNA-IHEXER, RHEBEINRMERNL0 OTEFERCEINME XS
RAEE, RURMNIWEENME) .
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\Total number of relevant documents
Q. Query | forqueryinthe test suite

v 1

[ Search system

4 Actually relevant Precision at .
to query? position (k) Precision @k

s Vv [ Precision@[ 1 v/ y[1]=|1
Results 2[R X [Precision@] 2]
3 X | Precision@] 3 |

1

Average precision =

E8-20. Bt H P HRARNME, RNATESMIBNRHET B, KELEIF%.

W T HATR A K AT R, AT R X 2 $OFEX ERIEITE. BR, WRAFERF L& X
GERBEF AMELEH? X2 WTRHAH? BE82URT T X2 % B #UE T M IF N,

f \Total number of relevant documents
O\ Query for query in the test suite

vl

Search system
. 4 Actually relevant Precision at Precision @ k
to query? position (k)

)¢ [Precision@] 1] 3¢ o/[M-=0
)¢ [Precision @] 2 ] 3¢ ¢ 0/[2] =0
v [Precsion@] 3 1 9¢ ¢V V[3]=]03

0.3
1

Results [2 TN

=103

Average precision =

E8-21. R R G ¥ TAR KBy A AR XA ZH, R H SR EER.
AELENE—MNEEMIR XA B H82R T T XM ITE AR & T R IEEA .
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Total number of relevant documents
O\ Query for query in the test suite

v:| 2

Search system

p— T
%,

Actually relevant  Precision at -
to query? position (k) Precision @ k

v'  [Predsion@] 1]y -1

Results ¥ [Predsion@] 2 | v/ ¢ 1/[2] =05
v  [Pedione]3]vXv 2[3]-[067
» 1 [+|0.67])
Average precision= ————=|0.8

[2]

B8-22. 7 % AME K SCAH B A% B P 59 90 B & 18 P A A K R Yy precision @k 25 R o

ERPHERRHE SN ERTL

A BT T precision@kfu LI L, ROTTUEZ LRy RE - RSHNMKEFF I HZEAERR
ST M A8 T o X ANEAT ] BF 3 v 9 5 3 f (mean average precision), FI8-23 &7 T 4o i # i it B & E w0y F 494
W JE R XA AT .

[O\Querﬂ] [O\Querﬁ] [O\Ouerﬁ]

Relevant
documents v:[2 VAN v
for query ’ ' '
Precision @ k
1 1

0.67 0.3

P Mean average
verage recision
precision 0.8 1 03 P
» | 07
Mean

E8-23 FHRARHEE R T AAENREMHFENE RN PHIRA LS K. B CNRFPH, BFET IR
AT BAR R BR R 8 R R AW — A7
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PR A8 i 0t A B BB R AE AR A" mean” F8” average” o W R — A EFEE, BHHMAPY R K Haverage
average precision & #f ,

RAEENA T —NTUA KRBT E RN —45ir. WRFEETME L X TIFHETH A Z, iF4 WChristopher D.
Manning. Prabhakar RaghavanfnHinrich Schiitze ff & «fg B 4 & §#» (Cambridge University Press) F 1y “12 B4 & H Yy
S

BT FHEREHE, WERAAEHWN S — Mg 23— b3 0 2 FH# 25 (aDCG, normalized discounted cumulative

gain), EEMMEK, EAXHNHERUTEZTLN (HXETHEX) , EMKEFEMFTL2INEF, —ASCTET U
FREA 75 — A X EA X
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B REE L K RAG)

LIM(A#E E AR B A MR ARBAL AT 6 eI R F AR B ELMER. BRI MR g4 F B A — L
FIAL, EEiles b EREREERS FA bRy T AT AT RA N EE Y % ERAG, ZFEAE®RX “H
4R E R ANLPE S8y R A R (0200 34T T 7, JFAEES24H AT T WM.

Retrieval-augmented generation (RAG) system

L2~
[O\ Questinn]—b 1) Retrieval — Z}Grnundeldn —h[ Answer ]

generation

I Al )

v

Data source(s)

E8-24. 2 AR WRAGH K & 8 X WA M £ R Y WAk, EFLIMBR BN REZ S RERINE LEART
RAGRGIR T £ s, BRESTHE@ T CNTUBMY X £ R ARG KHE, B EINRDTOHHFRST
FLM. CMELF SRGKWEE" ARG, 8% F A5 LU xR B LLME T py 3 5] 2048 S R
RXBGHER (Flan, 5—ARHXE)

ThY REAE LR G, MRS R LT ARALIMAR AL R A B AR A R W EE. HlTEHE

Perplexity. Microsoft Bing AIf1Google Geminio
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ME FZIRAG

AEUBRNERERRERARAGR G0 RATE A RINA LR35 fn— MLMR LXK — fo KAV [F] A fo
BRE A ERLLLM, HFERCRERRERRGN LT XOREEF A AT UL ES25F F 2 — 4

¥

A R TR A #H) 4 K (grounded generation), B A HATMLLME Gyt R B R G EREL T —MEEM LT
X, HLLME A KN EX BN TR T EH8208 R T ImRENBALEZ M RNRETH, EHAERWTENERZ

Jao

[O\ Question ]

L2
. Relevant
1) Retrieval | |information
(e.g., retrieval

and reranking) >
L *

Ol

2) Grounded
generation

(LLM)

Retrieval-augmented generation (RAG) system

> Result

-

Data source

Archive

Text document #1

Text document #2

Text document #3

This is one possible answer to
your question [1], although
others have also pointed out
this other possible answer. [2][3]

Sources

1- Search result
2-Search result
3-Search result

B8-25. £ R A REF RMALN ARG H L EEMHE, AW AERARNE Y RE B HRF
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Searchdatabase

Relevant context

il Z EEEEN
%Emﬁgggi”gﬂlllll—fllllll
[(T1TTT1]

—»| LLM

1l

Updated prompt

F8-26. I th BN Z B WA R KRB G AR T RAM KW GE o A KK EEAELLLMZ AT HA B F

304



Bl B FILLM APTHy £ H0 & X,

UERMNEEWFAEERERZ R MERE RY BRROUZERNGE —IMRAGR G A TREABTF, RAVEEA
Coherefy £ HLLM, CRITARMEAZNAFINERRAAL Lo RINBEA AL ERAERTR XA, ABEHAN
xS SR ] ] B — R tE % % co.chat it DAER BHEE M R

query = "income generated"

# 1- R
# BITSERBRAER, BREBEATRINSERREHER

results = search(query)
# 2- ETEIMNER
docs_dict = [{"text': text} for text in results['texts']]
response = co.chat(
message = query,

documents=docs_dict

D)

print(response.text)
R
ZRHEERRFTAETBE6. 77ZETNREBAN, URE EEREBRIIENIAZ7. 732% T,
HNREERT XA, FEAEARE T UK Bty RIE R RN EANE — A

citations=[ChatCitation(start=21, end=36, text="'worldwide gross', document_ids=["doc_0']),
ChatCitation(start=40, end=57, text='over $677 million', document_ids=['doc_0']), ChatCitation(start=62,
end=103, text='$773 million with subsequent re-releases.', document_ids=["doc_0'])]

documents=[{'id"': 'doc_@', 'text': 'The film had a worldwide gross over $677 million (and $773 million with
subsequent re-releases), making it the tenth-highest grossing film of 2014'}]
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~Bl: R AREEWRAG

AEUBRNER AR REFH X —HEA . ROEREITAEIIAGRY, BAOAWARBE LT 2 RBEAH
FERAMETHERRYE, EEFX—RABEAAN. RNELETH-TEMER,

A A AR
ATH £ TR

lwget https://huggingface.co/microsoft/Phi-3-mini-4k-instruct-gguf/resolve/main/Phi-3-mini-4k-instruct-
fpl6.gguf

f# | 1lama.cpp ~ 1lama-cpp-python FoLangChain, FHATAm# XA & mAE A

from langchain import LlamaCpp

# ARRERENEHNASZERR!

11lm = LlamaCpp(
model_path="Phi-3-mini-4k-instruct-fpl6.gguf",
n_gpu_layers=-1,
max_tokens=500,
n_ctx=2048,
seed=42,
verbose=False

pik -3 N Tl

AA BN E - MRNFEHEE AT H T, ROEEEBAAL/ bge-small-en-vI.SHA . FETARH, BEHK
N B MTEBHEAT B L 4 AR & ELAR 3 B/

from langchain.embeddings.huggingface import HuggingFaceEmbeddings

# BTRXAERHBERTHIRANRE
embedding_model = HuggingFaceEmbeddings(
model_name="thenlper/gte-small’

D)
A AT LR RN R B AT ) B 2

from langchain.vectorstores import FAISS
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# BIEARME SEIERE
db = FAISS.from_texts(texts, embedding_model)

RAGH# 7

RTEBRAERAGEE Y REZXEZMEM. CRRMMLLME R X I O E. Ak, RINE6ZE— 4
A context HMfAnFr ANE &, € U ALLMER GHA & 2| o SO :

from langchain import PromptTemplate

# BIEIRTARR

template = """<luser|>
BXER:

{context}

{EA LERENEXER, SUT IR EEENER:
{question}<lendl>
<lassistant|>"""
prompt = PromptTemplate(
template=template,
input_variables=["context", "question"]

D)

from langchain.chains import RetrievalQA

# RAGEE

rag = RetrievalQA.from_chain_type(
1lm=11m,
chain_type="stuff"',
retriever=db.as_retriever(),
chain_type_kwargs={

"prompt": prompt

}’

verbose=True

AR LSRR IR

rag.invoke('Income generated')

R

20 1AF T ENIBABIZ6. 7728, REEMANSFRERAETENER. BR, FRIBNE, XTHFEENREEHEENRE
EEEER, BEXLETMIMIELT, BRNAFAZEAT7.73(2%T. RITBIMEROESR A BERTERIRFRRN, —BEF RAZENE NG
. XML TE ZHNAES, HUEMENENRRTEESNERRT. A, LRMERFEERHUXTINFTZINZBANE
REIE

%, ROTURERTRESNER M £k (FloEERKEFER) o
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B ARAGH A

AL BN R AR T URBERAGR AW . Hp— A BT,

THEE

WRRAGR LA —MWARMNBA, WRERILITHLK, REFEZIAAEFAAHLH LTI, XA HEHRAGK
AAERRFRETHR2BEER TREAFLEALLMEEZRES A A TRESBRAREAR AN ERE -
WER. X7 EE— T RZZAHFNHE:

FFPIEAE: “BNUREX =R X BNXAE— 251 BEXKLH. BTUTEN. E&GTUTE
o CAIZZHG? tiF. b HNLER WA ENILEEFE? ”

RETERZHET HXFNENR:
& ERLEEEFE

RMEGAATUARIRT (HERXAPLEM) KT Ko #lin, CohereWAPIE % [T EHESTHEKXA T co.chat o

% ZHRAG

BMAUINEG T—ANAHRY REWES, WRFESNEWRE LK LM, REBHEEENEH. Fl:
JA P AT R B Nvidia 7220204 5 202348 B i 445 27
EMNTHLRE—NMERELERG XK, BEEATHREE, RINERFHTHAEREN:

2 g1:  “Nvidia 20204 Jif % 2%

2 152:  “Nvidia 20234 Jif %2

WERAEAAZ W TALREASRAATERE Ko KEH— UM R RELENE T BRER AT
FRERE, WARTTUETHEMHERTERLATEE AR,

% BKRAG

Ew S PR R — RPIUF & Bl R Y ] AL
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AP NBERAHAEHETAR? CIRETHH LS H5F? 7

FEAXAFA, RELME REER:

FHL, Bl 2023FERABAFEH LR

REERBIBEARE GERREE. KAAMIR) , LR ZHEH B LI

B2, Bl EEAELTESAE
jﬁ"lggz: ﬁi@z ({ﬁﬁ//—’a_’ﬁ_‘;ﬁtw%ﬁ/éﬁi»

BH2, B3 ARAEATLHAE”

EHHH

GBS REAEAE RS ANBEIRGE . P, RONTUABEEE, wRUW R X THRY FA, €%
%N F WHRE B 2% (fl4Notion) , BB HE X TFE P %IE, VAR RE P £ ZEECRWA % (i

Salesforce) o

£ ARAG

IRSUAE T e 680, 207 B4 8 98 B A AR A 5 0 12 B30 0 LLMCR AL AR R AL 09 R S ROMT
LIMIF @& B E R R AR S AR R N6 o LIMM X A 4 M P46 BBk g — MEH 7 £
Toh i ke BABRENART UM E N TE. Blin, HA1E 2| AT A% R Notion, (BRI FEH, HATH R % B K
#7 #|Notion.

FAEFTALLMA R 43X R B MRAGH o BT AXH, THRAGRAWEEHAA GLREIMTH. W
%, CoheretyjCommand R+723% S 4F 4 - %I 6, 3 E A0 DUAE A FF A EHEA (A
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RAGHTf

WA HERAGH A F AN EHRS K EF . X TXANEHAN —E1F X & “Evaluating verifiability in genetative search
engines”  (2023) , XA FRE M A KA R A HHAITT AL, 2

CAEAE FIF R

P77k

RN UAR R B ELE R

R o 250

AR EEREAAGEAGEFE

EIDGREREES

P aTO: B R R e S i v

5| R Ao

SRF LA K R B A K TR B L

BAATIHERZESR, EF - Lk XBEATE— 7 WLLMR L AW (R LLM-as-a-judge) R H 3 fhix
St fh, JFEE TR AT F B RS RHEATIFLD . RagasE—MEFHEGFENRMEE. CEFH— RFHH
RAEAT, 0

Hit

2

ERETHRBWET X%

oS 2i:P

BRI XAEE

Ragas SO A3 iR G T LRI B AEAF I A XM E £ 47 o

310



¥

Ny -

Tx—FY, BRINARTEAEEHARANARRAREEZRNTN. ERARRZARON LR &, XL
F

« FEBR, KRBT ORKAGHEMNE. ZBRARIANEREWH DR G EWHRN TELN .

« EHFHE, BmonoBERTRXHW AL, EHEEWMERLLER, HFL BN XM ERT WM X E. K)EHHELL
MAMSBRECN G E RN RS RELERFATHT, BETERHNEREL

« RAG, HHBRAREGHEANHA —MERRLLM, £THRB G SCHF ZER, FslHRE.
BMEFRTIFEERRRG MR F. FAREHEAFRNAE R R R#TIFL, WERSENKERE
BRHEGMRE R Bt X 2 B AT AT, IFTHRAGRATESANMERE, W8 L. J it )
A K HLLM-as-a-judge ¥ & 19 4 /.o
AT—FF, RNERREFFHBWMREIASHES, TREHREOR, THREERER.

M Patrick Lewis et al.  “Retrieval-augmented generation for knowledge-intensive NLP tasks.”  Advances in Neural Information

Processing Systems 33 (2020): 9459 — 9474.

I Nelson F. Liu, Tianyi Zhang, and Percy Liang. “Evaluating verifiability in generative search engines.” arXiv preprint

arXiv:2304.09848 (2023).
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FOE SBEIANETHEE

I RERAFERBCINE, ZESTRTZMRELMEN. BT, 2 F788 BRNTURKES, WX
BARGHER XA EMEBHE, CUI2RREMAA. A, WREHEBRSE-REFFELXT
CHEA, XEEGHAMN. ELEXATMER (BRUHEN MRS WRBEHEHRAY ZRS, WH-THF.

Input modality Output modality
Tet [ Thisisacat
CJF—| It's pixelated!
Code Multimodal [ ]
model

Image

Audio .||

Bo-1. A BFRARE (REX) HH (WEK. TN AARERE) WEBPHRY SEIMEE RATHER
—HESERRN, EREAZES T ERAE

HMNELFELLMs AW A M BITH, Nz AP REATEATEFT S MERBRREAEL R, BMNHK
EEOEY Ko

BRMEESESMAGR A TS — BT ANE U e . EXLEFY, BEHATEBEATH
B flim, REAET. BEHRE. EREMEYEOER AT %

FlAf Ay 2 fl TLLMs; WwRENRLENN ZRSELAATHRE, CNHRATRLHEE, KNt EHE MK
i R 25 R B 1A L

ARESR, RINOERESFNMEASEASR AW ARLLMs, DR SE 0T 6l Bk 2. AT E BB R w6 A

& 4 Transformer 3 A B B 4 ACK B 4 55 30 o0 BB ke B5, RATH B or 4 {# F X A Transformerd & LLMs DL 4,
AWAEES
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M. 3¢ Transformer

EAFHENEFTF, RMNTEFEEN L T Transformer Y E R AL M IE T BB ESFFREN KRS, KoL RERE
FR R A E RAEE. Hik, #H% AR F E A Transformer By — 3 gk 7732 1 2+ B AL I TR 07 3% 77 #6974 AR
#o

RATHR 89 7 i R A Vision Transformer (ViT) , ZEBEGRAES L5 Z B &R 2 M % (CNNs) 8 bk
HE. REHETransformer—#, VITH THEEMUEE (BER) ZEATHTERHES (Wak) ®EF, WEI-2
B o

ViTHK # T Transformer Rty — NEE AW, HHEGHE. EMRNEFIZFTES N, ZEB AR ECELMEEZ
W XAMANER A BRERT. AT, ERDEITHBFTLHN, TARMAFEE L#Tokentt, WwEI-3HF.

Input Output
Features Prediction
| 12-
You have been /£ Spam
selected to receive Transformer p—p
1.4 million dollars! Not spam
Text
Vision = T cat
Transformer > 5% |po
vim) ;

Image

F9-2. B 44 TransformerfnVision Transformer#[ 3% % I L 34, W HE R HE LT, REAATHEEHLS.
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Textual input What a horrible movie! J
l
Tokens ([CLS]]( what 1( a ](hnrrible]fmuvie]f ! ][[SEP]]
ENCODER Z

v vV Vv v v v v

B 9-3. A 3T ¥ 46 tokenizer#t 4T token ft R & % 4 — MR & NG 1 25
WTEGT A8, EMokenft I BEZA TR EE. MR, VITHEZRRE T — M4 EHkokenft 7 #137"
W7k, XEMATRASER R G HRD B EM.

BEGHE KB ER. XKEGEFEEEERT, WBPHS2X526F. GNEBNEEHFTHEARSREER, E£Y
raeRERN, RTFBEHELER.

VITHE 5 b B L6 B3 . v R 24 SO 8 kroken, 7 244 R 46 T M4 3k 4 o BB, 3B B0, ©HEGAFFE
HHME RET A, WwER.

Original image Patched image
Bt

EE Flattened input
] S T —
— A — [ RSk JEF A
=
L]
B9-4. E AN tokenft” THAE. EH I AEH A TS
AR AT SCA 3 0 XA tokens—H, R AT EAM B G0 BEA T o ERANT 805 03T BB XA P

Hokens, #TT, LrokensTF &, RAVFHHLIAEMNTHE D, EHXBATRI2ELBERPR
5, 35 AR IR L

MR, T HEEFAN UG EBE KR, Hembeddings. % &k 27 DL A fE TransformertE B By s N0 X4, E@BAT
wt & tokens— FEAR B AL FE . BT A5 P HAT T WA .

BT B, RO P EEES B ERIX3H T, ERGEEZNEAIXIHT . BF, BB XN —KEGHN
H16x164M7"

TR T A BE M7 AT, — Hembeddingstr# %44 &, CAIRH L F Ukrokens RALHE . WA R, XA
B & g Rt B KA T o
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BT XA, VITEEHAREAMIEEREREASRAR Y. EHCH— R EEHS 7 X R embeddingtE B 1y
WHLE T

Original image Patched image

A
& R —
L LU

eves G RS —

Linear projection
| - 1 1 1 1 1 1

Patch
embeddings

[CLASS]

[ T T T T T T T 1
ENCODER

VY VY YV VYYY

BO-5 VITR W EEH &, Xt ER#TOKMEREY)E, AT embeddings W R L HD A, IR X Atokens—#
BALE .
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% # A Embedding % &

B2 A EN P, RN embedding B A K 3 XA KT W B LW A, Wik X R A . RATE B LR K
embeddings 3 3 % 77 R B RAT DA KSR ES, £ ERT AR,

EWARM 2 5K B8, embeddings® % BLLMA A2 54 5 8 E B Mot 4. BIRMEAABE BFER L6 #
P3RBT

W AR, FE AL RATRFRET 5 AKembeddingth A, 2 A 43 Fh KK 4 Kembeddingso B 47
TR T thembedding 9 # 8, {8 R T4 5F 7 b 4% 30 SOR R 5 R B embedding® 8 o K ATE[H9-6] % WY T X
— E,

Sentence
— Sentence
---—[ This is a cat embedding
Multimodal =
embedding
model >

|

Image

embedding

Image

[19-6. % # & embedding# 3 77 D72/ — 0 B 2 1 4 B A b embeddings.

—MEBRE AR SRART, B4 Rembeddings L FF— R AT (HOT) o e, @HAXHHSHE
embedding® 7, #ATT UAETFHAXAERE R WRRANWE S MIEK BRBER, 2RAM4LEER? K
2R R R BB A B A R A 7
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‘.Jdl - Snowing | .
d °C
C\ Or--Apuppy
T )
Road |
My cat is cute
O (O don'tlike cats

97, KA & F WA, JLAAR A X embeddings % 1 8 2 1 &4 T B3t .

AV % % M Sembedding® A, {8535 4 A0 B Rl (0 & £ 09 R B Z X B 5 - B R FI 4 (CLIP).
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CLIP: % ¥ XAfn &
CLIP

CLIP & — A9 LUt 5 B (& fo UA RN B embedding# B o & s B AR TR B &= B 4, & oka B &N HNT
PLE SCARB SN AT B XA TR B8 7 (EAF CLIP LA R K ey A T AL F UL T 55

K FE A4 2 (Zero-shot classification)

FATH DU B (o SN G 20T A 2K A 334 B O\ ST He B, 4RO AR e R
# % (Clustering)

MHEGRERECHTRE, REBLXAARETHLERES,

1% & (Search)

AR SORFE G, RATH DL 3K 2] 5 S\ SO 3B (A8 % i 9 2
A jx(Generation)

R ZHEASENRE 2 B &AL R (FlHn, stable diffusion) o
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CLIPUAT & R $ S HN?

CLIPH R BELIF AL HE, BE-TEA-—MEEKE T HEAETANKER, WEHI-SH T,

Image

.+ "Apixelated image "A puppy playing "Asupercar on the
Caption : of 3 cute cat” o g road with the sunset
: in the background

B 9-8. I 4 % 4% Arembedding ¥ A BT 7 B9 £k 4 X AL
BANBERTURARY G- RAM LT HEMEFL. A, CLIPER UARSR T ERHEN K, EHE RS
B KHENE R WEFTR, FREEGRIABATAAH RN
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Sentence
embedding

Sentence 2
oo -[ Thisis a cat ]— Text encoder

€@ :mbedinput

£

Image encoder [,
(ViT)

Image
embedding

9.9, 2 W CLIPE 5 — 5 o , @A AR BB R 1 B 0 A 070 B 47
R O R AT U B E RIS EA, RRHOERNELAAEOARE, Btk
B R R LB TR B 8 A 8

SERATFF I AE T, BRI CRENZ AR UELRE, BACNLERAHEAEAR GG EZEF £
GuEEd, ROBMHENZ BB, & LA 0 BAR/ AR ok A OUE, x 7 A8 L B/ AR B g i /M
MWE (H9-10)

TEANEE, BRLSWEY, R AFNEERRFRETNN LR EHNFHANLRE (F-11) o XF 7R X1
= /(contrastive learning), H A1 AEFI0ZFANEFITH A TERE, E£4ERITEEZ H O embeddingf A o
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Sentence

embedding
Sentence £ Prediction Label

----[ Thisis a cat ]— Textencoder [ [ [ | —»
A
1 1
) Similar || Similar
o Embed input Compare

embeddings

0 0

|- v Dissimilar || Dissimilar
- Image encoder |, D:':l_’
(ViT)

Image

embedding

E9-10. Y CLIPH & Z % &, A & 5 SUZ 54 5 F0 B RSN 18 848 DU

Update model
Sentence ___o____p ----------------------------

embedding
Sentence Prediction Label

----[ This is acat ]- Textencoder [» Djj‘—)

B T T

1 1
Simifar | | Simifar
o Embed input Compare : .
embeddings -
= 0 0 .
£ Dissimilar| |Dissimilar| }
- Image encoder Ly, T T J——» :
(ViT) :
y Y Image :
fesessannas embedding '
e Update model

BO-11. AP ACLIPH E = F o, AT EGHED SR ERF U TCRF AR NE. T2EHFHN, HHEWRIAM
B, elaEm &R T2 EEL.

w4, BNMEZ—KEERANENAESEIE —KENER RN EEHRMN. EWRIEEFE10Z]FFE S,
AT HRERATREF, VAR A LR LR A K E G AR AR B AR R S T 4 1
ENEIAEN, TR pAF 2EENTE.
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OpenCLIP

MFHRANE T AT, HAVEERIFRMACLIPH AR, Bl OpenCLIP, {# | OpenCLIP = (£ CLIPH &, 745 %
B A SR B R\ A% i 2 A 2 R e (AT AL

Tz, ERMNE-—NDEATF, RATEEAZ TR EGRZ —, W—KATE RN AESPRENEG A
stable diffusion4 &) , W E9-12F7 7 :

from urllib.request import urlopen
from PIL import Image

# MB—RATERRKNIES PR ENEIR

puppy_path = "https://raw.githubusercontent.com/HandsOnLLM/Hands-0On-Large-Language-
Models/main/chapter@9/images/puppy.png"

image = Image.open(urlopen(puppy_path)).convert("RGB")

caption = "a puppy playing in the snow"
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A\

F9-12. — TKALA kB /N e S 9 30 B0 B 4o
W T HATA XK AR AR, KA LLEE A OpenCLIP Y H # 4 AN 1 & o

Hk, BAE = AEA
o JA T SUR B N 24T AR IE L B tokenizer

o JA T T 22 o 3 B % K /)N By preprocessor
o BAE A TR R BN R

from transformers import CLIPTokenizerFast, CLIPProcessor, CLIPModel
model_id = "openai/clip-vit-base-patch32"

# fn#EtokenizerEFRAbEIA
clip_tokenizer = CLIPTokenizerFast.from_pretrained(model_id)

# fMn#EprocessorkFLtIEE %
clip_processor = CLIPProcessor.from_pretrained(model_id)
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# BATERXXATEGRAEENEEE
model = CLIPModel.from_pretrained(model_id)

MR A E, TAERNNMANRE L. LR AokenizerFF 46, HHTMLEMAR K EM 4

# JEMNEMA B TITCH
inputs = clip_tokenizer(caption, return_tensors="pt")
inputs

T — B A N IDE F

{"input_ids': tensor([[49406, 320, 6829, 1629, 530, 518, 2583, 49407]]), 'attention_mask': tensor([[1, 1,
1, 1,1, 1,1, 11D}

FEAEEXWIDREXAT 4, BATT UUEH B Y64 convert_ids_to_tokens B 244 1144 ## 4 tokens:

# REMNMANEEREtokens
clip_tokenizer.convert_ids_to_tokens(inputs["input_ids"][@])

E R EAT T -

['<Istartoftextl!>",
ta</w>",
"puppy</w>",
'playing</w>",
'in</w>",
'the</w>",
'snow</w>",
'<lendoftext|>"]

FEWRAMNZ AW EFH RS, AW Riokense Wi, HATINAELF B SR F AR R pmie &, DU 5%
TEWEBHFND T KT HITFEEE [cLs] tokenE % T . FECLIPH, [cLs] token L[ F AT %7 EMEHN.

AEBRNCETLET AL, RO UCERNR E:

# BIENABRAGE
text_embedding = model.get_text_features(**inputs)
text_embedding.shape

AT A TRAE—F 58 LAS2MEN RN E:
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torch.Size([1, 5127)

ERMNOZEEGRINZA, GOUREN—F, RNFEAXLATTAE, BARDHZMNEEGLAF RN,
KT IR

M, BATE DA A Z AT B 2B processor :

# TRIRE&
processed_image = clip_processor(

text=None, images=image, return_tensors="pt"
J["pixel_values"]

processed_image.shape

Fhe BRAZ512 X 512(% %o F R X KE R PULIH L KD R D 21224 X 22400 %, EAXZELTH AN

torch.Size([1, 3, 224, 224])

A HATE L [E -1 T XA T E M 4 R

import torch
import numpy as np
import matplotlib.pyplot as plt

# HEERTAIMANER

img = processed_image.squeeze(@)

img = img.permute(*torch.arange(img.ndim - 1, -1, -1))
img = np.einsum("ijk->jik", img)

# FIAA TR ERIES

plt.imshow(img)
plt.axis("off")
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E9-13. CLIPT A 2 5 W s N B &
B30 FULTE G 8 [ (e #  embedding, AT A fi 2 4T — R AL, 4R L B DR
# BlEE1{&embedding

image_embedding = model.get_image_features(processed_image)
image_embedding.shape

Wil T UL Tk
torch.Size([1, 512])
EE, 72 0 E % embedding ¥y Ik § X A embedding R A F . XREE, EAHCAFRMNLE CINH
embedding, & & A& B A PLo
FATF LU 3% embedding RITH CATHATBE . A M, HATE %A embedding# AT 13—, K EITH SR KA 2N

WE R4

# J3—ftembedding
text_embedding /= text_embedding.norm(dim=-1, keepdim=True)
image_embedding /= image_embedding.norm(dim=-1, keepdim=True)

# TTEENNEMUE
text_embedding = text_embedding.detach().cpu(Q).numpy(
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image_embedding = image_embedding.detach().cpu().numpy()
score = np.dot(text_embedding, image_embedding.T)
score

weed T U T a4

array([[0.33149648]], dtype=float32)

KRR TOBHAMNE L%, FREARMNA AR AN 22 RAMUEHKEBHUES B, ZIRERE. 4
K, RAAE %ty B EAAFARY BT, w[E-1457 7.

A puppy playing in the snow

A pixelated image of a cute cat

A supercar on the road with
the sunset in the background

E9-14. = 7K B R A = A7 AL 18 WA LR 4 I
FRKOIBHSBHERE, FREGEMEGHHNEERRES.

1 Jf| sentence-transformersjn 2 CLIP

sentence-transformers SZE| Y — S FCLIPH M A, {# 4] ZembeddingT B E WK Fo REFEJATRAE:
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from sentence_transformers import SentenceTransformer, util

# INESBERTHRAMICLIPIRRY
model = SentenceTransformer("clip-ViT-B-32")

# RIBEIR
image_embeddings = model.encode(images)

# YRASIRER
text_embeddings = model.encode(captions)

# ITERZGEMNE

sim_matrix = util.cos_sim(
image_embeddings, text_embeddings
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XA L RER SRS

Eat, XRERBEREWTAM LA, ZHEXARTHEE, RLlama 2F0ChatGPTIX A By A% B K 4 2 X
AfE BIER B ATEE R

K, CMRRTENINENES, IR, EWEANZ A FE SembeddingE A o & 2| oy AFE, A% 8 Am A\ 7 L
B oE AR o B T

EXAERBEBNBERLT, RNFLZCveREELGAEE. fl, ENTUALE-KLFHROESE, BETCE
St amp. RS CERRFREENE N, WO EE R T A5 A AE[E9-15]F 3 — F i
%o

>

P

Write down what you see in this picture. ]

e

A sports car driving on the road at sunset

[What would it take to drive such a car? ]

A lot of money and time

B9-15. ZHA XA L A (BLIP-2) BB, ZART UM\ BRETHRE.

AT REEFAANNBZ B ZE, AMERARAAEEIN R SRS H R b — 87 BN BLIP-2: 5 —F
G- TR 0 BRI 42 BLIP2R — b 5 THERAWERAHAR, 2R AAEEHEE AL
£

.
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BLIP-2: BRAMIZE

MATFh SRS EFERAEFTREANIT R I ROLAER KT CKRER R E K- A R A #
EHEBER. TURR, ZFERZTTH!

BLIP-25% 4 Mk A 2 Ay, 71 it By 2 — 4 % & W Transformer (Q-Former) By ik BRI A 55 25, %
SR B 40 (0 B A T LM,

HAAA TN FAEE, BLIP2RFEINHRR, AT MK HE GRS SEMLLM. ©Re AR T IA G A
A AR R [E 16177 7 o

Pretrained Trainable Pretrained
% . 2 2 * Q
Vision 6 Q-Former > Large language
Transformer Querying transformer model

E9-16. ZE# Transformer ALK (ViT) FuxXA (LLM) Z[EWHR, REHEFE—T) %N A4
AT HEBEAANTNFERE, Q-FormeHth T CNIWEM. CHAMETER Y EHER:

o E{%Transformer, JH T 5 45y Vision Transformer 2t F 3 4T FAE 42 BL
o X ATransformer, 7 MU ELLMZ &
Q-Former 0 AN B AT N4, B#MES—ANIE, W[E-171F7ro

EHBIY, B T I 5Q-Former e Fom B A AR . 2 bt R BB AR AL, I o AT 26 9 46CLIPH
58 A

4 3 Hr N B R 45 o VIT o D4R AL T kN o 3 26 4k N A {E Q-Former 89 ViT By #1 N o 47 AL Jf 1E Q-Former #y X A
Transformer 8 #r A o
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Vision-and-language

Representation learning

-----------------------------------------------

Pretrained Trainable :
% ] |®& Q-Former & :
Vision & = ‘
v Transformer Vision Text :
: Transformer || Transformer .

B-17. £F BRI, NAXTFIRAMEINEBETHRT. EFB2F, KBRTREEAN RARXRTRER

LLM,

R N, Q-Formerfh J5 £ = MESH L 34T 4

B - SCA At 3

FAESRE A T B A RN, Eei8 TR ERAK.

- SCAR T R

A KL, ATHMEG XA 2 EEE (L) ££ALR CFER) .
ST BRI AR £ R

WHEA LT MIN BGRB8 R XK.

EEAEARE A, URFAREVITERBANE LT EEXMBEZ L, ROREE KR LENBFLEVITH

HBNF, DERATT LALLM S 6 A €A1, BLIP-28 % — & 4 9-18]F7 7 o

Vision-to-language
Generative learning

QFormer e

Image-text :Im: Iagm-t“exti”! Image-grounded

matching learning text generation |

: A A ry E
Inputimage :
- 2 Pretrained ? ;
* vison & :|® viion & G rea “

Transformer | Transformer Transformer .

. | | :

L] ‘Apixelated

: Learnable image of a 5

. embeddings ane oxt :

........................................................

E9-18. ZFRIW, RAVITHHE 5 AR —RER, FEAFUEES ERTINE, NEIRE-XAKT.
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ayE2E, KFBRIGANTEIENNEEAGHE XAGEEHANEZZAFLENEE R TETEIHAR
e LIM. fE XA AR b, 3k ek AE ) B I 4% 77 (soft visual prompts) , LLM 3 F Q-Former & U#Y L 5 & 71
BEAT A o

AENZAAR -2 BEEER, WARTFIHNEHALLM M ZNAE LK. ENMRAEERAFETHE =
FAEME-19IF KT

Trainable Learnable embeddings
ss =i & Q- FU]‘I’I‘IEI’ Pretrained
% L&
Large language
model
Projected embeddings

Y

E9-19. £F W2W, R B QFormerty ¥ X HNBRHEH B L HELLIM. Y HENEHRKULRT .

BEAF S RA A — R, CAEQFormer bl 4 7 4 ] 4 = 8] P 5 X A fo SOR R, 7 LA fELLM Yy
BRI Bk, LLMALAR AT EART I ALLMIE L TXW 7 ARBRTEEHE L. 2EHRANLEAEE-20
PR

Vision-and-language
Representation learning
: Pretrained Trainable = :
— ® Q-Former :
Vision > = =B
Transformer Vision Text ;
Transformer | | Transformer | |

____________________________________________________________ Vision-to-language
vevsesssNnuuiessnsonsenensasesnss ctneialiveleaming
 Learnable embeddings Pretrained
: % =K
Large language |:

model

Projected embeddings
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E9-20. 52 % W BLIP-2%# %2 -

BBLIP-2DAK, % E WA RLLME 2 &4, 1A A LML, WLLaVA, — AN T XARLLM % # A HE 4
S5 Idefics 2, — A3 FMistral 7B LLM B & M A LLM. "B KX WAL LLMEA A T B B2 4, 12 4044 T )| 4 09 2%
CLIPHL 3 % 70 85 5 SORLLM I 8 R o X AR B AR 2 M N AR R 2E 5 SN, e+ A E

LLMEg N o KT Q-Former, EATRKE K& FG A XA [ # £ F .
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PR E 2 23 N

BEAAH AT T BLIP-2Z2 (Gl 20y, IFMERHFLARGAG, TRRTERTH. EENL AL, £EHT
R

ARNNME - LR, LERNEEMBEEEFRZOTER €

from transformers import AutoProcessor, Blip2ForConditionalGeneration
import torch

# INEA IR ISR
blip_processor = AutoProcessor.from_pretrained("Salesforce/blip2-opt-2.7b")
model = Blip2ForConditionalGeneration.from_pretrained(
"Salesforce/blip2-opt-2.7b",
torch_dtype=torch.floatl6
D)

# BREVRIXZIGPULAIN IR IR R

device = "cuda" if torch.cuda.is_available() else "cpu"
model . to(device)

#R
# | model.vision_model #7 model.language_model , FATT P25l & 2| KA1 /n £ 9 BLIP2E & & I T HAVITF 4
AR

FAVIE T Aok BB AL BTN LB TR, A3 5 L5 5 5 H AW 2917 2 (cokenizer) #4T LB €3
MmN (WBEGPRXR) R ARG NENET.

T EE &K
SR R AA T E A R ATE . RATE s — K A8 B R T B 1y

# MEBRBERK

car_path = "https://raw.githubusercontent.com/HandsOnLLM/Hands-0On-Large-Language-
Models/main/chapter@9/images/car.png"

image = Image.open(urlopen(car_path)).convert("RGB™")

image
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BEA520 <4928 %, XBHER ML IFHHE R TULRNEZRNWAEES CMT 4

# TRAMIEEIR

"7 python

inputs = blip_processor(image, return_tensors="pt").to(device, torch.floatl6)
inputs["pixel_values"].shape

e AU TR
torch.Size([1, 3, 224, 2241)
R — 224X 224K MR RN RAWH ERADTRS ! AW ERFPTH R4 B R o B G2 gL K E

T o BrUEMANEFE TRBHEGRTENS, BHEMNTR2KHE,
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XAFALE

W EATA SR SORT A 2 B RRE RS T, AV UG R TARIE S A\ SR i tokenizer :

blip_processor.tokenizer

L FATULT Hr i -

GPT2TokenizerFast(name_or_path="Salesforce/blip2-opt-2.7b"', vocab_size=50265,
model_max_1ength=1000000000000000019884624838656, is_fast=True, padding_side='right"',
truncation_side="right"', special_tokens={'bos_token': '</s>', 'eos_token': '</s>', 'unk_token': '</s>',
'pad_token': '<pad>'}, clean_up_tokenization_spaces=True), added_tokens_decoder={

1: AddedToken("<pad>", rstrip=False, lstrip=False, single_word=False, normalized=True, special=True),
2: AddedToken("</s>", rstrip=False, lstrip=False, single_word=False, normalized=True, special=True),

3

X EHYBLIP2E A (| T GPT2Tokenizer o IE MK ATEF 2T F 4K KW AL, tokenizer 4 32 iy N\ XA By 7 R ¥ 86 A T 48
B

N T % GPT2Tokenizer By TAERIE, RATF A — MDA FRKE . KA E LKA T2 hokenID, KEFHHTE
{114 ¥l token:

# TRMESIAR

text = "Her vocalization was remarkably melodic"

token_ids = blip_processor(image, text=text, return_tensors="pt")
token_ids = token_ids.to(device, torch.floatl6)["input_ids"][@]

# B IDFE token
tokens = blip_processor.tokenizer.convert_ids_to_tokens(token_ids)
tokens

% 2 F AT A T token:

['</s>", 'Her', 'Gvocal', 'ization', 'Gwas', 'Gremarkably', 'Gmel', 'odic']

L H A ErokenBt, R 2ERE — LokenFF kH —NTARHFT, WCHT. XEFERZE -2 &
W, — AN RSB R 8 TR e m LS 256 L DL eI 4T . 4R, =H (RS E32) BKRT
G (R4 2288) o

ATETRA, ROE A TR &

# ATR&EEmETEtoken
tokens = [token.replace(”G", "_") for token in tokens]
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tokens

ZHBEN—NEFHHE:

['</s>", '"Her', '_vocal', 'ization', '_was', '_remarkably', '_mel', 'odic']

MBS TREARTERE T ZH, W5 okenl fk 8y 37 56 7T UL HR A tH Ko
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R ERAT R A& K

RBLIP-23X W A S B 09 s R (R Bt b iy BRI AT AL (R R R — XA A MO E B AN E, &F
PR R — A B 1R T 30 ARIE1000 £ TR IS AL B B R % U

G LE RN R FEECERE. HERERAEETURRGRE. XBRIEREELBLIP2, &Y
Ed

LLM DL KR 6 AT AR B AL SR 7R o

HRNE-—KEBRHEFHER, EALEERFATNYRGEE:

# MB—KATE RAIB R EEIR
image = Image.open(urlopen(car_path)).convert("RGB™")

# BEGEIR NN F TR E

inputs = blip_processor(image, return_tensors="pt").to(device, torch.floatl6)
image
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H &
T — % £ A BLIP-2H A 4§ B 2 # % K roken IDo 58k J&, AT LAKIDEL# A SUA (A ok By A7 AL)

# ERREIRIDAMESLARIEEE (LLM)
generated_ids = model.generate(**inputs, max_new_tokens=20)

# MEGIDARXAS

generated_text = blip_processor.batch_decode(
generated_ids, skip_special_tokens=True

D)

generated_text = generated_text[0].strip()

generated_text

generated_text A&t XU F:

an orange supercar driving on the road at sunset
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EUF AT oy T £

HGRAREFRNERLAAZMFIRNMENGE 7 &, BLERKEN, FECETBLTHLARY, £F
WraikATE. FEALGHEER, T FEACKREBRAENEL, ThakKk, BHZEREERZENERK
R

LR — M By 1 F AR B, Bk 8 Rorschach Ml 87 {4, H0I9-21FT7R . B — A& B E Loy —
WA, MR AT B by Bl S AL TR B B o B B R TR B VRSN A B MR E. R — MY
MK, X R REE R

B19-21. 5k B RorschachJll Rty B R, RAEXLFEHE T HA4?
i FATECE9-21 0 B iy B OF 45 2R E B AR N

# Load Rorschach image
url = "https://upload.wikimedia.org/wikipedia/commons/7/7@/Rorschach_blot_01.jpg"
image = Image.open(urlopen(url)).convert("RGB")

# Generate caption
inputs = blip_processor(image, return_tensors="pt").to(device, torch.floatl6)
generated_ids = model.generate(**inputs, max_new_tokens=20)
generated_text = blip_processor.batch_decode(
generated_ids, skip_special_tokens=True

D)
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generated_text = generated_text[0].strip()
generated_text

FoZ 7 —H, YRAIAEE generated_text LB, RANTUEFRHXF:

a black and white ink drawing of a bat

H A A LA AR o (TR XA B A RO XA AR A B A X R — MRorschach il i, fRA X xfAE A
RRERF M 42
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RBl2: ZESPWRART

REJ\ZE-NEEZES, KNTUH—FF BREAGA. EWESATY, ROETTN-HES, i (B
B, BB —MHES, Ok (L) #yikd.

HNTURRBRIPAT BN FERF R EARMES, TAEEEIHREEN. EXMEEAAE, &
B —RERURRTZFE B G AL v E L. A FRRHAEE G L,

ATER, ERNMAAFHE I, FERBLIP2#A BKR. hTHERx— K, RMNEEFERZANLAAHETL
HER:

# Load an AI-generated image of a supercar
image = Image.open(urlopen(car_path)).convert("RGB")

BPATRMEG A &, HNFELBLP2A N ERR, TART. BAE, BESEZ A LRI A RIKE
BRAE A 3R BATR R AL By B AR

# Visual question answering
prompt = "Question: Write down what you see in this picture. Answer:"

# Process both the image and the prompt
inputs = blip_processor(image, text=prompt, return_tensors="pt").to(device, torch.floatl6)

# Generate text

generated_ids = model.generate(**inputs, max_new_tokens=30)

generated_text = blip_processor.batch_decode(
generated_ids, skip_special_tokens=True

D)
generated_text = generated_text[0].strip()
generated_text

EE RN T Hl
A sports car driving on the road at sunset

CERMMBAT AR AW, XE-AHLAHENEAT, BARMNGEAAR LRERERARR A B, &AM
DA DU R 9 J7 KR R St 1] A

ATHEZ—R, RONTULEBRNZ AT E, GF e ROFENE LS. RBERNFEE—AFEEFA:

# Chat-like prompting
prompt = "Question: Write down what you see in this picture. Answer: A sports car driving on the road at
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sunset. Question: What would it cost me to drive that car? Answer:"
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& B

inputs =  blip_processor(image, text=prompt, return_tensors= pt  ).to(device, torch.float16)  generated_ids =

model.generate(**inputs, max_new_tokens=30) generated_text = blip_processor.batch_decode( generated_ids,

skip_special_tokens=True ) generated_text = generated_text[0].strip() generated_text

RAHNATER:

*7° {.outputl data-type="programlisting"}
$1,000,000

$1,000,000 3F # BAK! X &R T BLIP-2 B AU RS AT A, X RVFHAT — S M 0 7d 35

&5, RMFAUALEA ipywidgets Bl — MK LRI RNAHAKME X DITEE g,
notebooks By &, A FHATHIME R B R4 N UARE:

from IPython.display import HTML, display
import ipywidgets as widgets

def text_eventhandler(*args):
question = args[@]["new"]
if question:
args[@]["owner"].value = ""
# Bl
if not memory:

prompt = " Question: " + question + " Answer:"
else:
template = "Question: {} Answer: {}."
prompt = " ".join(
[

template.format(memory[i][@], memory[i][1])
for i in range(len(memory))
1

) + " Question:

+ question + " Answer:"

# ERNXA
inputs = blip_processor(image, text=prompt, return_tensors="pt")
inputs = inputs.to(device, torch.floatl6)
generated_ids = model.generate(**inputs, max_new_tokens=100)
generated_text = blip_processor.batch_decode(

generated_ids,

skip_special_tokens=True

bl
generated_text = generated_text[@].strip().split("Question")[0]

# BHTCIC
memory .append((question, generated_text))

okt

output.append_display_data(HTML("<b>USER:</b> " + question))
output.append_display_data(HTML("<b>BLIP-2:</b> " + generated_text))
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output.append_display_data(HTML("<br>"))

# SN

in_text = widgets.Text()
in_text.continuous_update = False
in_text.observe(text_eventhandler, "value")
output = widgets.OutputQ

memory = []

# SREIRAE
display(
widgets.VBox(
children=[output, in_text],
layout=widgets.Layout(display="inline-flex", flex_flow="column-reverse"),
D)
D)

USER: Write down what you see in this picture.
BLIP-2: A sports car driving on the road at sunset

USER: What would it cost me to drive that car?
BLIP-2: $1,000,000

USER: Why that much money?
BLIP-2: Because it's a sports car.

USER: Why are sports cars expensive?
BLIP-2: Because they're fast.

N ]
BARREANT UG EHERE — RPN EAXAETWRE 7 &, RAOAR LOZT — AW U B R3ATH#
Iy IR AL AL
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M 4

> —H

-~

AAFEY, BNEFRTRAIRECAMNE LT LB o ZHERE LIMs & ZESH M AT iE. RNELEH4HT
JA T ALSE # Transformers, X 24 B (R4 o Sl kom iy A . X R 38 7] B 2 %% #5 £ Fepatch embeddings 5L FL#Y
AV A LA RE EAE B .

K JE RATE R T A Zembedding#® A, 7T DA | CLIP 4 5 fn UAR #4634 7 BB K om o #A1E 2| CLIP 4nfa 3 F 4t th
3] fE 4 F R E P E AR f XK embeddings, A HATEHAL K REPHREHL S, AFANET
OpenCLIP, X & CLIP W EZK, FTH T %4 Aembeddingff 4.

W, BRMEE T MEXRERER LG ZESM0 Y, HFRAFTT BLIP-2 A i 8o S A% A UK & R AL B A%
N B R A N AR B AL SE AR AE 4 B VT LLMs R 8 XX K embeddings. #A1E 2| XM A TR T B &5 & Ao
FEASETHRNRETR, EFAMESE R RERTE. SR, AERET LIMs Y EZHANHE, HETT
HABGT R WEAMETWROGRTFE TR

AARFHE ZHF, ROEBEZINEFBAEAR £F10FF, RAVEERE 20T 6 2 Fo 48 XA embedding# 2,
KRR FLZEFTRENANEORAR. T—EEANEMBEIETEE N

M jason Wei et al.  “Emergent abilities of large language models.”  arXiv preprint arXiv:2206.07682 (2022).

2l Alexey Dosovitskiy et al.  “An image is worth 16x16 words: Transformers for image recognition at scale.” arXiv preprint

arXiv:2010.11929 (2020).

BBI' Alec Radford et al. “Learning transferable visual models from natural language supervision.”  International Conference on

Machine Learning. PMILR, 2021.

[ Robin Rombach et al. “High-resolution image synthesis with latent diffusion models.” Proceedings of the IEEE/CVF

Conference on Computer Vision and Pattern Recognition, 2022.

131 Junnan Li et al.  “BLIP-2: Bootstrapping language-image pretraining with frozen image encoders and large language models.”

International Conference on Machine Learning. PMLR, 2023.
O] Haotian Liu et al.  “Visual instruction tuning.” Advances in Neural Information Processing Systems 36 (2024).

" Hugo Laurencon etal. “What matters when building vision-language models?”  arXiv preprint arXiv:2405.02246 (2024).

1 Roy Schafer. Psychoanalytic Interpretation in Rorschach Testing: Theory and Application (1954).
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F=Ha: NEMPORETRE

FTE: ARXAHARE

XA ZFLZBAEAEEAEL A L. CNALLELANZRANER (URERBER) EE T H%
Ao EAEY, RNCEEFSMAFERTHAEE, WEELIX. REELIX. EXER, £ZEHChaGPTEX
A R TR B AT

NFRETRENEREZIRNERN, BACNEORE AR H. Bk, £AREF, OGS0
RFBOR RN R B 7 i, DUE TR R R B SUE

WEANTE KT A 2R HRNER DR TR T T
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L% Xl

AN EBEEZEM L ZNET (F4F. F5FMESE) vitipad, XA T el a Ak, Bl FxH
BB Z R, W RNEB— T RN ENERN T #o

EEMEXARBEARGHEGRELE, CONFRERNTUEELE, TRAF T ETRELRNE. RINEAELA
KX B XARBEHEE N RN TURRLAEN AT HEET. INTBBEERARI BTN XA UGB TR E,
B A, mE10-1 1R o

Textual input Embedding
Numerical representation

Embedding & 5

model

=

B10-1: RATEASNER LRGN (WX 45 WEE) RRARN RN RERT
T RN R R HLLMAAT, ROFZ A AL IHEA M EE E 2 R0 RS XARERT
A HNo

R, RTERBREM LY BE, KAOFDZHR X Z XM B WRBRMESHA M EEHZOA
B, BRNAZRSHKR N ER, ELERT, XRAFRNH DBV S @ EEEZHEM, Titkxe
TR Py B SO BN B e RATEAS # B4 5 KF B AR S MRS, 10257 7. XAEE—
MBI T BRZETMAOA B TRARNN LAY, Exbg \EFFETHEZR T,
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, The weak suction

left dirt behind

This vacuum cleans

efficiently

-

i

This acne cream ]
cleared my skin }

This horrible lotion

My order was late

Extremely fast

aggravated my
breakouts J

shipping

o

E10-2: 17 XA UM BB R RAVHZ BA A G0 E X o SOR B e R B P 2 (X ERTHE %)
T, RANEBT UK S E RTINS Flan, SHRNERFRREH], BATEXC RN A ZCIH
AR W E10-35 7, AT UBORE AL, U a2 B o 2T e 109 1 R T R 238 SO i E 83

A K, embeddingth By B ARH R F I A 4L LB IATG, RNTU FRADE, Bt EERET
S % 38 SR U B R ], AT T3] B A A X T, TR R A 4 3] B i R

The_sun:tiu_n left
This vacuum cbeans] dirt behind
 — efficiently
This acne cream ]
4[ cleared myskin | [ Ita rg-l*{iguﬁg my }

Extremely fast
shipping

1

]

)

r — ]
l My order was late ]_
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105 B T3 A B, embedding AT MY 44 % 2 TR G, ERAES, AT (L8) HkE
#, SETH (88) FR.
AR5 I 7 DL S B0 3] Sombedding 8, {836 b 58 kAo 9% BB B HR 2 — BB N B T
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A ZXTHhE?

— A T I S A0k AR embedding B AL iy £ B KB A H F o 3T HEFE N —F 5 & | Hembedding A #y 4
K, EEMUXEEGER AP EHER, MAHNCAANAHEER, WRXTRERAL, WRENEH[E2F]+
Hyword2vec 7 & AE W A il o AT Z B A2 B [10-2]F2[10-3] % B & & B sE XA

X AR R, X B SO 2 B AR U/ AR L B A T R AR AR B R AR U TR Bl A
TR R RS, BEFERLE B — AT, UEMER I 4 £ R R4 0. XAtk
WREFEKR, GXEFEN LT XX X—BmERRE(EI0-4F/E TET.

' Document A |—— Embodd = Output
mbedaaing — Similar/dissimilar

. model

Document B ]—

E10-4. 3t th¥F X & £ K 2embedding B X R FHA N KA M BRI 0HEE BRAEFMEE A URTAR M X
YR LK — Ko

ERAEIN G- AT RARBIMBO AT . —MRFHATE—MEE ML A F2H0ET? Wik
F, RAMELER, " BARENE, “BAXR-ANFLLEHRMER, EFANEEFTENFAMEITRAR
1, MR 4B XWARA A LAFE, HWEEB—NEEEA, " HFar? “5HERFTEWRALL, 7
AT APHARQ? “EXANFTH, FATUR ST AME, ZFRTRESRT FRBE: 7 RN 2BERST
(P) MiAREFERE (Q 27

B R AR R B R T embedding Y {8 3 b X R ¥ X o Bt AR R AR LA A LR SO
X, CHBFIMAEEMEU/ AN, EERHE, HH 2.

Blgo, R UELEHEBEE” BB . “BF7 . HEAR SHERBMEBEMMTLEHR XMFIIET
Bl U H A, FARMERERAREEN, TUASH T RXME. —NEF BE” . BT A" mAR &
EMETREM. HTHBHEREA A RNBEABE T LR, RNARLEAE, “dHox2AmARM? 7 &
REFMEAZ BN, CHEFE 2 XA RAE, R S R A K RAE . 2 AT I B A 42 0 7 b B
KNHEBRTELE L. ROVEE0-5F 3 —F WA T X5 x4 AR oA
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Why is thisa horse?
[fnur Iegs" tail ][ fur ][ long manes ][ gallops ][ ear length ]

Why is this a horse and not a zebra?

7 0 (0 e ) )

E10-5. 4 KA1 embedding B R G R R W T L E (RMERE) B, BFHFIFNZEEER URBSH BIEE
4E o

EE

NLP 4 th 5 3] 5k 2 A0k % R il F 2 — £ 7 £ Rword2vee, EWmENAFIFERF2E PR WAH, ZHEARL
AT RN L HRATINERFE I LW KT AT P HI AT W IR A A E A, T RALRAE 17
BAAR AT o e E W, ATAT B W E Al 5 AL 0 A AT A Rt BAT) A A%, £ ENLPH A
MAENEHRATHLFEINENERREZ—

HF % 3k ¥ DARL R 3T H 2 3] R A 2 XA embedding# &, H 5% 404 By R FIAEZE Z sentence-transformers o
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SBERT

& ?)&ﬁ Hﬁ# 2] ﬁﬂ?ﬁgﬂﬁ fk. 5 @E E %iﬁ'%‘&tfiﬁ X #%&Fﬁ/&ﬂ(éﬁlﬁ%‘%% sentence-transformers o ‘¥ HY 77&’%9%
T R 4ABERT 52 3] 7 A # 4] F embedding it 87 — AN £ B 5] B, B H i+ 4 HF 4o 7% sentence-transformers Z ], 4T
embeddingi# 7 # H — # F7 A 22 X 45 A % (cross-encoders) 1Y 22 49 45 49 5 BERT 4 4

R X G 1y 88 S VF G B8] T ] I A% 2 25 Transformer I 28 R T B A F 0948 R o w3t ) 46 R A i — A 2>
ERREAX— 1, ZARXTUREANE K AT, LEBA10,000MF o EEFHETFHRAR, THH
BEaB#E LI XFEn - (0-1)/2= 49995000 HITH, HHTET BHFHTH. s, IXHDEEE T £ K
embedding, #E10-6F7 7R AR, CHrH BN T Z B A OB

SRR AT A B 7 R B 2t P Y BERTHE A 8y fir ik B A [CLS] ARIEABERTAR & & Rembedding, 4T, X BT
MILE EHTFHEF E (WGloVe) HRE £,

E10-6. X X FBBHRM . BT HEE, H <SEP> 700, HFRERAIER F,

7}‘5}7:, sentence-transformers é’ﬂ’?%‘%)ﬂ T;M%]é"‘]jfﬂ:ﬂ %’a‘i"ﬂ’Eﬁ‘f}%z‘iy\ﬁﬁﬁljﬁiﬁﬁiﬁ-}(_ﬁﬁﬁkbi&}‘(é’i]embedding
Wrike BRAEMERAX B BRME —MEBERR T R GXXRBAETR, & sentence-transformers il Fr
T a3k, WAL &L R B M K £ fembedding, X AN B Xt 8 7 embedding ¥ 17 F 34 Jf 38 B [l ) 4
Fitr i m g, XA AR T B E K/ #embedding.

sentence-transformers Byl ZifE | T Siamese A, XXMM T, (A 10-7)fx, KATHFEA3EF AR ACE Fopd
ZAEM A F BERT B A, 3 S B 320 4] F, 3837 token embeddings # 31 5k 4 A embeddings. 4% &, # A it
F embeddings B4 LS AT Ko BT WS BERT A B AN EA R, ®ATH UER EANER RAMNA T
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Sentence A Sentence B
[ My dog is cute ] [ | have a dog ]

BERT E|&lvedty | pegr &

: Token embeddings
u Sentence embeddings | [ v

(v, [u-v))]

Softmax

F 10-7. J& 4 sentence-transformers A£ A B9 2 4%, FI A T Siamese W %4, W57 K W 4540 2%
RUAFRNM AT EAT AR TR, IABERAUEEEAR . ENEFTEF, /M8 FH embeddings 5
embeddings Z |8 ) Z B HE A — L. RJE, BT softmax 42 Bt XA 25 B embedding,

A B 2R A AR W 4 D % B SBERT (sentence-BERT) o B4R W 4 A0 2840 Y P SR Bl B EF o 41 F %7, XX
Z P G R S A R AR B AT e M AE, 1E R 4 K embeddings.
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WGBSR X 2 — 4, AR FE; BthagFazmey Of) Mo, EARARFLMERDTAR
HER

BPATET], RNFEANMER. B4, RNFEMRAU/ TSN HE. LR, RNFERE T
SUFR kA6 AR A o
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A| 2 Embedding A& &

A% J7 % 7 DA embedding A, B3 F HAT2 KA XM F o X RHFS embedding AW EBE T H, FE KA
AR AR T A B R .

W, BAZ—MRFHLE. BRNFET B0 LR AR T HER, URDFEHRFREE.
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A R AR A

I 4 embedding BA B, REF2FEEARE B A EFHE (NLD) KERH AP NLL g8y R FE % 20
AEmeBE (BE) - 52FF (FE) RAHHLE (FH) HiES5.

pi

flgm, SATRE" MERYRE <FFHWID °, BRE RAERE QKET%> "0, ZBEREFEN. 4
K, SiRE" tELYRE <FHHWHIL> °, BRER” ARV REMEAFHELREY <FHHHL> "8,
T RA PR R B A AR 10-8]F 7 23 H .

Hypothesis
Premise [ Inthe movie theater, he is Enﬁailme nt
- : watching the Disney movie Coco > positive example
He is in the cinema \ J

watching Coco

He is watching Frozen , Contradiction
at home Negative example

B 10-8. ATV LUFIR NLI 48 9 B MR A A T thF I 0 A (F ) mEHA (HE) -
WREFANEREFFE, CNERT HAMAPAT G E . Bk, AT A NLL B4 & b 3 s 3 4
RAFEA (FE) MEHAR (BE) o

FAVE A 2 Fo R HNAR B AR o R 9 B8 ok OR T8 R IE 5 AT 20 (GLUE). X ANGLUEZR B4 SLAME
FEMES, ATIRERaAm AR .

H i — ME 4 2 Multi-Genre Natural Language Inference (MNLI)E R E, X 2 — N84 392,702 MR E A T 3 9 &4, A7
ETHEXA (FE. #H. B2) « RIVEEAHKEN—ANTE, B50000MFEATH, KUE-IFFEI S
BAMERATO. FEERE, BEEMRAD, NEARMBEARNERRE LR E. WRTRGIE, ERIEEENE
WA T, EAWHEER EHMN:

from datasets import load_dataset

# MGLUESDEMNLIZIEER
#0=2%68,1="FM, 2=F&
train_dataset = load_dataset(
"glue", "mnli", split="train"
).select(range(50_000))
train_dataset = train_dataset.remove_columns("idx")

BETR, RMNF-AHT:

dataset[2]
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{'premise': 'One of our number will carry out your instructions minutely.',
'hypothesis': 'A member of my team will execute your orders with immense precision.',
'label': @}

REFTHRAERZEESX AN AT, BhENEMEXEES LT
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WHER

NEBRMNATELLING TN BREE, RNFEAERNW AR, RN AFLE —NHA W sentence-
transformers A 3 3t ZAE R HATHE, EEIMFH, RIAEALINE—DMFNER

KERE BRANGAEXFHANFEE. %, — DTN H B TransformertE A, JFIAE SR N £ MFRHL o FATHH# I BERT base
#;iﬁ(uncased), A ?%”47&%9"7)\[] 71‘;%5&0 ?)?ﬁﬁ, ﬁﬁﬁ%iﬁmﬁﬁﬂﬂi}ﬂ sentence-transformers J'ﬁﬁ T
o REFEZTNE, microsoft/mpnet-base %E}ﬂ'f/ﬁlﬂﬁ)\ﬁﬂHfﬁﬁﬁﬁé{?tﬂﬁﬁﬁ%%é*%o

from sentence_transformers import SentenceTransformer

# {EREMER

embedding_model = SentenceTransformer('bert-base-uncased')

HE
BAEI T, sentence-transformers FLLME P A Z#ME T W HE . BARTUREE LR EH# ¥ FEZ VXM,
B 4 P A B B b s E AT

BTk, BNFELX—MREADEFR MR, WwARFIF LA, sentence-transformers By 5 — AL 2 —fF
softmaxifike K T W EH, RMNAEEFEHNC, EHERINENFEGHERRL:

from sentence_transformers import losses

# EXIAKRERE, Esoftmaxifikd, FIIEFEEXIRETENRE.

train_loss = losses.SoftmaxLoss(
model=embedding_model,
sentence_embedding_dimension=embedding_model.get_sentence_embedding_dimension(),
num_labels=3

ENFEBZR, BNEX—MPEBERITFEINFH ARG, Xbhe T EREFHRERE.

# A1 7 LA Jf Semantic Textual Similarity Benchmark (STSB) AP (A By . © & —MATARER AT RS, AW
A BAB|5Z 18,

HNEA XN BEERERRNAERAXME A NEES LR R 0T, Mosh, ROTLESTSBHAE U RTA
AR AEOF1 2 A :

from sentence_transformers.evaluation import EmbeddingSimilarityEvaluator
# JSTSBRIZE NBMIEITES

val_sts = load_dataset("glue", "stsb", split="validation")
evaluator = EmbeddingSimilarityEvaluator(
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sentencesl=val_sts["sentencel™],
sentences2=val_sts["sentence2"],
scores=[score/5 for score in val_sts["label"]],
main_similarity="cosine",

MAEBIE TIFFERLE, HATE] 2 SentenceTransformerTrainingArguments , £ )l F1# F Hugging Face Transformers# 4T
W (BN ET—EZFHEIT) -

from sentence_transformers.training_args import SentenceTransformerTrainingArguments

# EIGSE

args = SentenceTransformerTrainingArguments(
output_dir="base_embedding_model",
num_train_epochs=1,
per_device_train_batch_size=32,
per_device_eval_batch_size=32,
warmup_steps=100,
fple=True,
eval_steps=100,

logging_steps=100,
D)

FEEEHS YT

num_train_epochs

Wk HANHEEEHN 1 WEEGMI S, EE%F 7Gx ME.
per_device_train_batch_size

AIPFRE T ENMEE (W GPU 5 CPU) FMAEWHEARE. KHNERT
per_device_eval_batch_size

AIPFR Y ENMEE (W GPU 3 CPU) FMAEWHEARE. RHWERTEkE ERMIPERL
warmup_steps

FARNERER M) FI B b XA EFI RO T K FHER, RNEAARMNFLIBE €82 LF

Z

fple

g RS, BNAFRGKEINS, Lt EEA 1603 K% (FP16) WA EZBIAM 3241 (FP32) #4T-
RRDY T HHFEREHT RSV FRE

AAERNEER LT K H. embeddingB® A . F k@ KA MEH, TUFLINFERMNOHEAT o KA LA

SentenceTransformerTrainer 3 5 i :

e

R B R R

P

from sentence_transformers.trainer import SentenceTransformerTrainer

# illZembeddingt&Ey

trainer = SentenceTransformerTrainer(
model=embedding_model,
args=args,
train_dataset=train_dataset,
loss=train_loss,
evaluator=evaluator
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D)

trainer.train()

NHERBMNEGEAE, ROTUEAIFEBRRFTEIANE—E5 Lok

# AP ROREL
evaluator(embedding_model)

{'pearson_cosine': 0.5982288436666162,
'spearman_cosine': 0.6026682018489217,
'pearson_manhattan': 0.6100690915500567,
'spearman_manhattan': 0.617732600131989,
'pearson_euclidean': 0.6079280934202278,
'spearman_euclidean': 0.6158926913905742,
'pearson_dot': 0.38364924527804595,
'spearman_dot': 0.37008497926991796,
'pearson_max"': 0.6100690915500567,
'spearman_max': 0.617732600131989}

KMNBETIHTRNEZEE. RINKEXHENZ 'pearson_cosine’ , TCAEFOAMEHEZ B RZMMNE. X2
—AN0E 1A E, REWEERTEGNAMNE. RINFET 059 WE, ERAZFRINEEN Y EL.

R

BAMMEANMAEESEAFAEF (MNR) HAFHRES, BHARAWBRELESRREMEE. FHEZHE
BDEENEAWBEATHECTREARELRYT. ETURERDZRTFENM|EAD, RIEZH,
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RN

—/MF B embedding 8 B T AL E A STSB ZOR IR £ R B 4720 4k! EwRMNZ A AL 24, GLUE Hg 0K A ¥ %
57 DUR K I A AT B embedding B o KT, & EVF S H 308 MK A VFIF fhembedding# B o A T £ — AT
i, LT AMAE XAREmbedding 24 3%, (MTEB) . MTEB i #% T 8 A embeddingf¥ 4%, 44 58 % 4 & fu
12 f3EE .

AT AT B S B embedding A, A1 T —AMNEATH, B & embedding B FT A £ 4 B 2 4K

from mteb import MTEB

# EEEES
evaluation = MTEB(tasks=["Banking77Classification"])

# ITHER

results = evaluation.run(model)

{'Banking77Classification': {'mteb_version': '1.1.2",
'dataset_revision': '0fd18e25b25c072e09e0d92ab615fda904d66300" ,
'mteb_dataset_name': 'Banking77Classification’,

'test': {'accuracy': 0.4926298701298701,
'f1': 0.49083335791288685,
'accuracy_stderr': 0.010217785746224237,
'fl_stderr': 0.010265814957074591,
'main_score': 0.4926298701298701,
'evaluation_time': 31.83}}}

WA RATRAE T XM ES O UMTREIEAT, RATT AR KRR R L.

BN ELREHFEAZATNETES BTN LAY, TELTE TiIFEHEE. EAFAEFSembeddingtf B, {2
BATE G A LA LB EAH XL A KERY A, embedding@ R T THHES, WiEXHE, B¥ZH THFERE
HH,

BT AEAMIEB ARG R @ FEZLANDH (BURTEHGPU) |, AAZEF RN STSB R E R #AT It
%o

|

®

N
7

YT R Gt )G, EEW R Z Fnotebooke X AHTHE LB VRAM, AARE & T KRG INERO#ES. &
18 JH notebook, #1117 LL# £R Ff A VRAM# 7% 3
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H kB &K

KA Al softmax 4R & R A RATHAER , DI & FH sentence-transformers A Z (T 8. 4T, FTHK
B R AR A BT Bk i, T L R 2 DU Flsoftmax i, BN R E 0 AR BT AR 2 I 2

HHEZB-NBEMKEE, TN BRAEE ER BT L 8L R0 K &
. REMUESRX

o FREARHF(MNR)H %

HE

BRTYXERSHMAR KIS, THESRAE KT HEEF. Flan, MarginMSEX A B 4 % 88 T Y % A
cross—encoder?ﬁ%ﬁﬁﬁ%o iE sentence-transformers 7}’@;@ ':P % I)”u 7 :LLF 5 ﬁﬁ% %/H % B ’3& °

REMEMERK

AEHDNERRE-NERAG TERG TR EEK, £FFFRGRAfREEEHFR. CRGHTEXOKAM
MEES. EXBESE, KUK BAWE %, RAELER ERAER.

SREMAHE ERARGHEAG T, RNBREGTAEEMEL EANSITHN BE, ZAEAFIZHE,
AR R A AL (F109)
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Sentence,

(Similar)
Sentence ,

(Dissimilar)
Sentence ;

1S [I]]S; 1] % cos (6)
1S 1111S, 11

B10-9. A BADUE R % 5 & B AMLE DA T 2 M ARES, #RAEXTANGT ZAHES.
LA DU R AR B B S A S Rembedding 2 1 89 4 5 A0 G, K 5 ARIB R AR BUE A SR AT B #E
B {52 R A4 T 2 B A LR R

Cosine similarity (5, S,) =

REMA R K AN L RE SR AT T Fof TOf1 2 548 AR & o Bt . A RATHNLIBYE & L6 A x4
MEkEH, RNFEHRLGO). FHOMTEOFELHAOIZEANE. BoEraTZAHEMEUE, AR
e MEL $l. MR, BT PEMTEHET M, K114 ZLAREHM L $0:

from datasets import Dataset, load_dataset

# MGLUEINBEMNLIZES
#0=2%25,1="F%, 2=F&
train_dataset = load_dataset(
"glue", "mnli", split="train"
).select(range(50_000))
train_dataset = train_dataset.remove_columns("idx")
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# (FM/FE)=0 and (ZEE)=1
mapping = {2: 0, 1: 0, 0:1}
train_dataset = Dataset.from_dict({
"sentencel": train_dataset["premise"],
"sentence2": train_dataset["hypothesis"],
"label": [float(mapping[label]) for label in train_dataset["label"]]
b

Hzai—#, HNRIFEE:

from sentence_transformers.evaluation import EmbeddingSimilarityEvaluator

# JystsblEembeddingtB I E T3

val_sts = load_dataset("glue", "stsb", split="validation™)

evaluator = EmbeddingSimilarityEvaluator(
sentencesl=val_sts["sentencel"],
sentences2=val_sts["sentence2"],
scores=[score/5 for score in val_sts["label"]],
main_similarity="cosine"

KE, BNEBEZ ARG SR, EEEFRGRLEHK:

from sentence_transformers import losses, SentenceTransformer
from sentence_transformers.trainer import SentenceTransformerTrainer
from sentence_transformers.training_args import SentenceTransformerTrainingArguments

# EXIER
embedding_model = SentenceTransformer("bert-base-uncased")

# kR
train_loss = losses.CosineSimilaritylLoss(model=embedding_model)

# EX%ESE
args = SentenceTransformerTrainingArguments(
output_dir="cosineloss_embedding_model",

num_train_epochs=1,
per_device_train_batch_size=32,
per_device_eval_batch_size=32,
warmup_steps=100,

fple=True,

eval_steps=100,
logging_steps=100,

D)

# JIZREE

trainer = SentenceTransformerTrainer(
model=embedding_model,
args=args,
train_dataset=train_dataset,
loss=train_loss,
evaluator=evaluator
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D)

trainer.train()

WNHEIFEEE LS UL TR

# AHEBA TN RE

evaluator(embedding_model)

{'pearson_cosine': 0.7222322163831805,
'spearman_cosine': 0.7250508271229599,
'pearson_manhattan': 0.7338163436711481,
'spearman_manhattan': 0.7323479193408869,
'pearson_euclidean': 0.7332716434966307,
'spearman_euclidean': 0.7316999722750905,
'pearson_dot': 0.660366792336156,
'spearman_dot': 0.6624167554844425,
'pearson_max': 0.7338163436711481,
'spearman_max': @.7323479193408869}

Pearson cosinefF 4~0.7248 thsof tmax loss 7 ) #70.597 7 AR KBt 3o 3% 3E B T loss & #0188 0 v o

Hi Uk 5 {1 Bnotebook , TXAE R AT AR R —NE % W H M 8 F i thloss, B % & 5 Bl 3 /7 losso

% & 7 Bl Floss

% & ) JF (MNR) loss, 8 # #3F  InfoNCE R NTXentLoss, & — ¢ £ ] 4] T #9 I 4 f 808 & — 3 E 44 F Fo— A
BN KA T8 Z 0 A loss B ko AT XA THAN A, KRET EF AT 08 8 FA M

Blhw, RTEA A/ AEx R/ BGRHA B/ X ESE. KBE TR T UFHE IR
IR Ao ZEMNR loss® (EH10-10) , At REIE —ANEBAXN S F—DNEGIXRAERAGER . 70 Uhr A Fo
ZHOTF, FoeBdH—BRXHAS T2 TRNHESESRER OB KB GBI N MY AH, HF U
FlkER=T04.
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Unrelated
Question answer

T
| Unrelated
. answer

Related
answer

E10-10. % F il H Floss & £E A /MUAE K SRR (Wle] AnA %) ZFB IS, HaAMTAM R (AR A
KER) Z PR,

A X T o Bl X 28, AT R BT B embedding 3 B cosine Al U o 1% B4R UE 2~ B4R JE R oK LA [F]
A XA R GHARER? $aER, CRAY— DK ES, RATT R L floss K b AR

AT MR = 4, RNA—ANE R TFAYE (HAFIBA" premise” ) , AREIMETF. %5, #AMNLIZ
Tk, RNABEFEHNEANGTH (BAFIEHN" entailment” ) o K THRMAGGT, RIOENREGTHER"
hypothesis” o

import random
from tqdm import tqdm
from datasets import Dataset, load_dataset

# # MGLUEINEMNLIZUES

mnli = load_dataset("glue", "mnli", split="train").select(range(50_000))
mnli = mnli.remove_columns("idx")

mnli = mnli.filter(lambda x: True if x["label"] == @ else False)

# ERBERFHRIMZR S
train_dataset = {"anchor": [], "positive": [], "negative": []}
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soft_negatives = mnli["hypothesis"]

random. shuffle(soft_negatives)

for row, soft_negative in tqdm(zip(mnli, soft_negatives)):
train_dataset["anchor"].append(row["premise"])
train_dataset["positive"].append(row["hypothesis"])
train_dataset["negative"].append(soft_negative)

train_dataset = Dataset.from_dict(train_dataset)

HFERATREETARIEHN” entailment” B4 F, 4T3 A50,000 K 18 9K 2 £]16,8754T

I BATE ST 8

from sentence_transformers.evaluation import EmbeddingSimilarityEvaluator

# FstsbliZembeddingB It ITFH2S

val_sts = load_dataset("glue", "stsb", split="validation™)

evaluator = EmbeddingSimilarityEvaluator(
sentencesl=val_sts["sentencel"],
sentences2=val_sts["sentence2"],
scores=[score/5 for score in val_sts["label"]],
main_similarity="cosine"

RE BAVRZ AT —HHAT I %, EHAMNRE X & 2

from sentence_transformers import losses, SentenceTransformer
from sentence_transformers.trainer import SentenceTransformerTrainer
from sentence_transformers.training_args import SentenceTransformerTrainingArguments

# ENHREY
embedding_model = SentenceTransformer('bert-base-uncased')

# IRREREL

train_loss = losses.MultipleNegativesRankinglLoss(model=embedding_model)

# EXGHSE

args = SentenceTransformerTrainingArguments(
output_dir="mnrloss_embedding_model",
num_train_epochs=1,
per_device_train_batch_size=32,
per_device_eval_batch_size=32,
warmup_steps=100,
fple=True,
eval_steps=100,
logging_steps=100,

# JIZREE

trainer = SentenceTransformerTrainer(
model=embedding_model,
args=args,
train_dataset=train_dataset,
loss=train_loss,
evaluator=evaluator
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D)

trainer.train()

U HATE B XA BAE AR K B HE 280 8 R AR P f

# ATEERATIZRIER
evaluator(embedding_model)

{'pearson_cosine': 0.8093892326162132,
'spearman_cosine': 0.8121064796503025,
'pearson_manhattan': 0.8215001523827565,
'spearman_manhattan': 0.8172161486524246,
'pearson_euclidean': 0.8210391407846718,
'spearman_euclidean': 0.8166537141010816,
'pearson_dot': 0.7473360302629125,
'spearman_dot': 0.7345184137194012,
'pearson_max"': 0.8215001523827565,
'spearman_max': 0.8172161486524246}

5 BN Z 80 A softmax 3 K I oy AL (0.72) AEtk, BEAMNRIBAMBE (0.80) ERREHEZEFHRS!

®"EF

BOA Hybatch sizefE £ EMNRI & B B b RIEH, EAHEKMbacch2 EHESEmE % FHZEAFENE XN
AT R e T RERETRN AT R U KKK KT Bbatch size, &ZH .

AV ANk BT — AR BT FOEAR A 7] AL/ & ad o R AFHy, X Sbatchfy &7 87 ABFATT
Sl ReER K. B, embedding MK Z| A EA L RN ELSRBMLEE 7. MR, RNAFLH L FAETAH
RETZEHRE RN A K GRFARPARN FE AHFA BTEL FEembeddingE B oy (£ 4 Fiw i, BHHEL
3] B 4B R, embedding R A B9 B8 F 2 A AR S KRR T

WA AR —NFA T T BERRNAUTEA: “MEEFEIASIABEE? 7 GRAFEEXNEEE:
FEEERAEEEL BN T N T ER—ANHEHEE IR, RINEAEATHFLLELEXTHEL A
FEEAEEXNMRTHAKGN R, fltn: “BI-EFTABREELSEHL, WHBHEFALS, " INEE5EA
MRETFRLITEE, Fr AR — Ao F g A A. [B10-11)50 0 T B 5 GO AR B 3 S A 8 89 X 5]
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Question

How many people live
in Amsterdam?

|
Answer

Almost a million people
live in Amsterdam

v v v
Easy negative Semi-hard negative Hard negative
o The capital of the Amillion live in
Hﬁﬁgﬁﬂg'gﬁ;” Netherlands Utrecht, which is more
is Amsterdam than in Amsterdam

E10-11. H 2 AHARY 5 FAMERBERX FER ARG FAPERSG A —LHNE, EEXMERELER
THXH. BRAFALFAERAHMN, ERERERHER.

B MAF AR BT LA A AT = A2t

i 3 FUF A
IS RALRAE SO, & B AT Ao AR A
B A

5 )| 4t embedding# B, HATH LA X BT A 4] Fembedding i Fl 2 AEMUE R KB GEAM A A TFo #Y, X125
PR R, B A O AR B AR U T, TR R ] AR AR

I 3 A A

RUAEFEFHARE (Fldm, B4 R B G S8R LU A R R I 24 ) T o

Wik EEEWERAR, LUERANTT LR R B H embedding A #y 1 7] 7 2% .
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WOR AR A

L=, BN T MK GrembeddingB A oy 2t iR, TR T M A AR A B S RFE— SR LMk, X
Fo ik RS EERA, EFEAKIF A EembeddingE B o XN RN Y & HAEH

MR, sentence-transformers HEZE 7.3 JL-F Bt H embedding# & 287 DL A EGOA M it . BANTURBE—NELEKX
B HAE Bt embedding B AL, FE 4Tt AT 2 B 248 B B b xt B BEAT A0 .

LRIk A A, AR TR R M AR . AN B R A AR Tk, R AR T 4
embeddingt® A ¢ £ # o
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BEFI

Flembedding A R EHEW T2 R EERMNZ AN EEA KT, {24 'bert-base-uncased' # 3% 4 H | 4 4
sentence-transformers A . HAR L k4, [H# % all-MinilM-L6-v2 ZEF L HFAF X, FHEFHTHNR
< A e,

FATE A 5 AMNRAG & o 6] B Y| G4 R ot AE B o 23, (B 2k R T 2k B embedding A $EAT W . —mBEAE, AL HAT
WL & C Rk SR R

from datasets import load_dataset
from sentence_transformers.evaluation import EmbeddingSimilarityEvaluator

# MGLUEINBMNLIZES
#0=2%25 1="®vM4 2=FF
train_dataset = load_dataset(
"glue", "mnli", split="train"
).select(range(50_000))
train_dataset = train_dataset.remove_columns("idx")

# RstsbBlEEERNBBUEIT(EE:

val_sts = load_dataset("glue", "stsb", split="validation")

evaluator = EmbeddingSimilarityEvaluator(
sentencesl=val_sts["sentencel"],
sentences2=val_sts["sentence2"],
scores=[score/5 for score in val_sts["label"]],
main_similarity="cosine"

WS H B S KA1 70w m B £ 0L, B AT DA F T 4 W embeddingE &, 7 = # | 'bert-base-uncased' :

from sentence_transformers import losses, SentenceTransformer
from sentence_transformers.trainer import SentenceTransformerTrainer
from sentence_transformers.training_args import SentenceTransformerTrainingArguments

# ENIRE
embedding_model = SentenceTransformer('sentence-transformers/all-MinilM-L6-v2')

# IRREREL

train_loss = losses.MultipleNegativesRankinglLoss(model=embedding_model)

# EXHSE

args = SentenceTransformerTrainingArguments(
output_dir="finetuned_embedding_model",
num_train_epochs=1,
per_device_train_batch_size=32,
per_device_eval_batch_size=32,
warmup_steps=100,
fple=True,
eval_steps=100,
logging_steps=100,
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# 1)IIEREE

trainer = SentenceTransformerTrainer(
model=embedding_model,
args=args,
train_dataset=train_dataset,
loss=train_loss,
evaluator=evaluator

D)

trainer.train()

W MER L EANUT 2%

# AHERATNIGRERE

evaluator(embedding_model)

{'pearson_cosine': 0.8509553350510896,
'spearman_cosine': 0.8484676559567688,
'pearson_manhattan': 0.8503896832470704,

‘spearman_manhatmn’ : 0.8475760325664419, ‘pearson_euclidean’ : 0.8513115442079158, ‘spearman_euclidean’ :
0.8484676559567688,  ‘pearson_dot” : 0.8489553386816947,  ‘spearman_dot’ : 0.8484676559567688, ‘pearson_max’ :
0.8513115442079158, ‘spearman_max’ : 0.8484676559567688}

20.SMHBBENNESHIEBINGES D, BENBTFHIBNIIGREEZETRAMNLIRESR E#TTIIZ%, MENRERT50,000
Pl XARRBEERFLZR, EXMIFER T NEERB CHEBIE LB RN,

#HHE 1R

B T{ER& " 'bert-base-uncased' IXHEFITRIIZRBERTEELEK " "all-mpnet-base-v2' " IXHFAIRERYIHISMRRL, (RE AT XX NI ZRA9BERT
B 4Tmasked language modeling, EFEEEMIRAITE, ARG, RAIERXMEIANBERTEEER IR NRELAER, XE—F
FEMNOER . BT —ER, BITEIIGEERAmasked language modeling,

BER, FFHBERNTEREETHRISENRE, NTRERE, HITMNEEREFEERNMES, MAREFSFEREASRE. FF
REFANBERESR, ERNEEAFANEEEIEMEESRELIEEE.

—WBEE, *EF*RAInotebook AFEIIVRAMA F A TR,
## Augmented SBERT

NEFMEX L RNERN—NMRRZENBEREABNIIGEE. FSREERERBI T MO FN#TIIL. AHIROABEIRIL RS
AFHEERAATEN, EAEFSHERT, RE/LTFMRCHEERTA,

EIER, B—MAERTDIERRNEIE, EEIEREOEMCEUERTRN, RNEEUNAIDO#TRE. X IR *Augmented SBERT*,

ERXTERESR, BEEERDEOMCEIE, FEMNTMBTERIIZE. EFREIZEE RN REIBER24 (BERT) FIGRIITICE AN
ANES, XEFFCHIAERTHMIER RS2 (SBERT),

WE10-12F77R, Augmented SBERTEIFELATHIE:
1. {EFR/NRIREEIESE (gol dBURE ) MIARR X 4RiB23(BERT),

2. SIEFREYEFXY.
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3. ERMBNRXmGSTICHINEFI(silverfiEs).
4. EY REUESE(gold + silver#UBER) LillZR4iF28(SBERT),

XE, goldfiEER—MVERZMENEIESR, E2EXHE, silverfEELEREININ, EF—EREXME, FHAHERBEIRX G
FREOTIMAE A .

I [E10-12. Augmented SBERTEITE/\iIgold#iEE LIAR X mIEEE, AEERERMMCRITICHEIESR UEREARRs1lveriiizs.
Bf5, goldflsilver#UiREHATFiLNAmIEER, 1(images/000229.png)

EHNBIENSE 28, ERNESESEKE. BINT™MEARKN50,00070 31, TRE10,000 XM FEREEANIAE A RIRHEEURINIR
B, MEHRNERGEUZREROITFAEIHEE, HLentailmenti¥H 1, Mneutralfcontradiction§HH0:

import pandas as pd from tqdm import tqdm from datasets import load_dataset, Dataset from sentence_transformers import

InputExample from sentence_transformers.datasets import NoDuplicatesDatal.oader
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A 2 X Gy 28 YE 4100004 R N R A

dataset = load_dataset( “glue” , “mnli” | split=" “train” ).select(range(10_000)) mapping = {2: 0, 1: 0, 0:1}
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B B

gold_examples = [ InputExample(texts=[row[ “premise” ], row[ “hypothesis” ]], label=mapping[row|[ “label” ]]) for row in

tqdm(dataset)]

gold_dataloader = NoDuplicatesDatalLoader(gold_examples, batch_size=32)

# {#MAPandas DataFrame @B IR
gold = pd.DataFrame(
{
"sentencel": dataset["premise"],
"sentence2": dataset["hypothesis"],
"label": [mapping[label] for label in dataset["label"]]
}

zgoldh &, B A €W AT EH KK KA B ground truth.

& X A gold B3 &, KA1 Zcross-encoder (3 Fl)

from sentence_transformers.cross_encoder import CrossEncoder

# TEgold#iEEE Li)ll%kcross-encoder
cross_encoder = CrossEncoder("bert-base-uncased", num_labels=2)
cross_encoder. fit(

train_dataloader=gold_dataloader,

epochs=1,

show_progress_bar=True,

warmup_steps=100,

use_amp=False

W % 5% cross-encoder Ja , HATHF Tl A 89405 M4 Fab (GR 8 RME5T N F ey BFEE) F hsiver i FEE (F R
2)

# @idfEAcross-encoderfURE SR silverHiiEs
silver = load_dataset(
"glue", "mnli", split="train"
).select(range(10_000, 50_000))
pairs = list(zip(silver["premise"], silver["hypothesis"]))

"5

o R AR A AT BN RATIDA F A, TR S gold # 35 & P LR AR . F 0k, & LA A — 47 Bpremise,
M 75 — 47 Blhypothesis & @l # #7 6y 4] F 3t o X AEF AFEAR A RI0GE 8y 41 F 3¢, I 71 LA cross-encoder#E 4T A7 18 o
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AT, AR RS B4k KU B S B AR R T AR AR LAY e AR R, AT LLEE R T SR B embedding#E B S NPT
HEEA T, FEABEXERAEMING T RopkAFo ZMMBHEHFIRILRNES L ETTREMN
MeaFat. BAATMAZETEMNEEN, B X H| 4B embeddingtf B I 7 2 48 K A8 2048 LY Sy, B
MAARER RS

HER, AR T RAOVBE L LA TR RAFITH . HATHE A B B B cross-encoder RAFT X 4] F 2 (F &K
3)

import numpy as np

# {ERFIRHIAR cross-encodertric & F 34

output = cross_encoder.predict(
pairs, apply_softmax=True,

show_progress_bar=True

D)
silver = pd.DataFrame(
{
"sentencel": silver["premise"],
"sentence2": silver["hypothesis"],
"label": np.argmaxCoutput, axis=1)
}
D)

HAEBANA Tsilverfrgold#i il &, RAVHEH A 218, H R —H I Fembedding A :

# & gold + silver

data = pd.concat([gold, silver], ignore_index=True, axis=0)

data = data.drop_duplicates(subset=["sentencel", "sentence2"], keep="first")
train_dataset = Dataset.from_pandas(data, preserve_index=False)

—wmBbAE, WATHFEROFHE:

from sentence_transformers.evaluation import EmbeddingSimilarityEvaluator

# JstsbolEembeddingtB I EiT{423

val_sts = load_dataset("glue", "stsb", split="validation™)

evaluator = EmbeddingSimilarityEvaluator(
sentencesl=val_sts["sentencel"],
sentences2=val_sts["sentence2"],
scores=[score/5 for score in val_sts["label"]],
main_similarity="cosine"

KOG ZA—HNAER, REAACR RN KER:

from sentence_transformers import losses, SentenceTransformer
from sentence_transformers.trainer import SentenceTransformerTrainer
from sentence_transformers.training_args import SentenceTransformerTrainingArguments
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# ENIEEY
embedding_model = SentenceTransformer("bert-base-uncased")

# WREE
train_loss = losses.CosineSimilaritylLoss(model=embedding_model)

# EIGSE

args = SentenceTransformerTrainingArguments(
output_dir="augmented_embedding_model",
num_train_epochs=1,
per_device_train_batch_size=32,
per_device_eval_batch_size=32,
warmup_steps=100,
fple=True,
eval_steps=100,
logging_steps=100,

# GRAREY

trainer = SentenceTransformerTrainer(
model=embedding_model,
args=args,
train_dataset=train_dataset,
loss=train_loss,
evaluator=evaluator

D)

trainer.train()

wE, BAVFEER:

evaluator(embedding_model)

{'pearson_cosine': 0.7101597020018693,
'spearman_cosine': 0.7210536464320728,
'pearson_manhattan': 0.7296749443525249,
'spearman_manhattan': 0.7284184255293913,
'pearson_euclidean': 0.7293097297208753,
'spearman_euclidean': 0.7282830906742256,
'pearson_dot': 0.6746605824703588,
'spearman_dot': 0.6754486790570754,
'pearson_max': @.7296749443525249,
'spearman_max': @.7284184255293913}

JE. 45 B cosine similarity loss7x ] 78 B B B E L HF 0 R0.72. U F20%8 548, KA £ 2 70718 54!

RMTEAFRNEWEAHEES RS, MEFFHFRET T MG T G ULELAEoldh & LI %
embedding# A K M WKsilver B 45 oy JT & o M B 2 7 % W silver 48 B X HE AL T B 09 8 2 Tk

G EEFENERARE —RETRE-NTH, BEEEFA.
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LB FE

A TREKANMA, BAVEY FEROEE. KW, FEHMTELY RO REEDTH BT UET N RFRE
B, BNEMIRBARELACAACHAEHFERTNFEE —FEREFI. FEFSFE, hin e T
N\ % 2] (SimCSE) 4t b 5k #7 (CT)« Transformer-based Sequential Denoising Auto-Encoder (TSDAE) 1 4 gk 5%, 14 Ax 2%
(GPL).

EATE, BAVELETTSDAE, HACELEEES U RAIUREN 7 @RIl T &8k

379



Transformer-Based Sequential Denoising Auto-Encoder

TSDAER —# % oIt 7 ok, OB B ¥ T R ENME . Br B AN A RAALHE, HEFF
FRAATHIARL

TSDAE#y 3 A B R HE L NN AT B bk — 28 2 b B R LR R F o A7 AW AT B 584
B, EATHA-MULE, FELBHEGTFHEN AZXDMGFHRNT, BEBRZ RN HFE" 9T EHEEH
T, BEREEATRF . RENERMOZATHAMMER, EMHTTHEEHR.

KR E ST RN, ROKEEH ST ERPEBR R, KT, RITRESHRETH B,
iR W E E M EA T

W, AT OGRS B RO, B AR BRI TH I SRS RERERER AT (1013) .
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Text with noise

[ ..... capital of Lo, is Amsterdam ]
Deleted Deleted
|
Encoder £
e.g., 'bert-base-cased’
[
[ Pooling ]
Sentence embedding
| |
] .
Decoder -

e.g., 'bert-base-cased’

v

Text without noise
[The capital of the Netherlands is Amsterdam]
Reconstruct Reconstruct

E10-13. TSDAEALA N4 T H# B R 2R, ZAFEBLIHDEERATEN. AZMFRAFEWESAT .
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HTRMAFE-REAEARENGT, WS MEEREEN. RNEATR-ANAIEE, AT E%L

%

# TEEIMIDIEE
import nltk
nltk.download("punkt™)

RIE, RATAEAE 412 F & 4 T 5 Ml IR RATH A B AR RBE T T E:

from tqdm import tqdm
from datasets import Dataset, load_dataset

from sentence_transformers.datasets import DenoisingAutoEncoderDataset

382



Al 74 F 5 %

mnli = load_dataset( “glue” ,  “mnli” | split= “train” ).select(range(25_000)) flat_sentences = mnli[ “premise” ] +

mnli[ “hypothesis” |
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A BATH BN B B R =

damaged_data = DenoisingAutoEncoderDataset(list(set(flat_sentences)))
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(B2 &S

train_dataset = { “damaged_sentence” : [, “original_sentence” : []} for data in  tqdm(damaged_data):
train_dataset| “damaged_sentence” J.append(data.texts[0]) train_dataset| “original_sentence” ].append(data.texts[1])

train_dataset = Dataset.from_dict(train_dataset)

XEET—TEE50,000M 0 FHEIES. SHNNEEEN, TRE-TOGFERANTF, F-TOFRREDF:

train_dataset[0]

**° {.output data-type="programlisting"}
{'damaged_sentence': 'Grim jaws are.',
'original_sentence': 'Grim faces and hardened jaws are not people-friendly.'}

FAMITEFT” %F" KE, MENITETTEEMNGT. ABHEEE, RGOS

from sentence_transformers.evaluation import EmbeddingSimilarityEvaluator

# RstsbBIEMANBMIEITEES

val_sts = load_dataset("glue", "stsb", split="validation™")

evaluator = EmbeddingSimilarityEvaluator(
sentencesl=val_sts["sentencel"],
sentences2=val_sts["sentence2"],
scores=[score/5 for score in val_sts["label"]],
main_similarity="cosine"

BTR, ROBRZA— #2754, EEA [cLs] tokenfE y #fh s, T T Zrokenfk NB 3 E # . A TSDAE X
¥, RPIERAERRK, BABERML2EZRCERSE, WHEM [cLs] tokenft I A2

from sentence_transformers import models, SentenceTransformer

# BIZIRAVERNIREY

word_embedding_model = models.Transformer("bert-base-uncased")

pooling_model = models.Pooling(word_embedding_model.get_word_embedding_dimension(), "cls")
embedding_model = SentenceTransformer(modules=[word_embedding_model, pooling_model])

EREMNGTFH, RNFE-NREBERZRERAGEF A FEMWELSE AT, I DenoisingAutoEncoderLoss o i
M, vHFESWEEFAME TR CEMUTHRD, EFrhE ZREDENE.

dsh, BMARRMRENSEK. FEHEWRNEFRDESEMYUET A ERNNE, MEaXZHAHNE. X
BREN—NEMNENETEHFHLRRAES — B
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from sentence_transformers import losses

# ERERBRIGERHRK

train_loss = losses.DenoisingAutoEncoderLoss(
embedding_model, tie_encoder_decoder=True

D)

train_loss.decoder = train_loss.decoder.to("cuda™)

wa, WHRMNMEE G RO/ Nt 69 JLRATE, ERATERT R A, BHZIMIKE K2R 0N F -

from sentence_transformers.trainer import SentenceTransformerTrainer
from sentence_transformers.training_args import SentenceTransformerTrainingArguments

# EXHSE

args = SentenceTransformerTrainingArguments(
output_dir="tsdae_embedding_model",
num_train_epochs=1,
per_device_train_batch_size=16,
per_device_eval_batch_size=16,
warmup_steps=100,
fpl6=True,
eval_steps=100,
logging_steps=100,

D)

# 1)I1EREE

trainer = SentenceTransformerTrainer(
model=embedding_model,
args=args,
train_dataset=train_dataset,
loss=train_loss,
evaluator=evaluator

D)

trainer.train()

WG, HATF AR R DR R XM A B HOR R I T

# AHERATNIGRERE

evaluator(embedding_model)

{'pearson_cosine': 0.6991809700971775,
'spearman_cosine': 0.713693213167873,
'pearson_manhattan': 0.7152343356643568,
'spearman_manhattan': 0.7201441944880915,
'pearson_euclidean': 0.7151142243297436,
'spearman_euclidean': 0.7202291660769805,
'pearson_dot': 0.5198066451871277,
'spearman_dot': 0.5104025515225046,
'pearson_max"': 0.7152343356643568,
'spearman_max': 0.7202291660769805}
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\/_\ 3 N N JEL N
ANGEAE, KNRETO0H 2%, FRARMNTLAEFERBHT TR R %, XM LLANRZELAN .
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1# I TSDAE 3 17 40 38, 3& 1

BHRUFRAREATRAGFELER, FEFEALEEFIRABRHGANER . AT, THEESEREBGHE
BBARAA, I B R TR R

R A E KA R T o CH B AR R B RN A 2GS 5 IR AECR B E R AR XA, B
10-1438 77 7 AT 2 _E AT R 6l o B AR A8 30 408 3 4 T 48 3 9 ok R B 37030 A L

Documents about: outdomain
~
‘(/ / \‘IK
| |
rStuthhIIJI}TEY Pixar | - . ¥
| [Ore UE?EJ (Thewho)
L) ) i l reamWnrksJ [MZ:’DC]
_'GQ_J — | Java | _ _
Python - 1 ED .
l Sm' Ia| || Belgum || [{_Mtaly
In-domain

E10-14. AR B EN ¥, BREAURE - MNEE K- MR EAE T — TR

GUHLH B R — TR RON B T e R B EHOR (WA i S TSDAESIB A E 5 ) A 4T
RERERTTNSE. K5, WEIIHF, FR I AKEES A TR, ZREETUR Y BRSAHAH
FERTHRA B BAERERE DTSN K, BRI, B RATN B AR T B9 4T

Yo
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Unsupervlsec Supervised
MLM TSDAE —> SBERT

[ Target ) [ Non-target )
| domain . domain |

Adaptive pre-training

EI10-15. 0% B 3 5 ¥ DA ST B N F SR A | 2 B BOR RAT

MAAZFEFE G A @R, KL ZEPEAXNRE! G5, TUEATSDARE BT LI FHNER, K56
R 5B ) Sk 3 9 SBERT A A #4740
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¥ 4

N —H

-~

EAREY, ENFARTBLEMHESFURFFOAFNER . AT T FN WS R A LKA R LT R HHE
THER. RERETHEFHNERNEMBA, WAFD, BEEAHE (F) HUFFFT.

B RATHHRNAER sentence-transformers , FATHE A FY AWBERTEA @2 T HAMEY, FHKRR T FERKH L
B, WARZAPERAFMNRE L. BNFRT (F) UK = TARESEREB R EE M.

EMBRERTT, HNERTHOARNEEGE AR 0T EEMLTEERA, 0TIk B & 51 # 5% SBERT A0
TSDAE. HAl@sNEAM L, BOREEFELDHKE, REINARNERE N | Jr by GOk 0 5 7 % o

ET—FW, ¥t h 2 X MARTH ¥, BERTEE fi N R #E W, MR Z 8 MR R
M Alan Garfinkel. Forms of Explanation: Rethinking the Questions in Social Theory. Yale University Press (1982).
I Tim Miller. “Contrastive explanation: A structural-model approach.”  The Knowledge Engineering Review 36 (2021): el4.

I Nils Reimers and Iryna Gurevych. “Sentence-BERT: Sentence embeddings using Siamese BER T-networks.”  arXiv preprint
arXiv:1908.10084 (2019).

[ Jeffrey Pennington, Richard Socher, and Christopher D. Manning. “GloVe: Global vectors for word representation.”
Proceedings of the 2014 Conference on Empirical Methods in Natural Language Processing (EMNLP). 2014.

Bl Niklas Muennighoff et al. “MTEB: Massive Text Embedding Benchmark.”  arXiv preprint arXiv:2210.07316 (2022).

] Matthew Henderson et al. “Efficient natural language response suggestion for smart reply.”  arXiv preprint arXiv:1705.00652
(2017).

[ Aaron van den Oord, Yazhe Li, and Oriol Vinyals. “Representation learning with contrastive predictive coding.”  arXiv

preprint arXiv:1807.03748 (2018).

Bl Ting Chen et al. “A simple framework for contrastive learning of visual representations.”  International Conference on

Machine Learning. PMLR, 2020.

I Nandan Thakur et al.  “Augmented SBERT: Data augmentation method for improving bi-encoders for pairwise sentence
scoring tasks.”  arXiv preprint arXiv:2010.08240 (2020).

191 Tianyu Gao, Xingcheng Yao, and Dangi Chen. “SimCSE: Simple contrastive learning of sentence embeddings.”  arXiv
preprint arXiv:2104.08821 (2021).

M Fredrik Carlsson et al.  “Semantic re-tuning with Contrastive Tension.”  International Conference on Learning

Representations, 2021. 2021.

2] Kexin Wang, Nils Reimers, and Iryna Gurevych. “TSDAE: Using Transformer-based Sequential Denoising Auto-Encoder
for unsupervised sentence embedding learning.”  arXiv preprint arXiv:2104.06979 (2021).
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3] Kexin Wang et al.  “GPL: Generative Pseudo Labeling for unsupervised domain adaptation of dense retrieval.”  arXiv

preprint arXiv:2112.07577 (2021).
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FURE J L XPRARTER

FE[EWEEN, RATER TN FEE R LRI XA, HNRBETINFHEE R FRETER. KT LA L
#, WREAGCMNHATHRS K EMF L2

WREMNARGH B, WAEEL A - BTN RERGER . EREP, RATENFUHHOABERTH A B
ERNA. [ “WEAR VER T M LAY — R KB, E DHASRET 1P, RV RSetFit, 7 —
MERADENAHEAGRM AT REERA N T . &£ “ERABLIEEEEHATHRETONE” 19, RIER R o2
SNWATNAEE . &5, £ S8 LR HEERT okenB A 5% .

BNELETEERES, BHERBERREFL2F]|FEE

392



BEALX

AFETEF, RNEALAATNGHETRERRREE2 LTS, IUEBE 2RI FRTONE R (E545 2K
), Bagk#HN BANER) , wEI-1H T,

sestmtsterseieiesaiissans . Output

eee—| Task-specific model |-
Perform classification

Output
% _ | :

eee—i| Embeddingmodel |i— $) 7 1
| Create embeddings .. Positive
"""" Nontranabie Tiaiiate

B A F4F S, RNEATNFEEPT O ETFEF CMNORE. TEERPRT KL KL
AMMBBRFEARE (FTNHF) RS, WERARAFNFEBET 2 RES N FNEREH A2
Wk %k (%£8) RFMEBIFL M.

AT, RAERMEMUSG T, EAFER o R XEINEH AR ES . wEN-28 R, KAEBE AT
GEYBERTH A KAl —MEHFEHEE, ROUTRMNEL2FFEAGEE, TAREAKNEYE. FHRAETY
T, BAVERAREA A 2 kM A B — A — R
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“Frozen" architecture Trainable architecture

..... Only fine-tune classificationhead ~~~~_ Fine-tunedasa single architecture
Classification : Classification :
: head :: head 5
| e b 2 :
:|” Embedding $) ? HEL BERT
: mﬂdEl AR EE
. Nontrainable Trainable i} qrainable

B11-2. 57 R4E” R, RATIEFTI FWBERTH R fo 2k ko K1 45345 A2 % K I 4 @ i BERT#E AT o
A, BATVFRERE, W& AVFC T I FHFAN FHEEHES K w357, HAVEER T 4 B BERTH
BRI — N 2R A Rk, WA 2 REATHOR

input [ Whata horrible movie!

L

| | ] I | ]
Tokens [[CLS] ]f what ][ a ][hnrrible](mwie][ ! ]f [SEP]
[ T 1 1 [ T T
Pretrained BERT Trainable

I A

v v
IIIIIIIIIIIIIIII_I|_|¢|_|
R
Claﬁﬁggat'““ II Feedforward neural network

v

Positive | 25% Negative

B11-3. £ 5 R B AN R, e@E—MFINEHRFHEE (FIWBERT) fo—MA T4 EE5 8 H 2% %o
AEEY, XERE TN ANBERTE A fup R LW A EH . CNAEMIL B, WML I RIF R
KT o
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WOR F Y ZHBERTAR A

RAVEEFAE(Z4F )P E AN R 2 ERMARN M HER, B Rotten Tomatoes 3 &, H F 4 4 % # Rotten
Tomatoes i 5,331 4% IE T #15,331 4% 7 @ W, ZiF 4 :

from datasets import load_dataset

# EREIETIRD
tomatoes = load_dataset("rotten_tomatoes")
train_data, test_data = tomatoes["train"], tomatoes["test"]

DEREFHE S REFRNEEANREEE . ZANEA "bert-base-cased” , ZHB AR XELTHURERL
RBEURE AR SR E ESATT TN

FNFLEERXETNEFERE. XN TORERAETINFEAZ O w2 RHEREEN:

from transformers import AutoTokenizer, AutoModelForSequenceClassification

# INEERAN S 1E2E

model_id = "bert-base-cased"

model = AutoModelForSequence(Classification.from_pretrained(
model_id, num_labels=2

D)

tokenizer = AutoTokenizer.from_pretrained(model_id)

\

!

BTETR, BAE A B AT 27

from transformers import DataCollatorWithPadding

# EREORPRENFT
data_collator = DataCollatorWithPadding(tokenizer=tokenizer)

def preprocess_function(examples):
ST R T 9 E "
return tokenizer(examples["text"], truncation=True)

# SR/ MR EHE 1T 238

tokenized_train = train_data.map(preprocess_function, batched=True)
tokenized_test = test_data.map(preprocess_function, batched=True)

FEEE Trainer Z A1, #ATH ZUWEL —AMH#RE DataCollator « DataCollator & — /N4 Bh 3 AT4H 2 B AE H ok o 2£
[6] et A0 A AT R R B

RN EERY, EWEFIFIFIHR, HAEmMAXRBWE T UG ZHE RN ERT. HATHE A
DataCollatorWithPadding FSEHAE—
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B, WRBA RN —LIAT, FOHT T

import numpy as np
from datasets import load_metric

def compute_metrics(eval_pred):
] S
logits, labels = eval_pred
predictions = np.argmax(logits, axis=-1)

load_f1 = load_metric("f1™)

f1 = load_f1.compute(predictions=predictions, references=1labels)["f1"]
return {"f1": f1}

#3¢ compute_metrics , HAVH LUR XA B K E R B AEAT, X LAGAF VT LA | 53 1B 4T 7 AT T o XA Y| 530 B
AR, B AR IUEAT A

BTE, RNEZAMRITE Trainer :

from transformers import TrainingArguments, Trainer

# BT HBENNINIESE

training_args = TrainingArguments(
"model",
learning_rate=2e-5,
per_device_train_batch_size=16,
per_device_eval_batch_size=16,
num_train_epochs=1,
weight_decay=0.01,
save_strategy="epoch",
report_to="none"

# PATIIZI RN Trainer

trainer = Trainer(
model=model,
args=training_args,
train_dataset=tokenized_train,
eval_dataset=tokenized_test,
tokenizer=tokenizer,
data_collator=data_collator,
compute_metrics=compute_metrics,

TrainingArguments & X T HATHE ER M oA %, thins 3 3 Fo & A18 E )| 48 4 B (epochs)e  Trainer T HAT
WAL
BE, RATE DI SRR AT BB A I X B AT A

trainer.evaluate()
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{'eval_loss': 0.3663691282272339,
'eval_f1': @.8492366412213741,
'eval_runtime': 4.5792,
'eval_samples_per_second': 232.791,
'eval_steps_per_second': 14.631,
'epoch': 1.0}

FAVEE T 0858 F1 0%, TWERMNEFIZFITERNESHEEAEGF S, FHWFILHAH080. XA DM
REALERTNGREEG RS RFELw )| A E.
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Kk

AT H#—

Eo

WATE R4 EBERTH A, R AiF E#H#

R o

=

FETNHFENNEHERE, T—

B, RMNEFAEMERNTNEE, IR UMK I 4

# hnEfEEFtokenizer
= AutoModelForSequenceClassification.from_pretrained(
odel_id, num_labels=2

model
m

D)

tokenizer = AutoTokenizer.from_pretrained(model_id)

AN 7w B 45 VE 7R e # H Hugging Face Transformers 3 7 25 W 4%t 3 2k

wakke BRE-MREFHILE, BHRINERE—THE, BT R4

RATH TN ABERTE R G ER L Z, KATF B EHEE T L E . B E s B e ah 7 2 9 2409 5540 DA R AT 648
BEHRERA A

# TENERFR

for n
p

bert.
bert.
bert.
bert.
bert.
bert.
bert.
bert.
bert.

bert.
bert.

class

A12 (0-11) A&k, mERN kK.

ame, param
rint(name)

embeddings

in model.named_parameters():

.word_embeddings .weight
embeddings.
embeddings.
embeddings.
embeddings.

position_embeddings.weight
token_type_embeddings.weight
LayerNorm.weight
LayerNorm.bias

encoder.layer.@.attention.self.query.weight
encoder.layer.@.attention.self.query.bias

encoder.layer.11.output.LayerNorm.weight
encoder.layer.11.output.LayerNorm.bias
pooler.dense.weight

pooler.dense.bias

classifier.weight

ifier.bias

EWMEFZ T — L H R BATEE -4 3

%
A TR . kb, RATTEH 2%k
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| | |
1
0 ENCODER &

1
1 ENCODER 2

11 ENCODER e

v VvV Y v Y v ¥

[ Feedforward neural network ]

Positive | 25% - Negative

El11-4. BERTHy AR M KB 2K Ko

FNTUEFERAFEXLE U R E, ARMARFERENFXESFFFET — BRI, RNF2EENEE
R AT 5 Eo

KAV ARL e KL ZM PR W&, BRI RATE 523 o oy A

for name, param in model.named_parameters():

# AL Dk
if name.startswith("classifier"):
param.requires_grad = True

# REEAMFIAERAD
else:
param.requires_grad = False

WE-5F R, RNEEARETRUHHERE (RN 2EK) ZSRHTARE.
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L2
0 : : : ENC?DER | | | Nontrainable
1 ENCODER e
11 ENCODER E
|||||||||||||:$:|E$:|E?ZIE?]
v Vv v -

[ Feedforward neural network ] @ rrainable

7 .-

Positive R Negative

E11-5 RN R KL ARG BRI RNE, ERABERTEBAMRR F L 2% I FHRT.

AEBNCE RYFE T hA R KL A NE, BAT RS R

from transformers import TrainingArguments, Trainer

# HATIIZE RN Trainer

trainer = Trainer(
model=model,
args=training_args,
train_dataset=tokenized_train,
eval_dataset=tokenized_test,
tokenizer=tokenizer,
data_collator=data_collator,
compute_metrics=compute_metrics,

D)

trainer.trainQ)

T2 ETANARRERT . XZEHKRNRANGEL KK, SHAEMERM L, XA RMNRET LF oo

e
T

trainer.evaluate()
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{'eval_loss': 0.6821751594543457,
'eval_f1': 0.6331058020477816,
'eval_runtime': 4.0175,
'eval_samples_per_second': 265.337,
'eval_steps_per_second': 16.677,
'epoch': 1.0}

BEAFEEE R, KNRFET0SHFIg%, KILEKNEXRHOSSHKRTHL L, SRRENFHALE, LK
MNASEEB ST BRI AENE, WEINCHR, BFEECWMEHER. —MEEFARXRDI TIHEE, £
8 RV EHT R TN AR A oy — H 4

| p—
1
0 ENCODER = | | Nontrainable
- I “Frozen"
9 ENCODER e v

—
LA |
M |

10 ENCODER = F
I I I I I I C |
L ENCODER =1F
| i
(0.0 OO0 OO0 ; Qranavi
i EIEEI EEEI EI?:I EEEI
[ Feedforward neural network ]
v
Positive | 25% Negative

E11-6. KN ALBERTE R WA 10M G D B3k EMHTARRBRTINER, HHMHA.

# INEAREL

model_id = "bert-base-cased"

model = AutoModelForSequence(Classification.from_pretrained(
model_id, num_labels=2

D)

tokenizer = AutoTokenizer.from_pretrained(model_id)

# JRh3ERR1IIMES]1657H4A,
# BATREZIRZAINFIERS
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for index, (name, param) in enumerate(model.named_parameters()):
if index < 165:
param.requires_grad = False

# BTSSR Trainer

trainer = Trainer(
model=model,
args=training_args,
train_dataset=tokenized_train,
eval_dataset=tokenized_test,
tokenizer=tokenizer,
data_collator=data_collator,
compute_metrics=compute_metrics,

)

trainer.train()

WNhE, BRATFHLER:

trainer.evaluate()

{'eval_loss': 0.40812647342681885,
'eval_f1': 0.8,
'eval_runtime': 3.7125,
'eval_samples_per_second': 287.137,
'eval_steps_per_second': 18.047,
'epoch': 1.0}

KAOTHKR TO8FI 4k, EKIWKMN LA FLEAEHB0Sr KHHRE. XRYW, REKNBFHFLNERTR S
WE, EWmREEALENITHES, NEARDHECRBBLENER.

AT H-FRAZHRR, ROWRKT B RFLE R EFOL G A BB CMNER wEI-T0F, I EA
AT B (LEEHE) B3R UJLT RN 5P A 0 ki Mgk
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Effect of frozen encoder blocks on training performance

0.86
: N N —
084 \ =——-/

0.82 \; pre |
Performance stabilizing
0.80

Fl-score 078 //
0.76 /
0.74 l
072

/

070

Ug

None O-1 02 03 04 05 06 07 0-8 09 0-10 all
Trainable encoder blocks

B11-7. R E B BRI B, NAESRTURGEE, EREZ2BET R
EE

BHENEEANRKRE, REMTAREZ R 2R (ENEAHERTRETIT) B¥2RRER. BRAENZAKIE
CRaNIR
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DAL K

DBASEZERES LT —HHAR, RS XBERETOHATRTOARET ERFE BRASEESEERAR
ZIRE DK R, IREAREGTHM & FER, T ERLFEA BN RAFFILD B & RE S KT R
GHA . R D EARIT R RO FHE Rk [ E -8 BT 7 o

. : 0 Some flaws but still a 1
What a horrible movie... S great experience Dositive
i : 0 : ' 1
Very disappointed R Best movie ever! S
| ]
Few labeled data pnint5¢
Never want to see this 2
movie again! .

B11-8. ED AR, ROAEH D EREHEAKF T
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SetFit: £/ 2 B % B o9 % B A

HTPAT DR K, RAVER — N4 K SetFitth & MAESRE . B H LK sentence-transformers B M 2 b, 4 &
ENAREFEHRNEREXAE T IMEEREFED ERILTOARE S EXE AL HIEE L% FABERTEH A
(BN EME RO FREN) HMES,

SetFithy JK 2 Bk B4 = /NP Ik

1 RAEY G # i
ETARHE M E NS S, ERER (ER) Fhm CRAER) WaF

2. HOR BN
I T 28T A R ) G 2R OB T SR i N A

3G nkH
AHRNEA 2 FQIE Kk, R 2R & K | SR 28 A B AT Y %

AMEHNERZA, RNFEERINGKE. ZRABEINEHEZER ) Ffim CRAER) 4T3 H#
Ao BT, HRMNAERXESH, RO IANKERE T 2ZHFATR.

thtodd, BHAVAIEIP M GEESR, FXARATE: R THEETHOOK, fox TR K.

Text Class

| write my code in Python | Programming languages

| should practice SQL Programming languages

My dogis a labrador Pets

| have a Siamese cat Pets

B119. WA Y : X THEE S WXAMR T Z M XA

EFBRIF, SetFieil it £ T % py o 2k S 45 A AR A0 00 204 R A AL, [ 11-101 57 R B, S HATH 164
kTFashona T, RATTUAIRELC* (16 - 1) /2= 1200 Ex, HECNARIEA EBA. HATT AT R R %
F B T3 R R X AR R AT AT
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Text1 Text 2 Pair type
| write my code in Python | should practice SQL Positive
My dog is a labrador | have a Siamese cat Positive
| write my code in Python My dogis a labrador Negative
| have a Siamese cat | should practice SQL Negative

E11-10. FB1: RENGEKHE. RNBEXNHGTEHENS, FQARER, WARKMNGHF Ry RER .

EFT2F, RAT LUE A £ R A F B R Flembedding B A o XA T — A AR O 2t H 2 3807 ik SR AOR T SR
BERTH A . EWHANA[FI0F]FEBE, dFIAFAEMN (E) FFRMEMN (7)) GF &% 0HE T

embeddings,

HTRMNET—FRP AR T XBERX, RATT UEA CA1EM SentenceTransformers H A . BRI i 2L 3
WA, ERANEENA R FREAXH T EELE A
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: Positive and negative :
| sentence pairs |

| write code] [ My dogisa

in Python | | Labrador
R M .*:'xampfe: negative

£ sentence pair
| BERT
I | I My
write|” | Token embeddings | dog
Python| | | Labrador
ul | Sentence embeddings | v

v
[ (u, v, |u-v]) ]

Softmax

E11-11. FB2: 1 SentenceTransformers & . H L ¥E X, NIE #4F 3 F % 3 embeddings.

P X A embedding A 8y B A7 2 1k € 86 4% 6 2 £ 3 0 £ E 4B 4R By embeddings. 28 1) B9 A8 5 M e AT B9 AR A GE
T 4% Y embeddingtE A 4 #2 W& #| embeddings F o

EF B3I, RN A AT A Kembeddings , FF ¥ €A F 2 XK EH AN KA T LA BA

SentenceTransformers 1% & 4] F 2 #: Jj embeddings, L. 2 2 & M #1189 4% JHembeddings # = 3, DL o T
MWk WAy aFo & —FEE1-12]F 3.
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[Iwrite mycode] [Ishouldpractice][ My dogis a ]

in Python SQL Labrador
I £~
Fine-tuned
SentenceTransformers
| write my code | should practice My dogisa
in Python SQL Labrador
| I |
Classifier Any classification

For example using scikit-learn or Pytorch model am be used

v v v

Code Pets Code Pets Code Pets

E11-12. FB3: Y %o KB 2 KB UREMscikitlearnBE B KK Ko

BRNEASRESE R, RNR[ET —A 5 & EA®HEBpipeline, B THEEN XA RA D BEREHIAT 2
k. CHPRART RNAFICHENRE, RELERNBEH TR, ZAFR-REE-13FHA, UREE
MR E -,

o, ETEAARENEFEERE TR Lk, FFERMATHBATINEE sentenceTransformer HA . &=, 4
F R 42 AL E 4T embedding, 72 AR F I G K BRI K A

408



Generate positive and Fine-tune pretrained Embed sentences and
negative sentence pairs SentenceTransformer train classifier
« | write my codein SoftMax E:I
Python ‘f 4
« | should practice SOL I ] i
e )| |0 O ([ Classifier
r-I':.w.rrit\atrnz.r{:ﬂdﬁ-in - : : D:[:Ij:‘
Python 1 1 > Fine-tuned L&
L « My dogis a Labrador J BERT 2 BERT (= SentenceTr'ansfurmers
o r— — | write my code
..in P},-'thun] [...a Labrador in Python

B 11-13. SetFitly A F EH B,
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Few-Shot4- 3£ #y 4% 1

BT Z A AR A K H8,500% & BT il 4 & L #HATI % AW, B TR —AFew-Shotik &, RN RLEFNRAXK
HIMEAR. HEANKA, BAVRA2AN A TS, A8 8 6 98,500 % & %3 6!

from setfit import sample_dataset

# FANBE B ERIFELOMEARIED Few-Shotig &
sampled_train_data = sample_dataset(tomatoes["train"], num_samples=16)

EHREFEXHEE, BMNABEB—NTIN%EH  SentenceTransformer # A X H#HATHE. B F X A& 4 T I %
SentenceTransformer 1A Ak, HATH A "sentence-transformers/all-mpnet-base-v2" o AMTEBHATH %
AR ENER 2 —, ZHATH BT T embedding ¥ A 75 4 F (£ 4 b 0y M 66 -

from setfit import SetFitModel

# IEFZESentenceTransformeri&Eil
model = SetFitModel.from_pretrained("sentence-transformers/all-mpnet-base-v2™)

T A Sy SentenceTransformer A &, AT A 46 E X SetFitTrainer o BRIAME W T, 3% #Flogistic regression
AEAE G BN FE Ko

2 PL T % A1 £ Hugging Face Transformers 5 Bf i 87 , AT F DL E A trainer K & SCR B B4 x 5 4. #Blan, #HATH
num_epochs X & K3, XA X ¥ 24T = A epochs:

from setfit import TrainingArguments as SetFitTrainingArguments
from setfit import Trainer as SetFitTrainer

# EXHSE

args = SetFitTrainingArguments(
num_epochs=3, # FAFXItEZ S MepochsH=
num_iterations=20 # BARMNIXATHE

D)

args.eval_strategy = args.evaluation_strategy

# Bl#Etrainer

trainer = SetFitTrainer(
model=model,
args=args,
train_dataset=sampled_train_data,
eval_dataset=test_data,
metric="f1"

HMNRFEZEA train KRB FHINHBEIH S RATZIAFMAE, BZRFE U THri:
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# IR ER
trainer.train()

*¥k*k* Running training *****
Num unique pairs = 1280
Batch size = 16
Num epochs = 3
Total optimization steps = 240

EEH B L SentenceTransformer HEE A i T 12804 Fxfe. BANFERT, HEANEEFHENMEAL
FK204] F A A, BI20 % 32 = 680N AEA . AT 00 UK W AE 7' DL23K Ko £ B IE fL R, 680 * 2 = 1,280MA F At %
FEE|RATRARANMFIR A F I 4, £ 1,280 8 F 1t 2 A0 U A A BT ZF % e !

"

5 RATHA R XA K 3R, B Rlogistc regression, RA N H B A A%k, THUALE SetFitTrainer
Ay TR A AL

# MHubmn#SetFitiZal

model = SetFitModel.from_pretrained(
"sentence-transformers/all-mpnet-base-v2",
use_differentiable_head=True,
head_params={"out_features": num_classes},

D)

# BlZEtrainer
trainer = SetFitTrainer(
model=model,

KE, numclasses I8y ZHANBETME LA H &

BTR, WHRAFEEAT AL

# TEMNAEE I EEE
trainer.evaluate()

{'fl": 0.8363988383349468}

BT, RATFETO8HFI0 K. #REAEEZARBHEN —MAT RIS, XZEFLAHN
SEA M WS, EF2FEF, RAFE T HE SRR, (2274 5% %KY H embeddings b )| 4 T logistic regression
Bo B, XA pipeline/&T T 16 0 B AXATIE D B L BI85 8 77
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®7
SetFit R \ 4= S N e s —
etFIT AR T M fFfew-shotdh R4 4, 76X H 5 AR AFRA M BN, M K zero-shotd %o SetFit AR 4 4 & & &
A 4N (=)

— N : o — N
AR S, REER ST B LI ESeFel B, B, W ERIEEL haopy” 7 sad” | HAS R
5 88 27 The example is happy” #F1” This example is sad” e
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1 Jl Masked Language Modeling3 4T ¢ &2 T )| %

FHMALHETE, ROMAT - AFNFEE, FXHBTRORAUNIT2EES INMIBRBERT ARSI
B BATINSG MR (XELEHKNTRT) , REAFEESFAHLETHE. ROEFN-149 R T &AL

=1
£ o

Pretraining Fine-tuning
from scratch on target task
BERT £ » | BerT &
, e.g., masked language modeling: | | e.g., classification: 1
r[CLS] What a horrible movie [MASK]! | [ What a horrible movie! ]

' v
Whata horrlible dream! ) Positive m Negative

What a horrible idea! "

What a horrible day!

v

LR X}

o

B11-14. 4 T A B ES (Flang2%) LEORER, HANE 2 AT ABERTHE A T 4, & 2 6 H — AT 4o
o,

RS TR BEERSEARFRER. YEAFTIRAEN, CHALRRME. FINSEDEE A F RS
i (WWikipedia JUE) b\ Gk, P G0 2R 41 344 B9 4F 2 G0 IE #AT 2

HNTUAXAF ZEHAS —AMFR, WRETNF—NEETY) GHBERTHA, MAEXAXMAL ik, #
AE L, BATT DA 3 4k 42l masked language modeling (MLM)3)| ABERTHE A, L /i 5k 1 AT GO Fdf o X
BB FBERTH A K & 2% [T T B J7 UK By BioBERTHE AL, 1 2| i By BioBERTHE A 5k 2 2 25 47

RREHFTAET, EAEESCZ M ARLTHF L. XA RAEI5E RER, BT T ZAFNF B E 3
masked language modelingff 4. Z Y| 4 WBERTH R L A S FOI| K EHIE N e mo X ES FHB G K, 4
RRARKANEH T
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Pretrainin Continued pretraining Fine-tunin
from scratc from pretrained on target tas
BERT e —_—) BERT = —_—) BERT K
[ e.g., masked language modeling: 1 On domain-specific data: 1 e.g., classification: 1
(fcLs]What ahorrible movie [MASK]!) | | ( [CLS] Whata horrible movie [MASK]! | || (' What ahorrible movie! )

| v

[

( whatahombledreami ) [f(  whatahomiblemoviet | |f positive [ 5% [ Neeative
: L ]
[

[ Whata horrible deal ] What a hnrr;hleending! ]
[ wrﬁtal'n.rnbledajr! ]

What a horrible premise! ]

v

B11-15 AT AR A — M B, A EARESFHATHORZ M 22T ATINEEE, MFAEXRAY Fik. 8
AV RGHHE SRS, TaE2F e ¥ MSHAT.

AT U ERABAS XA BRETIN S, TFRLAKTFRTNAENER, ZHAHTHEEENFEAELE
FRARKARE. A5 T HRAERANERE XA EHIL-160#—FRA.

: Continued pretrained model Final fine-tuned models
Pretrained model - Fine-tuned on ACME corp data =» Fine-tuned on a specific task
ACME representation model &=

Fine-tuned for customer
service topic classification

Representation model “ L n ACME representation model >
Representation model Fine-tuned for semantic search
e.g. BERT =
ACME representation model
Fine-tuned for NER

F11-16. 4F x4 2 A Bl = % %o
TR T, BROEET WA E2Y, #EFTINE—DPCETISEWBERTHEA . KA1 F A8 B & 53 F 46,

Bl Rotten TomatoesiF i o

KAV LA EIE A K L 8 "bert-base-cased” HA, FH HMLMAE & ¥ :
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from transformers import AutoTokenizer, AutoModelForMaskedLM

# fnEAFmasked language modeling (MLM)ASIEEY
model = AutoModelForMaskedLM. from_pretrained("bert-base-cased")
tokenizer = AutoTokenizer.from_pretrained("bert-base-cased™)

HATFEX R A48 H) T # fTrokenizeo HAVL KM BRATE, BAXTE-NEEES:

def preprocess_function(examples):
return tokenizer(examples["text"], truncation=True)

# Tokenize#{iE

tokenized_train = train_data.map(preprocess_function, batched=True)
tokenized_train = tokenized_train.remove_columns("label")
tokenized_test = test_data.map(preprocess_function, batched=True)
tokenized_test = tokenized_test.remove_columns("label™)

Z A, HAVER T DataCollatorWithPadding , " 3h A4 7L B WA BN

MR, BAVEA — DataCollator , ¥ RATIAToken By 5 o % A WA 7 3k Al T tokenth 7 Fn B 17 4670
{¢ A tokent& 1, BATH LG A F F15% i tokeno T fE & K LA — M oW B ER. A T B HEN b #A,
RATE AR R 44, w1117 R o

Input
[ Hervocalization was remarkably melodic ]

\

TI‘J ke I'IIEEIIII‘J n + Epl'rr:nput up into Icakens

r

[CLS] Her vocal ##lzatlnn was natmarlazaljlyr melodic | | [SEP]

Tuken rnasklng v Randomly mask individual tokens

f ™) - ) i )

[CLS] Her vocal [MASK] | | was | | remarkably | | melodic | | [SEP]

Whule word masking " Randomly mask whole-words

f

[CLS] Her | |[MASK] P[MASI(] was I'Eﬂ‘lal'kabhr‘ [meludic1 I[SEP]1

A11-17¢h & B

E 11-17. B ALH A token By F 7] 7 3% o
BE, MR ERF LT MokenEE R, XEFEVEAEHN, BACFEENSFI BT ¥ I ERRHIEHN X
o R, CAEFEE S RKS. EXNATFF, HAE A token$$# F1 DataCollatorForLanguageModeling
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5}& 92 A E IH% ﬁ,‘] le ﬁk o f ji ) ﬁi 17 4 el DL Zfi ’]%“ DataCollatorForLanguageModeling % i‘ﬁ% ﬁ
DataCollatorForWholeWordMask & fF 2 H M . & 5, RN E L T4 F Ftoken 3 16 4 By M £ % B H 15%
( mlm_probability ) :

from transformers import DataCollatorForLanguageModeling

# 1815 Tokens

data_collator = DataCollatorForLanguageModeling(
tokenizer=tokenizer,
mlm=True,
mlm_probability=0.15

BTR, ROEQRATETMIMESH Trainer 188 K5 4

# BT HREBNINIESEH

training_args = TrainingArguments(
"model",
learning_rate=2e-5,
per_device_train_batch_size=16,
per_device_eval_batch_size=16,
num_train_epochs=10,
weight_decay=0.01,
save_strategy="epoch",
report_to="none"

D)

# #MafE Trainer

trainer = Trainer(
model=model,
args=training_args,
train_dataset=tokenized_train,
eval_dataset=tokenized_test,
tokenizer=tokenizer,
data_collator=data_collator

AINSHEFER. RONFE20 M epoch HRIFEHEE. RAUZRFENFIRRERRK, UHECNES
A B TR A

TV FIET 2R, HAVE J thF T 5k By tokenizer tokenizerE Y| 2 F L EH, FUINKERFHRF E.
B, N2 ERLETIN%ERFRNKER:

# RIFNINZA tokenizer
tokenizer.save_pretrained("mlm")

# GRAREY
trainer.train()

# REEMHER
model .save_pretrained("mlm™)
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EABANEmImXRERGET —MNEFOER, F TIFEHMER, RNAT2ELMES LBAEE. ExTHAN
HE B, BT UET - LBOESREECRENFEINETFET AT

KRMNEAT W ETNSEER RHBX— K, RERETIN S, 8 HTF "What a horrible [MASK]!" , A% B K T
AE 4 I "IMASK]" By AL E

from transformers import pipeline

# INEFHFEIE
mask_filler = pipeline("fill-mask", model="bert-base-cased")
preds = mask_filler("What a horrible [MASK]!")

# FTENZER
for pred in preds:
print(f">>> {pred["sequence"]}")

>>> What a horrible idea!
>>> What a horrible dream!
>>> What a horrible thing!
>>> What a horrible day!

>>> What a horrible thought!

M ETRTH” idea” « “dream” Fn” day” RXAFERMEA, XAXNEFEXHN. BTER, LRNEFFRMNEFHHER
FMAT 4

# IEFHEIETN
mask_filler = pipeline("fill-mask", model="mlm")
preds = mask_filler("What a horrible [MASK]!")

# FTENZER
for pred in preds:
print(f">>> {pred["sequence"]}")

>>> What a horrible movie!
>>> What a horrible film!
>>> What a horrible mess!
>>> What a horrible comedy!
>>> What a horrible story!

KR Y. B REAFE, WEMKASTINSEBEEL, EAXRNRECHEEEZAR L.

T—FRRARETF R RNBN X ES LA MR, AFHWTH A EMEE, (RRTUFHT

from transformers import AutoModelForSequenceClassification

#

s

BRTFH%
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model = AutoModelForSequence(Classification.from_pretrained("mlm", num_labels=2)
tokenizer = AutoTokenizer.from_pretrained("mlm")
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CE RS

AN S, RAERAM % T4 HNER (44 SR 5], named-entity recognition) 7 191 4 BERTH 2 3 47 78 &y
A, GAREATHTR, TA TR AV Mokens/ BT AR, B3 AL A, HATAEH GRS
B8 & R B E 4 14 5 H A

NER G KMNAEAEF KR ITH X FOAMENZAL BT, REEAETEENTLE L, B TRNEETH
EBANRRWAZEN M, ROLATLEHE UL EX M E LN, B8R BT M7 Ko7 ik i Tk
o

[ | am Maarten and | live in the Netherlands. ]
1

BERT
Fine-tuned for NER

!
() (), ) () (1) (o) ()

&

[ the ] [Netherlands] ﬂ

Person Location

El11-18. HyNERBABERTH B A VFR 44 LK, WAL RH K.

BRI SBERTE B H 18 5 RAVE XA K P AR By R URM. R, 2RTERETRAREL. HETHK
Hroken Ny R & ittt T RIE 75| 8y B oken#t AT FM. EXREEWNZERE, RANWELALS XTS5}
T B K EABGE, TR KM R B #oken, E11-1982 4 T X frtoken B K oy T A KT o
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Input ,

My name is Maarten

Tokens [[CLS] ][ My ]|’na

BERT

Feedfurward neural network

ENEAE

E11-19. ZBERTE B Y A F, 3t B tokenTT £ & B3 R EN XM H TR Ko
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A A A SEAOR B R 4 B AR

AXANTFHF, RAEEA CoNLL-2003 $AE EH H XA, ZHERCE LM TR LB o s LR (A4 AR,
MR RIMAERLE) , KHA 14,000 FHEA.

# FATFNERAJCONLL-2003%13E%E
dataset = load_dataset("conl12003", trust_remote_code=True)

N

AR TR AN KBRS, ROTHEAE— RN REE. wue1? B— A5 T HARE LK ES,

XA R E AR A . bk 4,  tner/mit_movie_trivia F1 tner/mit_restaurant X {E &£ F R kA ¥ AH M|,

tner/mit_movie_trivia H TAME R FFFEFH L LMK, T tner/mit_restaurant § R M XM EETE R %
LR,

b AT E T — R R AR Bl i A

example = dataset["train"][848]
example

{'id': '848",
'tokens': ['Dean',
'Palmer',
'hit',
'his"',
'30th',
"homer',
'for',
'the',
'Rangers’,
"']’
'pos_tags': [22, 22, 38, 29, 16, 21, 15, 12, 23, 7],
'chunk_tags': [11, 12, 21, 11, 12, 12, 13, 11, 12, @],
'ner_tags': [1, 2, 0, 0, 0, 0, 0, 0, 3, 0]}

RABKEERAAT P o iy BN LR RGATE . X BWATE T U ner_tags W R B, CHEm DT fEHy LK

label2id = {
"0": @, "B-PER": 1, "I-PER": 2, "B-ORG": 3, "I-ORG": 4,
"B-LOC": 5, "I-LOC": 6, "B-MISC": 7, "I-MISC": 8
}
id2label = {index: label for label, index in label2id.items()}
label2id
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{'0": 0,
"B-PER':
"I-PER':
"B-ORG':
"I-ORG':
"B-LOC':
"I-L0C': 6,
"B-MISC': 7,
"I-MISC': 8}

>

>

>

>

AUV DA WN B

Bl A B E KA A% PER). AIRORG). HATOO. AT AMSOMEIEKO). &L BHB
(FF#, beginning) K1 (F 35, inside) o 4R 78AHH 46 Hytoken B F 1 — KB B — 84, 54 WIEIEH TP 46 B %
%, FEREIRR IS T F — %k, TR M3 5.

A RAEE 112000 #H—F W EEF, BT Dean” RZAEEWH L, “Pamer” RFIEH LR, KA14n”
Dean Palmer” Z£— A, T~ Dean” F8” Palmetr” & 41 B /MK,

Start of phrase  Part of previous Start of phrase

[Dean : ][Palmerl h][ hit ][ his ][3Dth][horner][ for][the] Ra ngeri bm
v
[Dean Palmer -] [ Rangers ]

Full phrase Full phrase

B 11-20. 333 A A6 7] B9 SEARAR RS TR W T S8 A R, AT DAIR A A 38 W9 S
HATH 248 2 T I 2 FR 2R, EERSE. Ak, BAVECEH AT P A B T HE A okenizer # — F 2+

1, Bl bert-base-cased :

from transformers import AutoModelForTokenClassification

# fMN#EHitokenizer
tokenizer = AutoTokenizer.from_pretrained("bert-base-cased™)

# hnEAEEY
model = AutoModelForTokenClassification.from_pretrained(
"bert-base-cased",
num_labels=1len(id2label),
id2label=id21label,
label2id=1label2id

b # AT K tokenizer 7 4 2 AT 8y 75 41 -
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# BeadmItokeny Elp Ftoken

token_ids = tokenizer(example["tokens"], is_split_into_words=True)["input_ids"]
sub_tokens = tokenizer.convert_ids_to_tokens(token_ids)

sub_tokens

L'[CLs]t,
'Dean’,
'Palmer',
'hit',
'his',
'30th',
"home",
Y##tr'
'for',
"the',
'Rangers’,

'[SEP] ']

tokenizer /X i T [CLS] 78 [SEP] token, EW KN EFRIZFMFBIZEF FH . & F18 "homer' 3t —F 2% A&
token "home' F '##r' o X A KAV R T — A, H A KATH EFA R WAREHIE, 125 A coken | B AT & B
XA DL AT A 4 3 AR A AR AR 5 F oken st B TR S SR R

W BATE I Maarten' , THAFAB-PERK £ R 2 — Ao MR KA % 87 # 3T cokenizer /b, T4 #T
2 Bl fitoken "Ma' «  '##arte' A8 '##n' o AT FE A BT A token ) fE FI B-PERSL AR, [ X & K o) = M token#[ £ 4 oL
WA Y — AR E R tokentt, % —Mokenfi ZAB (FaAHF) , BEWNZEL (GRFAH) o

B, 'Ma' 3 B-PERE R T EIEW F 4G, T '#arte’ Fo #n' HHBLPERE R T UAE T —ANEIE. XA

Frat A (A 1121 B

Start of phrase

aYad 5 7 ™ 11?

Input [ My |(name |[ is |(Maarten m]

Tokenized | My ‘name |[ is |[ ma ][##ane][##n]

Aligned rMy name |[ is |(Ma P]f##arte P][##n ]

Start of phrase  Part of previous Part of previous
phrase phrase
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A 11-21. FRie - d WA Bt F .
RAVENE—AEH align_labels , BT AHEAT 23 FH 78 437 3T 42 F 443X Hroken 5 2 B H 8 AR 25 38 57 -

def align_labels(examples):
token_ids = tokenizer(
examples["tokens"],
truncation=True,
is_split_into_words=True
b

labels = examples["ner_tags"]

updated_labels = []
for index, label in enumerate(labels):

# Ftokenl51E1E BHIEIE

word_ids = token_ids.word_ids(batch_index=index)
previous_word_idx = None

label_ids = []

for word_idx in word_ids:

# FrERIERIFA
if word_idx != previous_word_idx:

previous_word_idx = word_idx
updated_label = -100 if word_idx is None else label[word_idx]
label_ids.append(updated_label)

# 457 token2-100
elif word_idx is None:
label_ids.append(-100)

# WRITEEB-XXX, BAPEEBAI-XXX
else:
updated_label = label[word_idx]
if updated_label % 2 == 1:
updated_label += 1
label_ids.append(updated_label)

updated_labels.append(label_ids)

token_ids["labels"] = updated_labels
return token_ids

tokenized = dataset.map(align_labels, batched=True)

HEHEXRANTH TP, EEH [cLS] F [SEP] tokenifm T HAA AT A ( -100 ) :

# IR E RIS Z BNER
print(f"Original: {example["ner_tags"]}")
print(f"Updated: {tokenized["train"][848]["labels"]}")

Original: [1, 2, 0, 0, 0, @, 0, 0, 3, @]
Updated: [-100, 1, 2, 0, 0, 0, @0, @, 0, 0, 3, 0, -100]
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AARNCEXNFERATT 2R MT, RNTUTF4E R EHT. XE5ENZTFEHH TR RNAAL
FaRBANXHE AT, TREFNXHEH ST, B &S oken— AT

AT # F| Hugeing Face By evaluate & K A2 — compute_metrics W%k, % % #0F F AT token 5 £ 37

2b .
He -

import evaluate

# MEFFITE
segeval = evaluate.load("seqgeval")

def compute_metrics(eval_pred):
# BUEEFLM
logits, labels = eval_pred
predictions = np.argmax(logits, axis=2)

true_predictions = []
true_labels = []

# SCRERAIER

for prediction, label in zip(predictions, labels):

# TokenZRHIER
for token_prediction, token_label in zip(prediction, label):

# FAZE&4Ftoken

if token_label != -100:
true_predictions.append([id2label[token_prediction]])
true_labels.append([id2label[token_label]])

results = seqgeval.compute(
predictions=true_predictions, references=true_labels

return {"f1": results["overall_f1"]}

425



a2 SEAR A B 0R

HFANLFET o #HATFHEE — 7 token & H| 3 4T 4 2 B collator, Ef  DataCollatorForTokenClassification , T~ #&
DataCollatorWithPadding :

from transformers import DataCollatorForTokenClassification

# Token%yz#DataCollator
data_collator = DataCollatorForTokenClassification(tokenizer=tokenizer)

AARMNEE R TRE, ZRPREAE 2R WI HLE RO RAVE X~ A A5 BB wainer 3 6] 2

-

Trainer

# BATZEIRENIIZGSE

training_args = TrainingArguments(
"model",
learning_rate=2e-5,
per_device_train_batch_size=16,
per_device_eval_batch_size=16,
num_train_epochs=1,
weight_decay=0.01,
save_strategy="epoch",
report_to="none"

D)

# WiatkTrainer

trainer = Trainer(
model=model,
args=training_args,
train_dataset=tokenized["train"],
eval_dataset=tokenized["test"],
tokenizer=tokenizer,
data_collator=data_collator,
compute_metrics=compute_metrics,

)

trainer.train()
R RATIT A6 22 oy AL

# TEMNAEURE I ERE
trainer.evaluate()

wE, W RNEFEE N Epipeline P A CHTHRE. XAFRNEEXLHE, WEFHIDTRELBEF R AD
W, HFEEBRNZ S #E:
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from transformers import pipeline

# RIFHRNOGEEE
trainer.save_model("ner_model")

# ERUEERE LB THE

token_classifier = pipeline(
"token-classification”,
model="ner_model",

D)

token_classifier("My name is Maarten.")

[{'entity': 'B-PER',
'score': ©0.99534035,

'index': 4,
'word': 'Ma’',
'start': 11,
'end': 13},

{'entity': 'I-PER',
'score': ©0.9928328,

'index': 5,
'word': '##arte',
'start': 13,
'end': 17},

{'entity': 'I-PER',
'score': ©0.9954301,

'index': 6,
'word': '##n',
'start': 17,
'end': 18}]

A F "My name is Maarten" ', F4E "Maarten" X H Ftoken# FE# IR A A — AL
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¥

> -H

-~

AREY, RINERTHAFE 2 RESMRTON SR TEE N UAME S RATE RET T W TH0H ) %4 8 BERT
BA, FRIFELRMEG L LERY BRI

FAVELR T —F# 4 A SetFithyfew-shor K BAR , ZE AW KA A IR 8 478 B8 1 TN etk NAR B Fo g 2K K AT L
Wo MEANMFRHE R, ZEERFZET SRNENEBETFRROAERA G M.

BTR, BNENERTHETIFNBRS, P RANEA T FHBERTR A AE 4 R &, J6A TR o 54 50
%€ J&E I masked language modeling TR T 6l s Z m AR AL, 27 T4k & FI AR AL

wJa, ROBIRT ok LHRRA, ZTR—TY RPN MR FRLE (WATM L) §ESH. FZHHT
BlAR b, X2 2 R A SR BRI SRR AT Yo

AT—FF, RNEBERHAMAETHBNIOR, EERXEEREE. BIRSIE, BNERELTHAL
R DL IEF RG4S, AE A A KR HATHOR.

[*1] Jacob Devlin et al. “BERT: Pre-training of deep bidirectional transformers for language understanding,”  arXiv preprint
arXiv:1810.04805 (2018).

[*2] Lewis Tunstall et al. “Efficient few-shot learning without prompts.”  arXiv preprint arXiv:2209.11055 (2022).

[*3] Chi Sun et al. “How to fine-tune GERT for text classification?”  Chinese Computational Linguistics: 18th China National
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F12F PUR & RARE

AREY, BANHER —ANTONFEORERER, FNBHAHLIE. IMORAFREF Em BB XH,
HRRMNIEA PR E NN ETANEZE TR BORAVFRAEAL R E N4 2 8 4R & K.

AARFEF, RNEHEETHBORSOUR £ R R R R N7k B E MO A7 . RATERRHBOR T %
XAERBERGRER S, EEelRAERAEFEARH T,

429



LIM# =A NG B: FN%K BEBOR w5 R

e i ELLME % 44 =% Ly K.

1.3& Egﬁ

Q& F R ELLMK F — % R A& — NS M AMEXASKEE L#TTI % (H12-1) o AIFLBEF, BXETMNT
—/token, DLEHFE I SUARFWIET MIEXRT, EWENZMAEFIEMFNEFEIN, TIUKRHIEFTER, &
—frE MR %

RFEETY —NEER, BEMRA TV HFREER, EER LIS B s, (ELRH P ERALHE,
XHENFALT— &ﬁégo

Large language models (LLMs) are models that can generate
=
human-like text by predicting the probability of a word given

the previous words used in a sentence.

H12-1. g 2R B F, LIMEEETHATN T —/oken. X2 — M LAFLTE,

2. #0R1 (BBEHOR)

W RLLM g 4 RAF w48 A0t 2 RERE AN, N2 EAR. SAXBERBAST-BXEH, N 2HEL
BXE, W4T A (XEAEMBRT RSB o

HLEEMECSFD), RNTUEEMERE N R AXMUORLESY, EREBNSHEEN, NEFEHK

My ERES, hWwREES. GBFNEEE -, CEAT— Moken M AT INF, EFERLRTMT —A
token, T 22T A P Sk B (B 12-2)),

User “Tell me something about reinforcement learning."

--------------------------------------------------------------------------------

Reinforcement learning (RL) is a type of machine learning
s
LLM where anagent learns to make decisions by taking actions

inan environment to maximize a reward signal.
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E12-2. £ WEHRA B, LIME A £ T EAFUMREHMARTN T —Mokene AEMBEX LU, HEREA P
BN
SFTH A LA FTHMES, ¥, EEF AT AEME RERER LS (ZWR) £RER.
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WoR2 (&R ML)

RE—FH-—FIRGTEBNRE, EHEFGAIZSHAXREETIATH . ZHARN REFEMR 7T R ZH
Ry —RB R, BE B, SEANHE G RN EFTT, i b K ATR B 4B Lo RSFT—H#, 7L
Bt R A, (EAE )| R AR P B R R A R T B BN AL X EANS RAETE 23R #HAT T I8, R T AR
SRt RN TT 4 B i 17 R R LLMEE R By L 22

Instruction- Preference-
Untrained Base tuned tuned
) Ol
LLM »| LLM [— —p : : LLM
Language Fine-tuning1 Fine-tuning 2

modeling (Supervised) (Preference)

F12-3. Gl &2 & R ELLM#W =AM S K.

EARES, RNEACEEAAEEEE L) Gt oy LAl A, SF8R & o (767 20 7 F0 S0 5w oo 2 3047 B0
MTEMTE, RNEEAEEd T, RAEEZERFEA .
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5 B4 (SFT)

AABBEE LTINFER G ERELRBEINET REE . A My, HAFI ZRMANEE, wE12-
AT

Base
(Pretrained)

LLMQ—P Red

Thecaris

A 12-4. FAH R FY SLLMB ] 5K T T — A8

B F IR TRE R AR FRERE S, T ZRE R AT T2 B AT (E12-5),

Base
(Pretrained) 2

— 0 Whatis1+1 +1?

Whatis1+1? LLM F——> 3.
Whatis1+1+1+1?

E12-5 EAMLIMA 2B, TRZEAFMNENT—NEHE. CEE TR A,

AT UE A XA ER BB BORGHE N TRLERG, e,
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TR

RELMBOAT R R R 2MR. GTINSLLM—#, I MABPREFRAGHALH, UFENERES. £
ERARRMNAACR B MEARENBEE, T I FIERARA EMFEN AR E L7 R (F12-60)).

Untrained Base Fine-tuned
0 0
LLM »| LLM d LLM
Language Full
modeling fine-tuning

:......- II

\ Labeled data
Unlabeled data (Supewised}
(Self-supervised)

Hi12-6. SizwrE (FOH) Mk, ZefAtEARMARSHKER.

16 DGR R BT AR S0 38 4T 0 MO, KB E N 3 T U R B B R . T AR AU B LM 06 4
4, BNBEFERAE. WE12THR, AR P> 0K B E .

434



Instruction data
(Many tasks)

 Task:

S N
Instruction: "What are large language models? ! Question answering

Output: “Large language models (LLMs) are models that can generate

human-like text by predicting the probability of a word given
the previous words used in a sentence.” AL |

.

+ Task:

Instruction: “Rate this review ! Sentiment analysis

L

Input: “This was a horrible place to eat!”

Output: “Thisis a negative review."
A\ |

-
N

B12-7. A& P RAFE AR WL K. HLATUREHETRHES.

AREMATE Y, EARKAA (F) Fxfd (k) BAT—okenflill. Ritk, €2 s RHIFIA,
il 22 AR Ao
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23 WA (PEFT)

EHBBNASHAARGAEERNERB Y, BHFRT AR JERAS. NAHRE, FEFEAXE
FhEEE. A TRAXEER, AMITHERESHERBACEFDE R T £, X %7 2L ETUEGHITERE
TN SR B AT BHOR

ERA
W5 RV 5 2 FPEFTH A #4000 S0 o ¥ % 7 Transformery 448 i 7 — ML SN B9 B AL, 7 DR 33847 i
AR B R LR, TR MO AR E. A T AR R AR

& FL B £ 5 “Parameter-cf ficient transfer learning for NLP” W 34T 7 #3%, Zib XR W, A EMELMFEABERT 3.6%
A HF U E ST A A EA Y M. EGLUBR MR A, (EH Kk VI A13k 2] T 522 80 M 8 0.4% 5
B . f£¥MTransformer block®, ZW X R HWEMBERBEXEEETE N E A B LN %2 5, WHI12-8F
o
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‘ Transformer block

[ Self-attention J

Adapter (component 1)

[ Feedforward neural network ]

Adapter (component 2)

v

E12-8 ERABEN LW ELERM) ERE, TURBKMBTHHA, AERFAFIRERELRS.

T, X2k % — A Transformer block & T4 # , [ sk 26 41 14 B AT & & Mblockty — 44, W 12-9F7 7 o
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& Transformer
Stack of Transformer blocks =

Self-attention

]
Adapter (component 1)

Transformer block 1 | .
Feedforward neural networkJ

—

Adapter (component 2)

Self-attention
|
Adapter (component 3)
Transformer block 2 | .
Feedforward neural networkJ
]

- B

Adapter (component 4)

v

& 12-9. 7& Bt 28 2 14 S MR AR A o ) &/ NTransformer blocks o

AR RN AR, ERA RSS20 R R B ERE, S RE KA A blockt i 2
Al ESL. ERBITULITATEEXARAS X, MERB2TULITH T4 4 L HR A NER). &7 MK
https://oreil ly/XraXg T 2% |1 i & B2 48 o
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& Transformer

Stack of Transformer blocks

Self-attention

Adapter (component 1)

3
)

K
|
(

Feedforward neural network

Adapter (component 2)
[ Self-attention )
T
[ Adapter (component 3)

[ Feedforward neural network ]

Adapter (component 4)

Adapter1 Adapter 2

-

N

[ Adapter (comp. I}] [Adapter (comp.1) |

Adapter (comp. 2)] [Adapter (comp. 2)

 Adapter (comp. 3)] [Adapter (comp. 3) J

[Adapter (comp. 4]] [Adapter (comp. 4)

N

N

v

E12-10. L TA TREEHFHERS T AR LAMANRM T (WRENAFHRAHEREBRMFNE) .

# 3¢ “AdapterHub: A framework for adapting transformers” 428 7 Adapter Hub ¥y 3£ = 3 i B2 0 v e 7 (i E o X Wb B
Wy E BB K S L E TBERTEAN . &I, ZAMA LA T UK & K Transformer, 4856 >C4n “LLaMA-Adapter:

Efficient fine-tuning of language models with zero-init attention” o

{3 BL (LoRA)

EHERABHERT R, KRENCoRABRE, 8T AUME M) Z# A LA HWPEFTH R . LoRAE —H
(REMSB—H) RFEHFPESHNHA. wHUHF, eO@# T ERERY NN TFEBTHE, TFER

AR E .
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Base Fine-tuned

. Update entire model

LLM (Full fine-tuning) g LLV

' " Fine-tune 0
(LoRA) > LLM -

bSubSEt gfl Add small set of
dse mode new parameters

E12-11. LoRAR FHOH — /DA 54, X EEHF UG EBLIMA TR F o
BREMSE—H, INMTEAFERENHR, BARNAFEEREUMER N — 3o RAOTE T B 8 4 I
PR SELLMEY K 1R QI XA S KT o KB RATT U A X BB E A BR, ST 8HE, T1
AR A6 0 KPR SEATROR . B, E12-1290 RATE 2| 910X 1046 %

Weight matrix

Full rank (10 x 10)
Total parameters: 100

E12-12. LLM#y — AN Z BT E AN R AN ELEIE. R F—NTRA 1L S H, & Transformeri #H H K
Ao
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AT LRI ETA BN, DA, EM—MOXI0MEE. XE-NEAHRERI, EHRNAERF204N
WE (104110) , T F2EMI00ME (105 LA10) , WHEI213F7T.

Low-rank weight matrix (rank =1) : Low-rank weight matrix (rank = 2)
Total parameters: 20 f Total parameters: 40
Rank=1ICLCTTTTTTTT] Ranl{=21

B12-13. 4 RAE B B 0 BT AR IR & 7 A AR T B R 8 IR BRI, T DU & O AT SOR
ANHHE, RNAFEEHF LB ANNERE, MAEZENRER M. EFRNWEMEE (RANERE) AFHTE
# (F4Ed) WES S, WHEI12-1457F.

, : Low-rank adaptation
Full fine-tuning : Update a small representation
Update all weights : of the weights
[ Input ] [ Input ]
Updated :@  Updated Frozen
During training - During training During training
: Rank =2 FEFRFFEEEH
v : v v
EEE : IZ[EEE*I +IEE-
: T .

H12-14. 5 R AMAM L, LoRAE 778 9| 5k 8 A B 37 R AR A E 09 /N & s o
RTINS TR REXH. EXHREEFLERLTREEGER?
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% “Intrinsic dimensionality explains the effectiveness of language model fine-tuning” X FE My i SCIE 8, B 5 M A~ B A
FRONWELE o XERERNTURENIREMNEE RLLMW A E. B, HGPT-33X B 1750105
A, H96NTransformerdk # B G — ANy A A —M2,288 X 12,288 M EAE o A RSN S H. R EATR R
MO ZIE PR N A ARS8, AR FERM2288X24E M, HFNARFAE9TT NS K. XERE. FRATETEHEZE
K ¥4, sl & 5| LoRA S b 3k — 3 B oy AP A

KB RF 7 R R, R A LA A A B B FAT RO . BlAe, AT LA R B0 4 N Transformer
JB & 8y QueryFn Value AN F 48 [ o

EHEBBUSLA (E) HHEWIISH

HNTUBAAFFEENER R A BN EEZ AR RERLFR R EN A FFR, HLORATRFEnE . LLMBAE
RBA Gy G LB, TURMERETR, WfloatcdHRfloat32, WE 12155, WmR AN MF T —MEH LK,
HN2BE-NMTREHNER. AT, WRRMNEMECK, KNE2BEZEEHNEF K.

Float 32-bit

@10000000 T{ol0(1|OjOfT|OfO|OJOfTj1fTjT1 1|1 |jOf1|{1]Of1]|1

(-1)% = 2! x 15707964 = EEACIEEPAM High precision f
1bit

Float 16-bit

IEIIUDDUUDD 1]0j0y1|0|Of1{0(0|O0

(-1)° = 21 =x 1571 =EALIN Low precision

B12-15. % 3K Al float 32 Frfloat 1660 K AR KK o E B U K AT BB 4 BHE L 2 1 1Ko
# 1¢  ft.(quantization), KA1 E E B KW MG EHRETEENEMG. AT, WHEHI2-16HT, SEBEEHHEE
B E R AR, ZAEREETRRLAHEA MR EERT.
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Compress to smaller blocks of weights

Original |
weights o, \ f t ! , High
Quantized
weights IQI OI I

l Problem:

Similar weights

are now the
Reconstructed same when
weights reconstructed
: O O O _=
Low High

B12-16. B UMM BAANES S BMERNENRE, ATHRETX2HE T
MR, QLoRA (LoRAMEMMRA) WEXHET — M AT KA MEKER @ #HT L5 RENEMRZ RN T

MATER SR E A LG EERR AR EE. SEERAERERAEBEZETR, Q2T HHRER
FEMAUGIRE. WE12-17F 77, EEARET DR R B ER LT

Compress to several smaller blocks of weights

Original :
weights / I High
Quantized
weights
Similar weights
are better
represented when
reconstructed
Reconstructed
weights oy High

B12-17. B EXT U AT EXREBRBEE THRARTINE.
AW — AMRIF R C BRI Z A EASSA . XM A RARER Z 8483 5 24 R B4
MR RS, wHI2Z18F R, MEZAHBRFEEmER, BACERTRENEAAR. ZBLBDTRE

(ER:AP-
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Original

A/ weights

| LTI e
(e T [eofelepeel e[ To o)

—
Distribution- Similar weights Block can be bigger since
aware block end up in different bins there are fewer outliers

BI12-18. oA B sk, AT LLBY R4 S B 20 B LA R B9 B LR R o

SHRKEN, BHAI-MBEFAVFRAREZEOERMR TR LM, MLLMEE R R ARG TR Hik, ROT
ML 16E float e 7 4% # BR AR AL 3 — ftfloatR 7R o 400K T B H WD TLLMA N FH H oy i #F K. HERE, LLME
ERRFAEE A, B EMNLIMERE ], BikbHFEE D HVRAM,

AERMES T ERSE—FRA, MR EEMF 2 TMME, KTUETEITLNQLORARXF THES. ER

%
FrELGRIACHENES, FEAXRHEXE,
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% QLoRAHEAT 78 2 A

AERMNCERE T QLORAW THEF M, L H AT o R L& ! AT, RAEEHQLORAE JF X — /%
A JF IR BB/ Llama fAK TinyLlama # 47 B0R, LG4 @ 8RS H AN B R LTI SR, BHETE
EE- 2 Y LE SRR SRR R
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SR &% &l

AT ULLM# G184, RAOFEREE LB REAR NG HAE. WwEHI2-1987F, IAWREMRK 2 TLLMA R E K

BANH P A R P

® User context

<|user[> I
Q

Whatis1+1 [ <> |

End-of-sequence (eos) token

® Model's answer

<Iassistantl>]

, Theanswerto1+1is 2! ][ <[s> ]

F12-19. FATAEAE B 4E F B B RAEAR o

AT A BTG P SR AP RMEAR, B % TinyLlama B9 30 R BRA 67 A8 5] B9 48 o B ATHE R B9 2045 2 UltraChat
B R —NDNT R EAHAE R R 4R UlnaChatf 4 L AR, @4 F P FLLMZ 8] 92207 K 336 -

KAT6I 7 — B 2 format_prompt , PR AT 3% 3 8 S HEAR :

from transformers import AutoTokenizer

from datasets import load_dataset

# Mn#Eitokenizer MEREMIRER

template_tokenizer = AutoTokenizer.from_pretrained(

"TinyLlama/TinyL1lama-1.1BChat-v1.0Q"

D)

def format_prompt(example):

"MERTinyLLamafER< luser | >R X (LIRR """

# BRAMER

chat = example["messages"]

prompt = template_tokenizer.apply_chat_template(chat, tokenize=False)

return {"text": prompt}

# {ERTinyLLamafEAAYEMRMBAE L EURE
dataset = (

load_dataset("HuggingFaceH4/ultrachat_200k", split="test_sft")

.shuffle(seed=42)
.select(range(3.000))
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D)
dataset = dataset.map(format_prompt)

FATLEAE T 3,000 AL 8 F R RBD I GBI, (AR UG X AMERRKR ERHAB LR

B mtext Fl, HAT AR R X A XA R 77

# B HIRRARAE]
print(dataset["text"][2576])

<luser|>

{EXA: &), A, WEHE? &5,
{REEARIBLAEERNXXAME "B, BT, WEE? 5" REXPRIEID? </s>
<lassistant|>

SR RRD, BR). WTEBRE? . Y BRNEFRER, SMERR! </s>
<luser|>

{REEIRIBRIFERI AR "BRIT, ml). WEMER? P "BERE—TRIEELE? </s>
<lassistantl|>

SR BID, B, WERR? 5. fPE? RPEXER, BRNERPE! </s>
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EAE A

AARMNAT HKHE, TUFEwHEBERET o 32 RN AEQLORAY M HQHy H 7, B quantization (E ) o KA
bitsandoytes 4 F | FeAR A & 45 A 4R R R

7 BitsAndBytesConfig #, AU E X B F £ &N E R 4 QLoRA b X # # A F &, M 4bit
(load_in_dbit ) FaArvE fh i & &R (' bnb_4bit_quant_type ) R REEN ('bnb_4bit_use_double_quant ) A AE A

import torch
from transformers import AutoModelForCausallM, AutoTokenizer, BitsAndBytesConfig

model_name = "TinyLlama/TinyLlama-1.1B-intermediate-step-1431k-3T"

# 4-bit E{EE - QLORA FfY Q

bnb_config = BitsAndBytesConfig(
load_in_4bit=True, # £ 4-bit EEEEME
bnb_4bit_quant_type="nf4", # Bt%EH
bnb_4bit_compute_dtype="float16", # itE#IEHER
bnb_4bit_use_double_quant=True, # NAHREENL

)

# MNEEBMUTE GPU Lillgk
model = AutoModelForCausallM.from_pretrained(

model_name,
device_map="auto",

# JFEM SFT 5B RELLIN
quantization_config=bnb_config,

D)
model.config.use_cache = False
model.config.pretraining_tp = 1

# hnE; LLaMA tokenizer

tokenizer = AutoTokenizer.from_pretrained(model_name, trust_remote_code=True)
tokenizer.pad_token = "<PAD>"

tokenizer.padding_side = "left"

ZINENABRAFERNERFTAD L EENEREN R RO REEAG AN, mEEANAEZFE AL 1GB
VRAM, #hZ TFr#TEMFTFEL 4GBVRAM. #HE, EMARRTFEE S VRAM, ERF2HRTmEE
A &= 8 %4 1 GB VRAM,
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LoRA Tt &

BETkR, RMNFEFEA peft F & XRNE LoORARE, ZRERKXMATENES L

from peft import LoraConfig, prepare_model_for_kbit_training, get_peft_model

# ##& LoRA BLE
peft_config = LoraConfig(
lora_alpha=32, # LoRA 48i%
lora_dropout=0.1, # LoRA Z#J Dropout
r=64, # %%
bias="none",
task_type="CAUSAL_LM",
target_modules= # BirE
["k_proj", "gate_proj", "v_proj", "up_proj", "q_proj", "o_proj", "down_proj"]

D)

# EEERHTIIE
model = prepare_model_for_kbit_training(model)
model = get_peft_model(model, peft_config)

NS HER R

P
EREFEENFH ONE 1213 BHIZRRE) - HimhEaLEmEREEEN AN, SREHFEMK, ATREX
1o EEEAE 45| 64 2

lora_alpha

BHAMB RSN EGENE. AR L, CPHELERNBREHESN DR, —PERENEAE r KNFHE
HE

target_modules

EHZEHAAMHE. LoRA BT UNEFELABF TR, WEENERE. X UM FRZELBERER, K2
R

HESHE-MERMNER, TUENMERALEHK, HLEER. 77 LA Sebastian Raschka #y Ahead of AT
newsletter 4% | & T LoRA i 89 B A 77 o 46 (£ IR o

.

VN

EE

BN FER T HORAERY —HERH R WREERATLEMR, FTUEMBRERE R B R quantization_config
Z BB peft_config By, MBI L, KA #H QLoRA By g 4M™ BH” 2 BHRAMEMR” -
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WNHEE

wE, BNFERERNGINES K, RERNE [(F 11 F] F P e s

from transformers import TrainingArguments
output_dir = "./results"

# WHESH

training_arguments = TrainingArguments(
output_dir=output_dir,
per_device_train_batch_size=2,
gradient_accumulation_steps=4,
optim="paged_adamw_32bit",
learning_rate=2e-4,
1r_scheduler_type="cosine",
num_train_epochs=1,
logging_steps=10,
fple=True,
gradient_checkpointing=True

NS HER ]

num_train_epochs
IR R K. REWEEESBMER, AURITEEFERFRENME.
learning_rate

REMEEHHFRARE Ko QLoRAWEH KA, M TABEA (>330005%) , EFM I RHUREN

lr_scheduler_type

HFcosineth B EH, ATHSREFIE. vHEATHFEEMEmFEIE, BELE R EMH. 25, FIEXLEHR
cosine B 1 (B #AT I o

optim

JF 46 QLoR A% S v JF 1 20 T AR 1t 45

X EEHRE-FEENES, FHEEAECHHERREN. FEAIXRRKEREGFEHEE. AL/ T
EFfESNEE.

pi

B 487K 4 H3 89 Rinstruction wning (#4480 , {2 R A14 7 DL A QLORAK B8 A . 9w, B15T BLBA
— MR R A RAESQURED, ROIHEA &4F M RMISONB . REGRH TR K (B4E S 0B
BR) , QLORABE —MRUFBIHA, T U IA by IR A 3 38 4ty A
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&

NERMNCEEETTHAEAE S S, TUFLMBARMNOER . KA mE SFTTrainer F ] 2 3z 4T

trainer.train() :

from trl import SFTTrainer

# BB RBERMESEH

trainer = SFTTrainer(
model=model,
train_dataset=dataset,
dataset_text_field="text",
tokenizer=tokenizer,
args=training_arguments,
max_seq_length=512,

# EHSFTRIERELLIRN
peft_config=peft_config,
D)

# JIZRAREY

trainer.train()

# 1#7ZQLORAE
trainer.model.save_pretrained("TinyLlama-1.1B-qlora™)

TENAIEF, RAMEL AR logging_steps 5 HEF10F ITE — Ko A RARE F Google ColabFR fit #y % # GPU (7%
B ZTesla T4) , AP AT 66T E Kk — ANt FEF 20K BB 5 HHAL!
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E&HNE

ANFTQLRAREE, HNMFERCMNERERELSER RNUIMHEHRMBERE, TATEMHIML, K
BHRNE. B okenizerE Y| T A2 P IR H B R, ERIVGHRA 2| 5HEA AR B 87 ST & o LUE T35 14 :

from peft import AutoPeftModelForCausallM

model = AutoPeftModelForCausallLM. from_pretrained(
"TinyLlama-1.1B-qlora",
low_cpu_mem_usage=True,
device_map="auto",

D)

# B LoRAFIERHREY
merged_model = model.merge_and_unload()

7 fradapter 55 M A & 3F 5, AT LA 287 2 S H prompeiE ALK B ¢ -

from transformers import pipeline

# {FRBAITNE XHpromptiEix
prompt = """<luserl|>
HRE—LEXTRESEREUNES., </s>
<lassistant|>

nnn

# BTHAIES BRE
pipe = pipeline(task="text-generation", model=merged_model, tokenizer=tokenizer)
print(pipe(prompt)[@]["generated_text"])

RIESHEE (LLMs) BATERE (AI) RE, SI¥NESHERTREESPRABUNEN., ENEREXAF E#HTIIE. ..

Remdb Br, HAINERS T EEERNNES, ZELSMER S RELTRHEIN.
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ERCEN N il

WHEERENTIEEARK. £ REREVFS TR ERTF PR, XEFRBE—EAFHAT A B R A — Ak
o SELIIMMMATRE, &£ AR A ARk B2 (5] BLH 8 7 JF 7 o PR AL AR R 45 A2 7] AL B 8 AR 3 o

Flot, iFfxLBEAEXEE, HHEE - HHEREXZNETHEF. A THAMEER, EREAL-—EFE %
Wl FERENIER.

AEATE, BAERAFIUME NGITE 7%, ERNEARAENGZ Ao E. RA-MERAIAER T Z4HE
TR
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W R AE AT

— R AR A RAE A B E AR R B R PO . X B E HE R Eoken(FE AR A LIRS E AR E S £ K B token.
& WY IR B A AR L3 I 2% JF (perplexity)s ROUGE. BLEUFBERTScores

EREIENMREERE, CHEEBEEHATN RN E . BEMAXAEK, HEIMN T —okenth T MR £ K. &
WREETE, RANBEWRER S T — Moken—ME M, MLAMBEAEF. #qER, SHEESF-NFER
e R, MATR AR HRT .

WA 12208777, % A\" When a measure becomes a” Ff, A HEKFM A" target” FH T — MBI HHE

When a measure becomes a target , it ceases to be a good measure.
|
- v

Given the context, what is the probability of the next word?

F112-20. T — 38 HUM 2 ¥ 5 LLMEy A% 05 45 4E
RENBERLMFAFZETZEMERAECENARAET, ECNHAFTRETENEE. CITTEMAEE KR —
FM. . lEE, EETHE,
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F 0B K

HHERBEEEZERMERES L —MEF LT ERER w4 AL RN K, WMMLU. GLUE.

=1

I 0

TruthfulQA. GSM8kFrHellaSwag. 3x 36 30 f I 4 K ATHR B T % T 2078 5 AR LR R 26 004 B A (dn 2 5 1] R B 12

BRTHREEES, —SBRALTAELMIOR, whE, XLEBEEE LR LN K E#ATITE, W
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Input

prompt 1 Generation A

A 12-21. LLMB: % 3 N3R5 4 A2 R A &

FNTUFE DA (REFITFEE) FEZRBELERNENRTE. BEUNG e R IMFEnLs %K, sy (LH
12-22)

Input : Preference score
nerationA | :
prompt 1 Generatio i 4 H._ 5 Good
o
How good is this generation 0
inresponse to this prompt?
Input | =
prompt 1 -6 Bad

_ M Preference
Generation A | :  EITETG,

F12-22. i iP e (AL REM) ITHERNEHRE.
F12-23 8 R T 2T %0 BCE 34 2 o f 27 8 18 25 3]

o WRAPHBRE, AW EH U ERE S RBE I

460



o WORZBARMK, MR BT DM A 2R A Ao

Update the LLM based on this score
If high score: do more of this
If low score: do less of this

Input

prompt 1 Generation A

Preference
evaluator

E12-23. fm S R AL 7 % 2 TP 2 K EHLLM,

—wBkE, RNFEHFZINERO. M2ENEE B MEFTFER? 2o, ROTUBI)N G- B HER
A R AR R SEH .
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Instruction- Preference-
tuned tuned
""""""" . Fine-tuning2 """t

Trainreward : (Preference) . ¢ Fine-tune 5
LLM model ; > : LLM ; LLM

E12-24. RNAEBRLLMZ W F— MR ER .

B12-258 7%, A TAIZRBMER, RNEH - AREAMESK, EHXTHEELERAR, TG ENSD
#o

Remove

Tweal the LLM to
become a reward model

Quality classification head
Reward model

E12-25 LIMBE R { HZ T AE LB HN R ES R RRY R
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Input
prompt 1

Generation A

Quality classification head

Reward model

Completion quality score
4

B12-26. f ] 25 F A K4 33 1 45 oy R AR B R A Ak 52 AR B2 3o
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Example #

Accepted

Input prompt 1

Rejected

Generation 1.A

Input prompt 1

Generation1.B

Input prompt 2

Generation 2.A

Input prompt 2

Generation 2.B

E12-27. f AR B R B i W A B R AR L & R R R 4K

AR AT B B — AR 7 R M LLMAR Gt — MR R A REA TR AR 1228877, BATT LLig 1] A K AR

EHMNEZRH A
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Input
prompt 1

Which do you prefer?

[Generation A ] [ Generation B ] —> [I]

E12-28 WA E RERF HEIA LT EE MNEERT

EERYN %S R

AARMNA TRENEHESE, TURENERHER,
— AN B RAVE R KR ok
L% i A REERIE S
2. X HAE L0 E RS R IR

B12-29% 78 T I SF B AT : BRORBEE 2 0 Ak R R IR 2 o 2 R R A B 5 0 9 o
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Accepted Rejected

Input Input
prompt 1 prompt 1

Generation 1.A || Generation 1.B

Quality classification head

Reward model

Completion
quality score 3 -1

Accepted score should be larger than rejected score
Training objective

E12-29. R LA & A3t 3t R R W A R A B R B FA .

BRANEAW AL o —RWEI2305 T 8, KA4F2 T REREH =0 B
LB 1 4 Bt

2. NEK R

3. BER KA RBORALLM (4 R 47 3F 4 28)
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Instruction- Preference-

tuned _ ) tuned
i 2 [Llleu e T b - Fine-tuning 2 @ESEESMSELESE .
o % Trainreward :  (Preference) _ ! Fine-tune
: ple;i,rti”& model LM LLM

EI12-30. R iF MR B9 =AW B W RIF8EE. A EMER, &EMIALLM.
BB LM FEEE, TUHE— Sy BRLR. flar, Lama 29 % TRAAEMER: —MPoaAM, 5—
A2 A (E12-31)

Instruction-tuned Preference-tuned
prommosssnanannses . Fine-tuning2 """ttt b
. Trainreward :_(Preference) _ : Fine-tune

LIV S N >loum

Reward model #1 Helpfulness

E Used to fine-tune the LLM

RM

Safety

Reward model #2 RM

E12-31. AT UAGE A £ AR B R AT IFA

{67 JE1 ) SR 4 1 22 R AR AL SR AR LMY o W 77 3 2 3013 5K ¥ 4f A6 (Proximal Policy Optimization, PPO)s PPO & — i JLAT By
AL S HOA, I RLLMAE 238 B 7 5 T 2 5okt 484 1 B LLM. v & 2 3 F R ) 252022411 A K A7 B )R
44 ChatGPT,
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PPOMy — MMk M R E A — MR RWE ik, FEEDIWHFHMEA: RBpHEAFLIM, X0 B AR

B # AR 4 ft. (Direct Preference Optimization, DPO) ZPPOM B K 7 %, 7 T A TRMUFIWEF. RAOTTEA X
HA R £ RN B RE, TALLLMAS KM FF, WwEI12-32007F, RONEALLMMEAEYSZHA, &
Tt B S AR B A ] | GeAR B A B A R AR 2 T B b B R R B AT HI T

Reference model
(Frozen)

Rejected score

Generation

Input -

PTOMPY | Generation Accepted score
Calculate shift in:
'galg ablemedEI » Rejected generation
obe preference ) :
tuned) Accepted generation
Input Generation Rejected score |

PTOMPY | Generation Accepted score

Increase likelihood of accepted generation
Increase likelihood of rejected generation

B12-32. BRI BRFEEA N HFEA il , EALLMASEN X HER,
BRAENHLBE P E RN RN, RAVT LUB LIRS FHA Fo o] | SR 2 18 89 2 57 R0 EZ & kA T4
ARV R

=

AT HHEXA R MR KIFS, AR P RBE % RFr s & Ry B E . wE12-33f 7, kA EEAE
token A #AT, HFMEHEGRRITES B AT HAE 2 8L .
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Prompt Rejected generatiun

mEmalinnme

Trainable model
(To be preference
tuned)
Calculate token probability
(Per model)

[have][ no ] |dea !
II II I I I Rejected score is the
<4— 3ggregation of token
l . . | probabilities.

Calculate shiftin rejected scores

Reference model
(Frozen)

12-33. 8 1 7 token K B IR B ik B BER RIT R P2 RS FHEAFT I FHEA Z MBREK T . B % £ REEHE

A2 o
BERE S H, BNTURCTINFER G S K, EAGERBEIWERNBEEARGS, HERELWERNEE

BAG . SPPOMILL, k¥ KADPOLE B FERT, Ehdh. wTERTE, RIVGER €A 2w
AR A L B AT 4T Ry = AR AL
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KAV ER - EER, ZHREEAEMRTCE - NEZH £ R —MEAW £ R XANHYEEH 2 B ChatGPT A
e, FERTAANG R R AR HAT T

from datasets import load_dataset

def format_prompt(example):
"""Format the prompt to using the <luserl|> template TinyLLama is using"""
# Format answers
system = "<|system|>\n" + example["system"] + "</s>\n"
prompt = "<luser|>\n" + example["input"] + "</s>\n<lassistant|>\n"
chosen = example["chosen"] + "</s>\n"
rejected = example["rejected"] + "</s>\n"

return {
"prompt": system + prompt,
"chosen": chosen,
"rejected": rejected,

# Apply formatting to the dataset and select relatively short answers
dpo_dataset = load_dataset(
"argilla/distilabel-intel-orca-dpo-pairs", split="train"

D)
dpo_dataset = dpo_dataset.filter(
lambda r:
r["status"] != "tie" and
r["chosen_score"] >= 8 and
not r["in_gsm8k_train"]
D)

dpo_dataset = dpo_dataset.map(
format_prompt, remove_columns=dpo_dataset.column_names

D)
dpo_dataset

ER, BARAT B, #— 4 54 K/ R 46 #913,0004 7% 41 98 3| K £16,000/ 75 o
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from peft import AutoPeftModelForCausallM
from transformers import BitsAndBytesConfig, AutoTokenizer

# 4-bit quantization configuration - Q in QLoRA

bnb_config = BitsAndBytesConfig(
load_in_4bit=True, # Use 4-bit precision model loading
bnb_4bit_quant_type="nf4", # Quantization type
bnb_4bit_compute_dtype="floatl16", # Compute dtype
bnb_4bit_use_double_quant=True, # Apply nested quantization

# Merge LoRA and base model

model = AutoPeftModelForCausallLM. from_pretrained(
"TinyLlama-1.1B-qlora",
low_cpu_mem_usage=True,
device_map="auto",
quantization_config=bnb_config,

D)

merged_model = model.merge_and_unload()

# Load LLaMA tokenizer

model_name = "TinyLlama/TinyLlama-1.1B-intermediate-step-1431k-3T"

tokenizer = AutoTokenizer.from_pretrained(model_name, trust_remote_code=True)
tokenizer.pad_token = "<PAD>"

tokenizer.padding_side = "left"

BT R, RN G Z 840 F B LoRAR B X HATDPOI %

from peft import LoraConfig, prepare_model_for_kbit_training, get_peft_model

# Prepare LoRA configuration
peft_config = LoraConfig(
lora_alpha=32, # LoRA Scaling
lora_dropout=0.1, # Dropout for LoRA Layers
r=64, # Rank
bias="none",
task_type="CAUSAL_LM",
target_modules= # Layers to target
["k_proj", "gate_proj", "v_proj", "up_proj", "q_proj", "o_proj", "down_proj"]

# prepare model for training
model = prepare_model_for_kbit_training(model)
model = get_peft_model(model, peft_config)
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R B, TR E R

from trl import DPOConfig
output_dir = "./results"

# Training arguments

training_arguments = DPOConfig(
output_dir=output_dir,
per_device_train_batch_size=2,
gradient_accumulation_steps=4,
optim="paged_adamw_32bit",
learning_rate=1le-5,
1r_scheduler_type="cosine",
max_steps=200,
logging_steps=10,
fple=True,
gradient_checkpointing=True,
warmup_ratio=0.1
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from trl import DPOTrainer

# Create DPO trainer

dpo_trainer = DPOTrainer(
model,
args=training_arguments,
train_dataset=dpo_dataset,
tokenizer=tokenizer,
peft_config=peft_config,
beta=0.1,
max_prompt_length=512,
max_length=512,

D)

# Fine-tune model with DPO
dpo_trainer.trainQ)

# Save adapter
dpo_trainer.model.save_pretrained("TinyLlama-1.1B-dpo-qlora™)

KRNEZARTE - ANERE. AT AHAIERE, RNARBEERE G 2EARE 25

from peft import PeftModel

# Merge LoRA and base model

model = AutoPeftModelForCausallM. from_pretrained(
"TinyLlama-1.1B-qlora",
low_cpu_mem_usage=True,
device_map="auto",

D)

sft_model = model.merge_and_unload()

# Merge DPO LoRA and SFT model

dpo_model = PeftModel.from_pretrained(
sft_model,
"TinyLlama-1.1B-dpo-qlora"”,
device_map="auto",

D)

dpo_model = dpo_model.merge_and_unload()
KM SFT+DPOM 414 & — MRAFey 7k, T L8 BB PR R R RPATH AN R, RERAEZES ALRLT
TRFF— 2. R, AR A, BN EMNFESATHMNNEMEE, T BEFATEF IR ESH

B MDPO XA AR, B4 T AT # k4 5 7 i o {E4% 3£ & B 2 Odds Ratio Preference Optimization (ORPO), X &
—MSFTRDPOLE & 8| 2 — | AR B F R E. CHRTRTANMER)NAEANFE, - FHAOT I ATE,
7] #2097 (8l QLoR A
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o [VEH I (accuracy)]
o [J ¥ 4 (confusion matrices)], f JF 4#F & (£ 4 2
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« [agents], [Agents: ] ZLLM % % ]-LangChain % #ReAct
o [agentic RAG], [Agentic RAG]
o LangChain # BjReAct, LangChain # # ReAct-LangChain # By ReAct
« [step-by-step reasoning (ZF ) |, [Wah 4ttty 4 &: BFEHE-[(HWah % fikh 4 &: B P ]
« [AI (artificial intelligence)]
i & &1, [K1E & AN 4]
o [EX], ft4RIEFAI?
. [ALBERT], # 7% %
o [align_labels & %k, 4 & & AR F & $ A
o [all-Minil.M-L6-v24# A |, W B =2 3]
o [all-mpnet-base-v2AE A |, [V B A4 3% 8 4]
« [Annoy], ITAFIE K 5 1 & 445 &
« [Anthropic Claude], [£ 7 A # ]
« [APIs (application programming interfaces i F 12 JF 3 0], [F H A H A
o [Cohere], APLE 4, [ % &40 & o ]
o [4MEPAPI], [ChatGPT 42 ]
o [ Fiembeddings], I B4 %
o [OpenAl], API% 4, [ChatGPT 4 %]
« [artificial intelligence A T4 #¢] ([% L] AT)
o [ArXiv], AXivCE: R 51EF
o [attentioniE & A ML), [ 3 & A AL 4] 4 25 o 45 b T X-[E & A k2 — ]
o [BER], [ R 7 & A AL 45 25 Fn A0 bR SC-(B6 8 i B 4 AL 4 A5 Fe g 45 £ T X
o [TransformerZR 4], [iE & 7 3t & — VI-[7E & 4 %t 2 — ]
o [EETEL BEE A WA E R E A A A
o [EE A EL A E AR AL, Transformerd Iy 3, [ & 4 B K], B4

» Flash Attention, Flash Attention
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» [local attention & 3% & A1, J 3/ Lk &
« [multi-query attention & # L & 4], £ E W AEWEE A RUEEY: NS LS EHEH4E
1]
[REREAL EERE S KE LB £ &1 2 9 4 EH)
(BER AR EITR), BERE A MEXEIF-HERES: FRAE
» [sparse attention ¥ VE & 4], B ¥/ H R E E 4
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o (AR, EXRERBTF, REWHBELSE
« [Augmented SBERT# #E SBERT], [#¢ #E SBERT]-[} 55 SBERT]
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« [model selectiont® A 3% $%], [Model Selection]-[Model Selection]
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o [common pipeline forif JH i #£], [A Common Pipeline for Text Clustering]-[Inspecting the Clusters]
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o [fine-tuningf¥ JH], [Fine-Tuning an Embedding Model]
s [Augmented SBERT], [Augmented SBERT]-[Augmented SBERT]
« [supervised & [ ], [Supervised]-[Supervised]
o SBERT, SBERT-SBERT
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o [token embeddings(token#k \)], [Token#k N]-# 1% & WAL G # £ T SCILI SN, 1 1 4B 09 4118, B4
o [B12 BT XN, ERIET A LT U RN R E T A LT U A
o [A B BRI R A, (1E F R R AF H A A0 IR O]
o [token spans(tokenfs )], [ il X A £ X A % #i Transformer]
o AT E) [$H G FH G T4 L F W Tokens|-[#97 § T § F4F 5§ F 4 Tokens]
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o [BE ), [BolE i AR
o 7L AR 7 %]
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[ & H ], [ & #k A RoPE)]-[{L & # A\ (RoPE)]

« Transformer#k, Transformer#

o Transformerdk, Transformerdk ) #f- B L& 42 5 B4 4

CEREATHL A& ARt E -2 & BTt Ew

CEREAEL DERE A E#E K]

GE & AALH, GF & st 200 & W -0F & 7 st 210 P % Z 1)

(R 43¢ 10 22 P 4, R 4584 22 B 25 MR O

(BEREAFMERMFL], BER Y MAMIFS-BERS: BE4AE

o [Vision Transformer], [ F#L3 #9 Transformers]-[ | F . 1 Transformers]
(3% 9 & A [ 3 ], 61 57 B9 LLMIF & Fo

(B ], BEM: HRPETR-BER: BRIEAFR
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[unk_token [UNK]], [BERTZ & # A (L A/NF) (2018)]
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